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Abstract
We present the Auto-Judge resource for the meta-evaluation of
automated LLM judges, especially judges that evaluate Retrieval-
Augmented Generation (RAG) systems that ground their response
with citations. The resource couples (i) a data release of topics,
pooled RAG responses, and human judgments, with (ii) a stan-
dardized protocol and software infrastructure for implementing
“LLM-as-a-judge” methods in a reproducible and extensible way,
including support for parameter sweeps and variant tracking.

Auto-Judge is designed to support rigorous meta-evaluation by
comparing LLM judges against human assessments and against each
other across different evaluation tasks, and by examining known
vulnerabilities of LLM judging such as circularity, overfitting, self-
preference, and content manipulation. We describe the dataset,
the submission and execution workflow (including TIRA-based
execution), and we provide baseline judge implementations and
correlation-based results to illustrate how the benchmark can be
used to develop and diagnose new judge methods.
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• Information systems→ Evaluation of retrieval results.
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1 Introduction
For decades, the epistemology of information retrieval (IR) has
rested on the observation that relevance can be far better assessed
when a human judges it qualitatively than when it is quantified
with automatic overlap measures [7]; or, more bluntly:

human relevance judgment ≫ automatic relevance judgment.

One of the central goals of IR research has been to study this gap [3].
Beginning with Cleverdon’s groundbreaking experiments at Cran-
field University in the late 1950s [14–16], the necessary experimen-
tal methodology to measure relevance has been continually refined
and validated and remains in active use today. Although substantial
research has aimed to reduce the cost of manual relevance judg-
ments required in these experiments, the cost of running a large
experimental campaign such as TREC still easily reaches into the
tens of thousands of dollars.

Large language models (LLMs) promise to accomplish the first
goal and to substantially reduce the cost of relevance judgments by
automating them [11, 44]. However, their use as judges poses fun-
damental challenges to established IR epistemology [20, 21] and the
second goal of measuring progress henceforth. This is particularly
true in the context of RAG evaluation [36, 49], where LLMs play
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Table 1: Comparison of benchmarks along your specified axes: Retrieval (R), Augmented Generation (AG), Ungrounded
Generation (G), Explicit Citations (C). Listing whether focus is on developing judges vs IR systems, whether multiple diverse
tasks are offered, and what kind of user information needs are targeted. Full support ✓ , partial support ◦, no support —.

Benchmark / Link R AG G C Focus Cross-Task Information Need

TREC Auto-Judge 2026 (this resource) ◦ ✓ ✓ ✓ Judge ✓ Long-form RAG with citations (TREC 25)
NTCIR AEOLLM-2 2026 [9] — — ✓ ◦ Judge / System ✓ Diverse Long-form generation
GaRAGe [42] — ✓ — ◦ Judge — Grounded generation
LLMJudge Challenge [39] ✓ — — — Judge — Ad hoc Retrieval (TREC DL 23)
ALCE [24] — ✓ — ✓ Judge — QA + citations
FEVER [45] / SciFact [48] ◦ — — ✓ Judge — Claim verification
Chat-bot Arena [12] — — ✓ — Judge — Conversational
TREC RAG 2025 Qrels task [46] ✓ — — — Judge — Ad hoc Retrieval (TREC RAG 25)
TREC RAG [46]/ RAGTIME [27] 2025 ✓ ✓ — ✓ System — Long-form RAG with citations
CLEF LongEval 2026 [6] ✓ ✓ — ◦ System ✓ RAG under temporal drift
KILT [35] ✓ — — ◦ System ✓ QA + provenance

Topic RAG system

Corpus

RAG response

LLM judge

“Auto-Judge”
Meta-EvaluationComponent

Data

Legend:

Figure 1: Relationships of RAG systems, LLM judge systems,
and the meta-evaluation provided by Auto-Judge.

multiple entangled roles. In a typical RAG pipeline, LLMs serve
both as the backbone of the RAG system—driving retrieval, gener-
ation, or both—and as the LLM judge that evaluates the resulting
RAG responses (Figure 1). This dual role introduces several validity
concerns [20]. First, when the same or a similar LLM is used for
generation and evaluation, the judge may exhibit self-preference
bias, favoring outputs that reflect its own stylistic or reasoning
patterns (LLM narcissism [34, 41, 51]). Second, even when different
LLMs are used, the RAG system and the LLM judge may inadver-
tently share similar internal processes, creating a circularity in
which the evaluation cannot meaningfully distinguish system qual-
ity from judge affinity [13, 18]. Third, if the LLM has memorized
benchmark data during pretraining, both generation and judgment
scores may be inflated by test set leakage, undermining the validity
of the entire evaluation [8, 50]. Compounding these issues, existing
meta-evaluations of LLM judge approaches have often relied on
system outputs from legacy test collections, raising further ques-
tions about whether current conclusions about judge reliability
generalize to modern RAG systems. Despite these unresolved con-
cerns, LLM judges have been rapidly and widely adopted across
several communities with little scrutiny. Their appeal is pragmatic.
LLM-based judgments are readily available, scalable, and affordable,
and in many settings a weak, but cheap quality signal is preferred

over no signal at all. Even if LLMs ultimately prove capable of re-
placing humans as relevance judges, we need a platform to fairly
compare diverse approaches. Moreover, given the rapid pace of im-
provements in LLMs, any particular evaluation setup may quickly
become outdated. Hence, we deem it important to conduct longitu-
dinal studies as new LLMs are released and new RAG paradigms are
developed. The danger of benchmark memorization can be curbed
by periodically producing manual judgments on fresh topics.

Contributions. In this paper, we present Auto-Judge, the first
cross-track benchmark for the comparative meta-evaluation of
LLM judges for long-form RAG systems with citation grounding.
Specifically, (i) we release a dataset of RAG evaluation with top-
ics, collating pooled system responses, and human relevance judg-
ments from host tracks; (ii) we provide a standardized protocol and
open-source software framework for reproducible execution and
meta-evaluation of LLM judges; (iii) we provide baseline results
that illustrate the meta-evaluation of LLM judges against human
assessments; and (iv) by partnering with several ongoing evalua-
tions at TREC and NTCIR, we establish a pipeline for a continuing
fresh supply of RAG systems, topics, and manual judgments across
diverse tasks, enabling longitudinal meta-evaluation.

2 Related Work
Auto-Judge builds on two lines of work: (i) LLM judge evaluation of
systems and meta-evaluation of LLM judges [21] and (ii) test collec-
tions and shared-task infrastructure for reproducible evaluation [3].

LLM judge evaluation and meta-evaluation. A growing body of
work studies LLMs as evaluators for retrieval and generation tasks
[11, 31, 37, 44, 53], including rubric-based grading [10, 22], pairwise
preference judging [55], and nugget-based decompositions of re-
sponses [36]. However, LLM judging introduces failure modes (e.g.,
circularity [29], self-preference [32, 38], and susceptibility to con-
tent attacks [1, 40]) that motivate explicit protocols and diagnostics.
Consequently, prior work sought to improve judgment quality, e.g.,

https://trec-auto-judge.cs.unh.edu/
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https://github.com/princeton-nlp/ALCE
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https://huggingface.co/datasets/allenai/scifact
https://chatbotarena.com/best-chatbot-builder
https://trec-rag.github.io/annoucements/2025-track-guidelines/
https://trec-rag.github.io/annoucements/evaluation/
https://trec-ragtime.github.io/
https://clef-longeval.github.io/
https://github.com/facebookresearch/KILT
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through bias mitigation techniques for statistically robust estima-
tion [28] and human-in-the-loop systems, like EvalAssist [2], that
allow for real-time refinement of LLM-generated evaluations.

Beyond individual mitigation strategies, recent research has
shifted toward meta-evaluation frameworks that “judge the judges”
to ensure systemic reliability [25, 30, 43]. For instance, Li et al. [30]
employ learned reliability predictors to assess LLM judges for their
adaptive use, Thakur et al. [43] address the limitations of standard
percent-alignment metrics by introducing alternatives that enable
more discriminative meta-evaluations. These meta-evaluation lay-
ers provide a necessary safeguard, transforming LLM judge eval-
uation from a black-box process into a transparent, multi-tiered
architecture for trustworthy evaluation.

Benchmarks and shared-task infrastructure. As illustrated in Ta-
ble 1, existing benchmarks for LLM judge evaluation tend to address
retrieval, grounded generation, ungrounded generation, or citation
support in isolation. For example, the LLMJudge challenge [39] and
the TREC RAG Qrels task [46] target ad hoc retrieval judgments,
ALCE [24] focuses on citation-supported QA, andGaRAGe [42] eval-
uates grounded generation. Chat-bot Arena [12] addresses open-
ended generation through pairwise preference, while FEVER [45]
and SciFact [48] focus narrowly on claim verification. Cross-task
benchmarks exist: NTCIR AEOLLM-2 [9] spans diverse generation
tasks and KILT [35] covers multiple knowledge-intensive tasks, but
neither targets long-form RAG with citations.

Several other initiatives focus primarily on developing and rank-
ing RAG systems rather than evaluating judge systems, including
TREC RAG [46]—which also offers a judge-focused Qrels subtask,
though limited to retrieval—RAGTIME [27], and CLEF LongEval [6].
Auto-Judge bridges this gap by combining retrieval, augmented
generation, and citation support under a single meta-evaluation
framework, with human reference judgments and a standardized
protocol for benchmarking diverse judge implementations across
multiple host tracks. Concretely, we facilitate measuring agreement
at both the leaderboard and response level for citation-grounded
RAG systems—a domain that remains largely under-investigated.

3 Auto-Judge Infrastructure
Shared tasks and evaluation campaigns provide the strongest guar-
antees of comparability, but for generative systems they often rely
on expensive human assessments and limited release formats [17,
39]. Auto-Judge builds on existing host tracks, reusing their topics
and pooled RAG system submissions. It adds a standardized layer of
artifacts for developing and comparing LLM judges. The execution
via continuous-integration and packaging via TIRA [23] helps to
improve reproducibility and to enable re-running judge systems on
new or modified data and (potentially) newly released LLMs.

Auto-Judge is released as a package of data, interfaces, and tool-
ing that supports both benchmark-style experimentation and live
shared-task evaluation.

3.1 Data model and Assessment Artifacts
The Auto-Judge data flow is depicted in Figure 2. It is organized
around four primary objects:
Topics, representing user queries;
RAG system outputs, i.e., responses for each topic and run;

Documents, which are cited in responses for grounding;
Human assessments, which serve as ground truth formeta-evaluation

and are kept secret until the conclusion of the evaluation
cycle.

Depending on the host track, the ground truth may come in the
form of graded relevance labels, preference signals, or leaderboards
derived from official judgments.

Each LLM judge implementation takes as input canonicalized
topics and RAG responses with sentence-wise citations. We inte-
grate with ir_datasets [33] for access to topics and referenced doc-
uments, but also allow directly loading them from our own custom
canonicalized data formats. This abstraction layer gives organiz-
ers control over the document source and content. In particular,
it enables controlled content injection, where original documents
can be modified or augmented with adversarial passages to test the
robustness of LLM judges against manipulation and content-based
attacks.

The software interface defines an AutoJudge protocol with three
optional artifacts that many judge methods naturally produce and
reuse:

Nugget banks: collections of atomic information units that a good
response should contain (e.g., question–answer nuggets or
factual claims). Nugget banks can be created from LLM
knowledge, grounded in source passages, or extracted from
existing responses.

Qrels-style labels: fine-grained labels for response components
(document-, passage-, or nugget-level) enabling standard
IR-style analyses and error attribution.

Leaderboards: per-topic and aggregated run scores produced by
a judge method under a declared measure specification.

While any of these steps can be skipped, this separation supports
both end-to-end LLM judges and compositional pipelines (e.g., one
component creates nuggets while another performs judging). This
allows for the implementation of judge variants (different prompts,
grading rubrics, LLMmodels, etc.) and sweeps (temperature, number
of nuggets, etc.) while keeping the input/output specification stable.

3.2 Starter Kit for Implementing LLM Judges
We release a starter kit1 and a base library2 that provide (i) reference
data loaders for topics, documents, and RAG responses, (ii) inter-
faces for implementing the different judge types, (iii) configuration
via workflow files to support variants and parameter sweeps, and
(iv) hooks for running and uploading auto-judge submissions. In
particular, the workflow configuration explicitly lays out which
phases are executed (nugget creation, qrels creation, judging), along
with used implementations and parameters. This encourages trans-
parent reporting and makes it easy to reproduce baselines, ablate
components, and run controlled prompt/parameter comparisons.

1Starter kit: https://github.com/trec-auto-judge/auto-judge-starter-kit
2Auto-Judge Library: https://github.com/trec-auto-judge/auto-judge-base

https://github.com/trec-auto-judge/auto-judge-starter-kit
https://github.com/trec-auto-judge/auto-judge-base
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Query / Topic
(host track organizers)

RAG response
(host track participants)

Optional create:
Nugget Banks

Optional create:
Relevance Labels (Qrels)

Create:
Leaderboard

LLM judge implementation

Predicted
labels

Predicted
leaderboard

Meta-evaluation
(online)

Measures
(Leaderboard correlation,

Label agreement)

Truth labels
(host track organizers)

Truth leaderboard
(host track organizers)

Figure 2: Auto-Judge data flow: host tracks such as TREC 2025 RAG, RAGTIME, and DRAGUN provide topics and ground-truth
assessments; their participants provide RAG responses; LLM judge systems produce nuggets, qrels, and/or leaderboards; our on-
line meta-evaluation compares predicted evaluation measures to the ground truth and reports their correlations and agreement.

3.3 Meta-Evaluation
For meta-evaluation, the resource includes infrastructure to com-
pute correlation-based meta-evaluation measures, such as correla-
tion measures of relevance labels and leaderboards against a manual
ground truth from a host track.

We focus on three types of metrics:
Leaderboard correlation: Howwell does the judge-induced leader-

board of RAG systems agree with the human-based ranking?
We report rank correlations (e.g., Kendall and Spearman vari-
ants) and top-𝑘 variants that emphasize correctly identifying
the best systems.

Label agreement: How well do predicted relevance labels (or
qrels-style labels) match human labels? We report agree-
ment and overlap metrics that quantify consistency at the
topic/response level.

Preference agreement: For pairwise comparisons of two system
responses, how often does the judge preference agree with
the human-derived preference signal?

Further evaluation metrics can be submitted to our resource
via Pull Request. The same tooling can be used in both offline
experimentation and the live TREC-style evaluation cycle.

To reduce benchmark memorization, the release of ground-truth
leaderboards and qrels used for this evaluation is delayed. In the
interim, participants can obtain evaluation scores via our online
evaluation system. For development purposes, our starter kit offers
kiddie,3 an artificial dataset with five topics about children’s ques-
tions with citation grounding from Wikipedia and four runs. We
use kiddie in continuous integration pipelines to verify that LLM
judge systems produce valid outputs.

4 Auto-Judge Dataset and Task Setup
The Auto-Judge setup is inherently challenging, as LLM judges are
expected to be able to evaluate RAG systems across future host
tracks without additional customization. Our resource therefore
provides a unified framework that simplifies the execution and
comparison of LLM judge systems across diverse host tasks.

3https://github.com/trec-auto-judge/auto-judge-starter-kit/tree/main/data/kiddie

4.1 Host Tracks and Auto-Judge Integration
Auto-Judge represents a cross-track meta-evaluation layer: partic-
ipating host tracks contribute their topics, documents, and pooled
(initially unjudged) RAG system runs, and LLM judge systems pro-
duce leaderboards and/or relevance labels on their grading scale that
we compare against the host track’s grading scale via our resource.

Concretely, after host tracks collect submissions, Auto-Judge
uses the pooled run outputs (directly from the shared evaluation
infrastructure) and runs judge implementations on the same queries
and responses. Once human assessments are available, we compute
meta-evaluations that quantify (i) agreement at the response/label
level and (ii) agreement at the system/leaderboard level.

This design enables apples-to-apples comparison of judge vari-
ants on contemporary RAG system outputs, and supports analysis
of how judging behavior varies across tasks, domains, and grad-
ing scales. Most importantly, output for judge implementations
is produced before LLM providers could possibly have trained on
manual labels, removing some doubt about potential test set leak-
age. Nonetheless, leakage may still arise, for example, if host tracks
derive topics from query logs already incorporated into LLMs, or if
events shaping the topics are already encoded in the model through
prior human feedback.

4.2 Anonymization and Controlled Release
To support fair comparisons during the evaluation cycle, system
runs can be released under a “track veil” which anonymizes team
and run identifiers.4 Additional evaluation artifacts that are helpful
for reproducible offline experimentation and longitudinal analy-
ses can be released by organizers and participants. For instance,
one team may share their nugget banks, for which another team
develops a better nugget-matching approach.

To mitigate benchmark memorization, we delay any public re-
lease of the ground-truth (“truth”) leaderboards that we use for the
meta-evaluation. Instead, participants submit judge outputs and
receive evaluation results through our online evaluation system.

4A separate component of our resource https://github.com/trec-auto-judge/track-veil

https://github.com/trec-auto-judge/auto-judge-starter-kit/tree/main/data/kiddie
https://github.com/trec-auto-judge/track-veil
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4.3 File Formats for “Low-tech” Interchange
For broad accessibility, Auto-Judge supports file-based submissions
in TSV/JSON format. At minimum, judge outputs can be exchanged
as per-topic labels with fields for host track, topic id, run id, and rele-
vance label. The same conventions are used for offline experiments,
enabling researchers tometa-evaluate new LLM judge ideas without
implementing the full execution stack. Even low-tech submissions
should incorporate experiment tracking to improve reproducibility,
for example via repro_eval [4] or the TIREx Tracker [26] in the
ir_metadata [5] format.

4.4 Code Submissions and Execution via TIRA
Beyond file-based submissions, we support executable code submis-
sions to facilitate long-term reuse. Using TIRA and our provided
starter kit, participants can submit dockerized LLM judge imple-
mentations together with metadata and run instructions, enabling
automated validation and repeatable execution.

This setup supports continuous integration of judge systems: the
organizing team can verify that submitted code compiles and runs
(we provide corresponding GitHub Actions), and participants can
iterate on variants while keeping the execution environment fixed.
Where supported by the infrastructure, judge systems can access
an OpenAI-compatible LLM endpoint provided locally, making it
possible to study LLM judge efficacy under newly released LLMs
without exposing private credentials. To reduce LLM-related costs,
we recommend including prompt caches within Docker images.

Executable submissions also enable systematic re-evaluation on
new topics, new pooled runs, or modified versions of topics/runs,
e.g., for adversarial evaluations. Furthermore, the submissions cre-
ate reusable community artifacts (code + runnable software) for
post-hoc analysis and longitudinal comparison. We aim to build a
community so that new collaborations can emerge when code and
runnable software are openly shared where possible early on.

5 TREC Auto-Judge Pilot Data Release
We release a pilot dataset [19]5 based on TREC 2025 Host Tracks
DRAGUN [54], RAG [46], and RAGTIME [27], which focus on
citation-grounded retrieval-augmented generation systems. All
runs are anonymized, and evaluation data is kept secret. We offer
both a “full” subset that includes all runs and topics, as well as a
“prio” subset which only includes runs submitted as highest priority
by each team as well as only topics for which manual assessments
are available. Table 2 shows the dataset statistics. The pilot track is
open to all registered TREC 2025 and 2026 teams. Interested partic-
ipants are given access to the evaluation service upon request.

6 Reference Baseline Experiments
As reference baselines, we implement a number of LLM judges and
meta-evaluate them on the Auto-Judge pilot dataset, full subset for
repgen and generation host tasks.

6.1 Auto-Judge Implementations
We compare the following judges as a proof-of-concept experiment
on two backbone LLMs.

5https://trec-auto-judge.cs.unh.edu/datareleases/v0.2-release.html

Table 2: Overview of TREC Auto-Judge Pilot Data (v0.2). We
offer two subsets: “full”: all topics and runs; “prio”: only prio1
runs and assessed topics.

Track-Task Teams Runs Prio1 Topics Assessed Reports

dragun25-repgen 9 28 12 30 30 840
rag25-auggen 9 25 9 105 22 2625
rag25-generation 18 51 13 105 22 5332
ragtime25-repgen 13 59 13 122 16 7198

6.1.1 Relevance-Oriented Judges. We experiment with two judging
paradigms: (i) UMBRELA [47], a representative of LLM judges, and
(ii) a retrieval-based matching baseline that does not use an LLM.

Non-LLM Statistical Baseline. A deterministic judge combining
four non-LLM metrics: (1) BM25 scores, (2) keyword matching
for query term presence, (3) length, penalizing responses shorter
than 50 and longer than 500 words, and (4) query coverage which
measures term overlap. The final score is a weighted sum of the
four (BM25: 30%, keywords: 30%, length: 20%, coverage: 20%) and
scaled to 0, 1, 2, and 3.

UMBRELA (for RAGTIME and RAG). LLM judge relevance pre-
diction using the UMBRELA prompt. The judge predicts a graded
relevance judgment for each RAG response on a 0–3 scale.

Direct Prompt Judge (for DRAGUN). LLM-based zero-shot prompt
that evaluates how well the RAG response helps assess a news
article’s credibility, considering source bias, multi-source context,
and attribution, with a final score in 0–3.

6.1.2 Sentence Attestation Judge (for RAGTIME). Besides meta-
evaluating response relevance, we also implement a judge that
validates the response based on its citations. We reuse the “Sen-
tence Attestation” prompt from Auto-ARGUE [49] to test whether a
response sentence is supported by the content of a document. In this
prompt, for each citation, an 8-shot entailment prompt determines
whether the referenced document supports the claim (YES/NO).
Upon response “YES”, we predict that the citation supports the
sentence. With these judgments, we implement the following LLM
judge measures, which mimic Auto-ARGUE’s corresponding evalu-
ation measures: (1) sentence_support and (2) citation_support.

sentence_support =
sentences where all citations returned “YES”

all sentences with citations

citation_support =
total citations with “YES”

total citations
6.1.3 Composite Judge (for RAGTIME). We combine the relevance
judgment from UMBRELA with sentence_support from the Sentence
Attestation judge. The assigned score is:

𝐹1 =
2 · 𝑠𝑠 · 𝑢
𝑠𝑠 + 𝑢

where 𝑠𝑠 is the sentence_support from the Sentence Attestation
Judge and 𝑢 is the UMBRELA relevance judgment normalized to [0, 1]
by dividing by 3.

https://trec-auto-judge.cs.unh.edu/datareleases/v0.2-release.html
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Table 3: Correlation between response judgment and official TREC leaderboards from DRAGUN, RAG, and RAGTIME on
the AutoJudge Pilot track v0.2 dataset. Best value per metric is marked bold. The last two rows in the upper section report
correlations for the methods: Direct Prompt for DRAGUN and UMBRELA for RAG and RAGTIME. The bottom two rows
report results for the Composite Judge for RAGTIME, the only dataset with citation support, combining relevance judgments
from UMBRELA with sentence_support from the Sentence Attestation (SA) Judge. Llama3.1 refers to Meta-Llama-3.1-70B-Instruct and
Qwen2.5 refers to Qwen2.5-72B-Instruct.

DRAGUN RAG RAGTIME

supportive strict_vital_score F1 nugget_coverage

Judge 𝝉 𝝆 𝒓 𝝉AP 𝝉 𝝆 𝒓 𝝉AP 𝝉 𝝆 𝒓 𝝉AP 𝝉 𝝆 𝒓 𝝉AP

Non-LLM Statistical Baseline 0.531 0.677 0.759 0.268 0.264 0.362 0.563 0.080 0.251 0.374 0.742 0.055 0.382 0.526 0.827 0.150
Direct Prompt / UMBRELA (Llama3.1) 0.395 0.529 0.770 0.336 0.486 0.599 0.687 0.212 0.539 0.715 0.843 0.278 0.691 0.849 0.935 0.466
Direct Prompt / UMBRELA (Qwen2.5) 0.432 0.579 0.809 0.362 0.507 0.705 0.814 0.333 0.473 0.659 0.852 0.208 0.673 0.846 0.953 0.439

Composite: UMBRELA (Llama3.1) + SA – – – – – – – – 0.532 0.695 0.958 0.359 – – – –
Composite: UMBRELA (Qwen2.5) + SA – – – – – – – – 0.579 0.754 0.970 0.376 – – – –

Table 4: RAGTIME correlation of our Sentence Attestation
judge (on Llama3.1) with official TREC scores by Auto-
ARGUE under two faithfulness measures: sentence_support
and citation_support.

Judge Truth Measure 𝝉 𝝆 𝒓 𝝉AP

SA sentence_support 0.465 0.511 0.800 0.347
SA citation_support 0.453 0.502 0.771 0.321

6.2 Experimental Setup
For all judges, we use two backbone LLMs:
Llama3.1: Meta-Llama-3.1-70B Instruct Turbo6

Qwen2.5: Qwen2.5-72B-Instruct-Turbo7

The sentence attestation judge is only run on Llama3.1. All experi-
ments are carried out via TogetherAI’s LLM endpoint8 which uses
FP8 quantization for optimized inference while closely matching
full-precision quality.

All judges predict an evaluation measure for all RAG responses,
which are aggregated across all topics to predict a leaderboard. We
use the Auto-Judge meta-evaluation service to determine how well
the predicted leaderboards correlate with the leaderboards under
human annotations. We report:
Kendall’s 𝝉 : How many system pairs are ordered consistently

across both leaderboards.
Spearman’s 𝝆: Changes of each system’s rank between the two

leaderboards.
Pearson’s 𝒓 : Changes in a system’ score across the two leader-

boards.
𝝉AP [52]: Top-weighted rank correlation emphasizing distinctions

among the highest-ranked systems.
6https://api.together.ai/models/meta-llama/Meta-Llama-3.1-70B-Instruct-Turbo
7https://www.together.ai/models/qwen2-5-72b-instruct-turbo
8https://www.together.ai/blog/together-inference-engine-2

6.3 Results
Relevance-Oriented Judges. Table 3 shows how robust the find-

ings are across RAG datasets from different host tracks.9 The same
judges can be consistently applied to all datasets and lead us to
interesting observations. The statistical baseline judge consistently
correlates the least with the TREC official scores. An exception is
DRAGUN, where it achieves the highest rank correlation, which
is likely a result of the different task definition. By using the Auto-
Judge starterkit, we ensure that the implementation is identical
across datasets, allowing us to study which LLM judge implemen-
tations should be selected for different RAG task definitions.

Between the two LLMs used by Direct Prompt and UMBRELA

judges, Qwen2.5 often provides higher correlation with the official
scores onDRAGUN and RAG. However, for RAGTIME, judgingwith
Llama3.1 obtains higher correlations on F1 and nugget_coverage.
This discrepancy is not surprising since the official RAGTIME re-
sults are produced by Auto-ARGUE with an LLM from the same
family, Llama3.3-70B model [27].

Sentence Attestation Judge (SA). We predict the faithfulness
of citations in RAG responses with the Sentence Attestation Judge
(SA) as described in Section 6.1.2. In line with Auto-ARGUE it is
instantiated using Llama3.1. Table 4 displays results on RAGTIME
for two of Auto-ARGUE’s official (truth) measures. Discrepancies
from perfect correlation are due to a different Llama version (3.1 vs
3.3) and different aggregation strategy.

Composite Judge. As shown in Table 3, UMBRELA alone shows
limited correlationwith the official F1 score, defined as the harmonic
mean of nugget_coverage and sentence_support in Auto-ARGUE.
This is because UMBRELA only assesses relevance, not citation cor-
rectness. The Composite Judge addresses this by combining rel-
evance judgment from UMBRELA—as a proxy for nugget_coverage—
with sentence_support of the Sentence Attestation judge (see Sec-
tion 6.1.3). This combination improves the F1 score compared to
using UMBRELA alone. The composition of using Qwen2.5 for UMBRELA

9Continuously updated results at https://trec-auto-judge.cs.unh.edu/results
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and Llama3.1 for Sentence Attestation achieves the best result over-
all on RAGTIME.

7 Conclusion
We introduce Auto-Judge, the first cross-task benchmark for the
comparative meta-evaluation of LLM judges in judging RAG sys-
tems. It combines a curated dataset over recent RAG systems, hu-
man relevance judgments, a standardized meta-evaluation protocol,
and an open-source framework for reproducible and extensible
LLM judge execution. Auto-Judge forms the basis for system devel-
opment for the upcoming 2026 TREC Auto-Judge track, and our
baselines illustrate how the benchmark can be used to analyze LLM
judges and serve as reference points for future research.

Beyond benchmarking judges, Auto-Judge highlights the impor-
tance of aligning evaluation design with practical use. A growing
amount of work shows that meta-evaluation can be misleading due
to stale system pools, limited topic coverage, and label artifacts.
Auto-Judge provides the infrastructure to move from cataloguing
these failures to studying remedies: not justwhich judges agree with
humans, but which experimental designs expose the disagreements
that matter.

This is not only an academic concern. LLMs are already embed-
ded in retrieval and generation pipelines and are increasingly used
to evaluate the systems they help build. This creates concrete risks
of circularity, self-preference, and test-set leakage that can directly
affect system development and reported performance. When the
evaluator and the evaluated are drawn from the same well, rigorous
and reproducible meta-evaluation is not optional; it is necessary to
ensure reliable conclusions and to maintain trustworthy, real-world
information access.
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