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Abstract

Nugget-based LLM judges evaluate Retrieval-Augmented Genera-
tion (RAG) systems using a bank of questions that capture the key
facts and criteria an answer should address. These nugget banks
are typically constructed through a combination of human input
and LLM generation. System outputs are graded by how well they
cover the nuggets. For cost and scalability reasons, the nugget bank
should be small. However, a major limitation of current nugget gen-
eration approaches is that many questions are overly generic and
fail to discriminate between top-performing RAG systems. Ground-
ing nuggets in system responses or source documents can increase
specificity, but typically leads to an explosion in the number of ques-
tions. Since every response is graded for every nugget question, a
higher number of questions directly increases the amount of LLM
prompts and/or tokens required, contributing to costs. Inspired by
preference-based evaluation, we derive differential nuggets from
winner-loser passage pairs, focusing on information that captures
differences in topicality, level of detail, and evidential support be-
tween responses under an automatic preference judge. We examine
how these contrastive signals can be leveraged to construct nugget
banks that are both compact and discriminative, enabling reliable
separation among top-performing RAG systems.
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1 Introduction

Nugget-based evaluation has emerged as a principled framework for
assessing Retrieval-Augmented Generation (RAG) systems [8, 12, 19,
21]. A nugget bank—a set of atomic questions or criteria capturing
the information a response should address—enables fine-grained
measurement of information coverage and supports a reusable and
interpretable evaluation. During evaluation, each RAG response
is evaluated against each nugget in the bank to see if the nugget
is correctly satisfied or covered. Nuggets addressed in both the
generated response and cited documents are an indicator of faith-
ful representation of source documents [12]. Human annotation is
usually used during collection creation or shared-task evaluation
where only a limited number of runs are evaluated. We envision
building a benchmark to be used for future RAG system develop-
ment, where a fixed nugget bank is part of the benchmark and an
automated nugget matching system will grade the RAG response.
Constructing effective nugget banks remains challenging: banks
must be small enough to keep evaluation costs manageable, yet
discriminative enough to separate top-performing systems.

Current approaches to nugget generation face the following
fundamental issues. (1) Query-only methods [8], which prompt an
LLM to generate questions from the information need alone, tend to
produce generic nuggets that fail to challenge competent systems.
(2) Grounding nuggets in retrieved documents or system responses
increases specificity but leads to an explosion in the number of
questions [6], inflating costs and runtime of the evaluation. (3)
LLM-based judges are more lenient than human judges [8, 22].
Unfortunately, when most nuggets are easily satisfied, the resulting
scores compress toward the top of the scale, obscuring meaningful
differences among strong systems.

In this paper, we are looking for approaches that produce a small
set of fine-grained nuggets that is suitable to distinguish among
the best modern RAG systems. Here “best” is measured as system
rank correlations with official manual NIST rankings that ensure
the automatic judge reflects human-quality standards.

We make the following contributions:

(1) We propose PREFNUGGET, a nugget generation approach that,
for each topic, samples pairs of RAG responses, determines
a pairwise preference (winner vs. loser), and then extracts
facts in the form of open-ended questions that distinguish
winners from losers to form a succinct nugget bank.
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Figure 1: Pipeline of our nugget-based evaluation approach. The main flow (top) shows the primary PREFNUGGETS path with
evaluation artifacts (yellow); alternative nugget generation, ablations, and grading variants are indicated in gray below.

(2) We evaluate which nugget judge best reflects human-quality
standards among submissions to three recent TREC 2025
tracks (RAG [23], RAGTIME [11], DRAGUN [25]). The judge
quality is quantified by high rank correlations between auto-
matically determined system rankings and official, manual
NIST rankings for each track.

(3) We systematically compare our PREENUGGET approach, which
derives nuggets from contrasting pairwise preferences, to
strong baselines that ground nugget extraction in individual
RAG responses [19], as well as approaches that solely use
the query and the LLM’s parametric knowledge [8].

(4) We ablate design choices such as nugget extractions from
best vs. random responses and grading generated responses
vs. cited source documents, under the same budget con-
straints of 20 questions per topic.

2 Related Work

Nugget-based evaluation. The use of information nuggets for
IR evaluation has a long history. Voorhees introduced nuggets
as atomic facts for evaluating definition questions in TREC [16,
24], and Nenkova and Passonneau developed the Pyramid method,
weighting Summary Content Units by their frequency across human
reference summaries [15]. Nuggets are used to infer document
relevance [17, 20] and measure recall in sequential updates, as in
temporal summarization [3]. We use this prevalence of nuggets for
evaluation to motivate our focus on nugget-based evaluation.

Recent work has revived nugget-based evaluation for RAG sys-
tems: AUTONUGGETIZER automates nugget creation from relevant
documents [18, 19], while RUBRIC generates evaluation criteria
directly from queries [8]. These approaches derive nuggets from
documents and queries but have shown to be overly lenient when
compared to human assessments [8, 22].

Claim/criteria-based and faithfulness evaluation. An alternative
to question-nuggets is to decompose generated responses into
atomic claims and verify each against retrieved context or external
knowledge. As an example, FACTSCORE provides fine-grained fac-
tual precision without requiring predefined evaluation criteria [14].
The RAGAs framework extends this principle to RAG evaluation,
extracting statements from generated answers and checking faith-
fulness against retrieved context, answer relevance to the query,
and context precision [7]. While these reference-free approaches
scale efficiently, they evaluate what information a response contains
rather than what information it should contain, which makes it chal-
lenging to discriminate between system quality levels—a mediocre

response and an excellent response may both satisfy faithfulness
checks while differing substantially in informativeness.

Preference-based evaluation. Absolute scoring scales are hard to
calibrate and often produce tightly clustered scores, reducing their
ability to discriminate between marginally different systems; these
limitations can be sidestepped using pairwise preference judgments,
with or without LLMs [1, 5, 26]. Recent work also demonstrates
that re-rankers can serve as relevance judges by framing judgment
as relevance estimation [13]. However, existing preference-based
methods focus on obtaining a system ranking, rather than as a
means to build fixed, human-verifiable test collections for reusable
evaluation.

Our work bridges these lines: we elicit pairwise judgments to
identify what specific information distinguishes winners from losers,
then crystallize these distinctions into nuggets that are discrimina-
tive by construction.

3 Approach

Our goal is to develop and compare several approaches towards
creating small nugget banks on how well they distinguish high
performing systems. Here, we set a limit to 20 nuggets per topic.
Furthermore, we hypothesize that focusing on the best RAG re-
sponses for grounding and contrasting will lead to more informa-
tive nuggets. Thus, we study a range of nugget-generation systems,
where the first phase identifies strong RAG responses, the second
phase generates nugget banks grounded in response differences,
followed by the RAG grading phase. Figure 1 illustrates the pipeline.

3.1 Phase 1: Pairwise Preference Elicitation

We first obtain an automatic estimate of the strength of RAG
systems. For each topic, we employ an automatic LLM judge to
collect pairwise preference judgments over the system responses
submitted to be evaluated. Each response is compared against those
from other systems (here: four), with pairs selected via stratified
sampling to ensure diverse pairings. The LLM judge determines
which response better addresses the query, following the preference
judgment paradigm of Arabzadeh and Clarke [2]. We explore both
a prompt variation that forces a decision and variation that permits
ties. Ties are disregarded from the subsequent phases. For each
query, we rank RAG responses using the Borda Count [4], where
each response receives a score equal to its number of pairwise wins
minus losses.
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Compare Winner vs Loser RAG responses for a query. Focus on relevance,
correctness, completeness. From given_exam_questions, identify or generate
questions the Winner addresses much better than the Loser. Reuse questions where
possible. New differentiating_questions must be brief, atomic questions about
information the Winner handles much better. Avoid generic quality questions.
Make questions self-contained (e.g., "Capital of France?" not "The capital?").

Field Description

In: query Query title, background, narrative
In: winner_passage Winning response

In: loser_passage Losing response

In: given_exam_questions  Prior questions

Out: diff_questions JSON array of new questions

Figure 2: Phase 2: Iterative PREFNUGGET extraction with DSPy
[10]. Previously extracted questions are provided to avoid
redundancy. Stops when budget of 20 questions is reached.

3.2 Phase 2: Nugget Generation

We introduce three variations of nugget generation approaches:
PREFNUGGET, GROUNDEDNUGGET, and QUERYONLYNUGGET. Based
on topics, initially ranked RAG responses, and pairwise preferences,
we extract nugget banks of up to 20 open-ended questions using
LLM prompting. All prompts request self-contained, atomic factual
questions rather than generic quality attributes. All use the chain-of-
thought! module in DSPy [10] to capture reasoning and confidences
separate from the requested questions and parse complex response

types.

3.2.1 PREFNUGGET (proposed). The goal is to derive compact, dis-
criminative nugget banks from pairwise preference signals and the
query. The key insight is that winner—loser comparisons reveal
which information distinguishes strong responses from weak ones;
questions targeting these differences naturally capture evaluation-
relevant criteria. For each winner—loser pair where response A is
better than response B, we use the prompt in Figure 2 to extract
factual questions that capture how response A is better. We use
the following steps to ensure the quality of the resulting nuggets.
To ensure that we capture information essential to differentiate
between strong systems, winner—loser pairs are processed in order
from best to worst (according to Phase 1). To keep the question
set small, questions are extracted iteratively: previously generated
questions are made available to the extraction from the next pair,
and the LLM is instructed to prefer previously extracted questions
over new ones. Finally, to ensure variety, we extract at most one
new question from each pair. Extraction terminates for a topic when
either the maximum budget of unique questions has been reached
or a maximum number of pairs (here: 100) have been processed.

3.2.2 GROUNDEDNUGGET and random ablation. As a baseline ab-
lation, we ground nugget extraction on a set of individual RAG
responses along with the query, focusing on the best passages from
the Phase 1 ranking. The prompt is similar to Figure 2, but only
provides one RAG response.

We also study variants of PREFNUGGET and GROUNDEDNUGGET
on random pairs/responses as an ablation to study the importance
of Phase 1.

1We omit the “think step-by-step” incantation, since we use a reasoning LLM.
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Table 1: Overview of TREC AutoJudge Pilot Data (v0.2), with
only assessed topics.

Track Task Teams Runs Assessed Topics
DRAGUN25  repgen 9 28 30
RAG25 generation 18 51 22
RAGTIME25 repgen 13 59 16

3.2.3 QUERYONLYNUGGET. The final approach does not use any
form of grounding. It relies on the LLM’s internal parametric knowl-
edge. We follow Rusric [8], where the LLM is provided with the
query and instructed to generate open-ended questions. We use a
prompt that uses verbiage similar to Figure 2 asking to generate
atomic questions that target query-essential information, which a
good response should answer well—without providing any response
for grounding.

While this ungrounded approach may seem reckless, it serves
as a litmus test of the collection’s difficulty. Because RAG systems
often rely heavily on LLMs, it may be that grounded methods do
not offer meaningful advantages over parametric knowledge alone;
this baseline tests that possibility.

3.3 Phase 3: Response Grading

The final phase evaluates all RAG responses against the derived
nugget bank. To make nugget banks comparable, we follow the
RuBRIC approach for grading [8]: each nugget question is scored on
a six-point scale (0-5), indicating how well the graded text answers
it, where a grade of five is reserved for highly relevant, complete,
and accurate content. In this work we mostly focus on grading
the generated response text, but we also experiment with grading
cited source documents. When grading response texts, the nugget-
grade is obtained by scoring the nugget against the response text,
yielding one grade per nugget. When grading cited documents,
all documents are split into paragraphs. The paragraph with the
highest score for each nugget question is used as the “cited docs”
grade for the response, reflecting that a single essential piece of
retrieved evidence suffices for coverage.

We predict an evaluation score for each response, by taking
either the average or the maximum across nugget grades. The latter
was established by Farzi and Dietz [8].

4 Experimental Setup

Data. We use data, submissions, and official NIST leaderboards
from three TREC 2025 tracks as released in anonymous form as
Auto-Judge pilot track v0.2. We use the subset of assessed topics, to
produce a leaderboard across all submissions to the track.” Statistics
are given in Table 1.

Meta-evaluation. Our motivation is to identify a nugget creation
paradigm that best reflects human-quality standards when grading
RAG systems. Hence we use the correlation of system rankings be-
tween our nugget judges and NIST rankings as a (meta-)evaluation
metric that represents the judge’s quality. We study several correla-
tion measures, which are provided by the Auto-Judge evaluation

Zhttps://github.com/TREC-auto-judge/
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Figure 3: Kendall rank correlation of all judges with the truth measures of different datasets. Best methods marked with an
arrow. For RAG25/sub_coverage and DRAGUN25/supportive measures, PREFNUGGET shines when the maximum grade is used to
predict system quality. For MAX_GRADE, larger nugget-banks are not always better—and hence the combination of all nuggets
on RAG25 performs poorly. QUERYONLYNUGGET is surprisingly strong (except on DRAGUNZ25) which suggests that the test
collections are too easy to challenge modern LLMs. Results are also confirmed in other correlation measures.

service. Here we report on Kendall’s 7, which counts the number
of system swaps with respect to the official leaderboard. Other
correlation metrics corroborate our findings.’

While significance tests are not available, we consider a differ-
ence of less than 0.05 as insignificant. We only discuss improve-
ments that hold across several correlation measures.

Host tracks and truth evaluation measures. The TREC AutoJudge
evaluation service compares to official evaluation measures as de-
termined by coordinators of the host tracks [9]. In our study we
include:

DRAGUN?25 [25]: This track is about providing a fact checker
with background information and citations to determine the
veracity of a news article. The track’s “supportive” measure
quantifies how much a RAG response supports important
questions.

RAG25 [23]: This track is about generating long-form narratives
with citations. The track’s “sub_coverage” measure repre-
sents the extent to which the RAG response covers topically
relevant subnarratives; the “strict_vital_score” measures
the coverage of nuggets that are manually identified as vital.

RAGTIMEZ25 [11]: The track is about generating long-form re-
ports on a topic for a particular user. The “nugget_coverage”
measures coverage of manually curated nuggets while “cit-
ation_support” quantifies how faithfully generated sen-
tences are supported by their citations.

Predicted evaluation measures (ours). As underlying LLM we use
GPT-0SS-120b, a strong open-weight model that was also suggested
by coordinators of the RAG25 track. For each approach described in
Section 3, we correlate the truth metrics with the maximum across
nugget grades, using the following variants under a 20-question
budget per topic. We also experiment with smaller budgets of 15,
10, and 5 questions.

We compare PREFNUGGET, GROUNDEDNUGGET, and QUERYON-
LYNUGGET approaches, as well as a combination of all nugget banks,
when grading the RAG response, considering both the maximum
or average nugget grade as evaluation score. Additionally, we com-
pare grounding the nugget extraction starting with the best RAG

30nline Appendix: https://github.com/laura- dietz/too-many-questions

responses (best) to the random ablation (random) for PREFNUGGET
and GROUNDEDNUGGET. For PREFNUGGET we study the effects of
choices for preference-based ordering, such as forcing decisions
vs. permitting ties; or processing pairs in order of combined Borda-
Count vs. pairs of a system with next runner-up.

5 Results

RQ1: Which nugget creation approach, PREFNUGGET, GROUND-
EDNUGGET, or QUERYONLYNUGGET, obtains the best nugget banks?
Which nugget approach is the best depends on the host track and
truth measure. Figure 3 shows that PREFNUGGET/MAX_GRADE best
reproduces the RAG25’s sub_coverage leaderboard; the average
grade of a combination of all nuggets works best on RAG25’s strict_-
vital_score. On DRAGUN25, the best results come from PREFNUGGET

grounded on preference rankings that permit ties, scored by MAX_GRADE.

For RAGTIME25’s nugget_coverage, all methods work well, with
the combination obtaining slightly higher correlation. The differ-
ence between the worst method (Kendall 0.6) and best (Kendall 0.8)
represents a factor-two reduction of discordant system pairs. While
we only present results on Kendall 7 rank correlation (Figure 3),
these patterns hold across several correlation measures.

The result demonstrates that grounding nuggets on preferences
(i.e., PREFNUGGET) can lead to better results than grounding on
individual RAG responses (i.e., GROUNDEDNUGGET).

The fact that QUERYONLYNUGGET is a strong contender could
either suggest that test collections are not challenging enough to
require retrieval-augmentation, or that the host track relied on
LLMs for parts of topic development. We excluded the possibility
of a test set leak by using test collections created after the release
of the underlying open-weight LLM.

RQ2: Does grounding in high-performing responses or response
pairs yield better nugget banks than random selection? In Figure 4
(left), we find that starting the nugget extraction grounded on high
performing responses (or response-pairs) is always significantly
better than the random ablation (denoted as a dotted pattern).

RQ3: What is the difference between different nugget-bank budgets?
We compare our default budget of 20 nuggets to even smaller sets. In
Figure 4, these are marked with horizontal lines. For PREFNUGGET,
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Figure 4: Effects of choosing a nugget bank of size 20, 15, 10, 5 on Kendall rank correlation. Across most dataset top 20 or top
15 provide the best correlations. Grounding on random responses (dotted) performs significantly worse, demonstrating the

importance of the initial ranking of Phase 1.
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Figure 5: Application to cited document weakly correlates
with citation faithfulness, but with lower nugget coverage.

we find reduced performance as the budget decreases. For GROUND-
EDNUGGET, smaller budgets can lead to slightly higher performance
and for QUERYONLYNUGGET, even using five nuggets often seems
sufficient.

RQ4: Does grading of cited documents agree with topical relevance
of the response? No, across all datasets, grading cited documents
(diagonal hatching in Figure 5) instead of the response is not a
substitute for verifying content relevance. Some of the performance
can be reclaimed by taking the per-nugget product of response-
and document-grades, marked with cross-hatching.

RQ5: Does grading of cited documents lead to better alignment
with measures of citation faithfulness? In contrast to RQ4, we find
that nugget-grading on cited documents correlates slightly with ci-
tation_support (Figure 5, rightmost column group), while response-
level grading is uncorrelated. However, response-level grading is
too coarse-grained to replace the sentence-level support metrics
used in RAGTIME.

Example. Below are the first five nuggets extracted with PREFNUGGET

for the RAGTIME25 query 1053 “Rising Demand for Avocado” demon-
strates the focus on compact and discriminative nuggets.

e By what percentage could suitable avocado growing areas
in Mexico decline by 2050?

e What is the estimated carbon dioxide emission per kilogram
of avocados during transportation?

e How many liters of water are used per avocado fruit in
Morocco?

e What is the per-capita avocado consumption in the United
States (kg per year)?

e Which branding campaign has been pivotal in increasing
avocado demand in the United States?

LLM Cost. For each topic with R responses and N nuggets, the
number of prompts issued is 4R for Phase 1, 5N for Phase 2, and
RxN for Phase 3. For RAG25, this amounts to 4384 prompts in Phase
1, 747 prompts in Phase 2 for iterative nugget bank creation, and
21,474 prompts in Phase 3 for grading. The most expensive step is
grading cited documents with 855,235 prompts, while the response
+ cited docs variant would reduce this to 160,316 prompts. A single
RAG25 experiment took approximately 24 hours on Parasail. Total
LLM costs for all experiments in this paper were $700 USD.

6 Conclusion

We study how to best create small but effective question banks for
automatic evaluation with nugget-based LLM judges. By using a di-
verse cross-task dataset with several recent RAG systems submitted
to TREC 2025, we provide insights that generalize to modern RAG
systems. Since manual assessments are kept secret, the potential
that LLMs have been trained on the dataset is limited in general.
By using an open-weights model released before the dataset was
created, we avoid result inflation due to benchmark memorization.

PREFNUGGET is particularly useful for capturing broad coverage
with just a few nuggets when a reasonable initial ranking is avail-
able. While grading cited documents is not helpful for assessing
response quality, it can help identify systems with stronger citation
faithfulness.

Overall, our results highlight a practical takeaway for RAG eval-
uation: nugget banks should be designed not to be exhaustive, but
to be discriminative under a fixed budget. By keeping the number
of nugget questions small, we directly reduce evaluation cost and
enable rapid iteration—bringing automatic nugget-based judging
closer to a reliable tool for everyday RAG system development.
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