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Abstract

Unsupervised machine learning aims to make predictions when labeled data is absent,
and thus, supervised machine learning cannot be applied. These algorithms build on
assumptions about how data and predictions relate to each other. One technique
for unsupervised problem settings are generative models, which specify the set of
assumptions as a probabilistic process that generates the data.

The subject of this thesis is how to most effectively exploit input data that has an
underlying graph structure in unsupervised learning for three important use cases.
The first use case deals with localizing defective code regions in software, given the
execution graph of code lines and transitions. Citation networks are exploited in
the next use case to quantify the influence of citations on the content of the citing
publication. In the final use case, shared tastes of friends in a social network are
identified, enabling the prediction of items from a user a particular friend of his
would be interested in.

For each use case, prediction performance is evaluated via held-out test data that
is only scarcely available in the domain. This comparison quantifies under which
circumstances each generative model best exploits the given graph structure.
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Kurzfassung

Im Gegensatz zu überwachtem maschinellen Lernen sind unüberwachte maschinelle
Verfahren darauf ausgelegt, Vorhersagen zu machen, auch wenn keine Trainingsdaten
mit gelabelten Beispielen vorhanden sind. Solche Algorithmen basieren auf Annah-
men darüber wie Daten und gewünschten Vorhersagen in Bezug stehen. Generative
Modelle sind ein Ansatz des unüberwachten Lernens, in der die Annahmen, die
sich aus der Problemdomäne ergeben, als ein probabilistischer datengenerierender
Prozess formuliert werden.

Gegenstand dieser Dissertation ist es, Eingabedaten mit unterliegender Graphstruktur
möglichst effektiv in unüberwachten Lernverfahren auszunutzen. Dies wird anhand
von drei sehr unterschiedlichen Anwendungsfällen näher erforscht. Der erste Fall
beschäftigt sich mit der Fehlerlokalisierung in Software mithilfe von gegebenen
Ausführungsgraphen. Zitationsnetzwerke werden im zweiten Fall eingesetzt, um
dem Einfluss eines Zitats auf die zitierende Publikation zu quantifizieren. Im letzten
Anwendungsfall werden gemeinsame Vorlieben, auf denen eine Freundschaft in einem
sozialen Netzwerk beruht, bestimmt. Diese Vorlieben erlauben es vorherzusagen, für
welche Objekte eines Benutzers sich auch einer seiner Freunde interessiert.

In allen drei Anwendungen wird die Vorhersagequalität über Daten evaluiert, die
normal nicht oder nur spärlich vorhanden sind. Dieser Vergleich misst, unter welchen
Umständen sich das jeweilige generativen Modell die Graphstruktur am effektivsten
zu Nutze macht.
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Chapter 1.

Introduction

1.1. Motivation

A classic problem in machine learning is to learn a function between input and
output variables from training examples and use it to make predictions for new inputs.
Incorporating further side information and expert knowledge about the nature of
the data and the problem domain usually leads to better learning algorithms, where
“better” refers to learning with fewer examples, being less sensitive to outliers, and
making more accurate predictions.

The core problem in unsupervised machine learning is to make predictions for outputs
even if training examples are unavailable. In this setting, the learning algorithm has
to build on side information and expert knowledge only. Side information refers to
unlabeled data sources that are easy to access and collect. Expert knowledge refers
to a set of modeling assumptions that encode a prior belief on how input and output
examples relate to each other with respect to the side information.

Generative models are a well-known technique for unsupervised learning, which
allows to encode expert knowledge in a probabilistic framework. Bayesian inference
is used to fit the model to the unlabeled data. Predictions are made by estimating
quantities in the model that encode beliefs about the output variables. Depending
on how expert knowledge is expressed in the model, fast algorithms for inference
and prediction are available.

Generative models have been successfully applied textual domains, e.g., learning

1



2 CHAPTER 1. INTRODUCTION

latent topics from text corpora with latent Dirichlet allocation (Blei et al., 2003)
or learning classifiers with multinomial naive Bayes models (McCallum and Nigam,
1998). Further approaches discover latent structure in the text, such as learning a
hierarchy of topics (Blei et al., 2009), a graph of topics (Mimno et al., 2007), and
relations between entities (Chang et al., 2008).

Many unlabeled data sources have an underlying graph structure, in which case,
the graph structure is not latent, but observed. Before research for this dissertation
was started, only few generative models existed that exploit the underlying graph
structure in the data, such as the author-topic model (Rosen-Zvi et al., 2004), the
recipient-author-topic model (McCallum et al., 2007), and the stochastic blockmodel
(Nowicki and Snijders, 2001).

This thesis elaborates on how the graph structure in data sources can be effectively
used to make more accurate predictions when labeled examples are unavailable. In
addition to the aforementioned related work, this thesis studies further problem
domains to contribute to the jigsaw puzzle of best practices. In three very different
use cases, we study various ways to encode expert knowledge in a generative model,
and evaluate the prediction performance against held out ground truth.

The first use case deals with localizing defective code regions in software, given the
execution graph of code lines and transitions. Citation networks are exploited in
the next use case to quantify the influence of citations on the content of the citing
publication. In the final use case, shared tastes of friends in a social network are
identified, enabling the prediction of items from a user a particular friend of his
would be interested in.

1.2. Contributions and Publications

The main contributions of this thesis are elaborated in context of the three use cases,
each referring to one of the Chapters 3, 4, and 5. In the following we point out the
contributions for each chapter separately.
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1.2.1. Defect Localization in Program Executions

Chapter 3 looks at the problem of localizing defects using only traces of software
executions through the source code.

• The main contribution is the Bernoulli graph model that yields a fast inference
algorithm that is applied to real world data of two open source projects. The
Bernoulli graph model is introduced in Section 3.4 and outperforms reference
methods of similar runtime complexity.

• Further, an extension of the Bernoulli graph model for learning model hyper-
parameters from execution traces with defect labels from past source code
revisions is provided in Subsection 3.6.1.

• As a side contribution, already existing generative models, namely the Beta-
Bernoulli model and the Dirichlet-Multinomial model, are applied to the defect
localization problem.

• Theorems that prove a relation between the common reference method Taran-
tula and generative models are given in Section 3.5. In particular, we prove
that the unigram Bernoulli graph model is equivalent to Tarantula for most
cases in our study.

The work is summarized in:

[Dietz et al., 2009] Laura Dietz, Valentin Dallmeier, Andreas Zeller, and
Tobias Scheffer. Localizing bugs in program executions with graphical
models. In Advances in Neural Information Processing Systems, 2009.

[Dietz and Dallmeier, 2008] Laura Dietz and Valentin Dallmeier. Proba-
bilistic graph models for debugging software. In Proceedings of NIPS 2008
Workshop on Analyzing Graphs: Theory and Applications, December
2008.

1.2.2. Quantifying the Influence of Citations

In Chapter 4 we study how generative models can exploit the citation graph structure,
to quantify the impact a citation had on a publication.
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• The main contribution is the citation influence model which is an extension
of latent Dirichlet allocation that incorporates the network structure. It is
designed to operate on very noisy textual data with possible duplicates and
truncated abstracts. The model is introduced with two variants in Section 4.4
and outperforms latent Dirichlet allocation.

• In Subsection 4.4.2, we elaborate the effects that the incorporation of the
network structure has on the topics that are estimated together with the
influence strengths .

• Further, we give a sketch on how the inference results are used for filtering and
visualization of citation networks.

The work is summarized in:

[Dietz et al., 2007] Laura Dietz, Steffen Bickel, and Tobias Scheffer.
Unsupervised prediction of citation influences. In ICML ’07: Proceedings
of the 24th International Conference on Machine Learning, 2007.

1.2.3. Shared Tastes in Social Networks

In Chapter 5 common interests of friends are distilled from social networks. The
study involves data sets from online communities with an active user base.

• The main contribution is the shared taste model, an extension of latent Dirichlet
allocation that infers common tastes from an undirected graph structure. The
shared taste model and variations are introduced in Section 5.3.

• In Subsection 5.2.6, we demonstrate how the citation model, which is introduced
in Chapter 4, is applied to graphs with undirected edges.

• We detail how the stochastic blockmodel can be applied to learn shared tastes
in Subsection 5.2.1.1.

• A further contribution is an comprehensive experimental study involving three
data sets and 15 methods to study the most appropriate modeling assumption
in this domain in Section 5.5.

The work is summarized in:
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[Dietz, 2011] Laura Dietz, Edward Snelson, and John Guiver. Inferring
shared tastes with network topic models. (in preparation), 2011.

[Dietz, 2010b] Laura Dietz. Inferring shared interests from social networks.
In NIPS Workshop on Computational Social Science and the Wisdom of
Crowds, 2010.

[Dietz, 2009] Laura Dietz. Modeling shared tastes in online communities.
In NIPS Workshop on Applications for Topic Models: Text and Beyond,
2009.

1.2.4. A New Notation

A side contribution of this thesis is the directed factor graph notation for genera-
tive models which is introduced together with other notations in Chapter 2. For
many models, the directed factor graph notation renders the generative process in
pseudocode notation redundant.

The notation is detailed in:

[Dietz, 2010a] Laura Dietz. Directed factor graph notation for gener-
ative models. Technical report, Max Planck Institute for Informatics,
Saarbrücken, Germany, 2010.

1.3. Outline

The remainder of this thesis is organized as follows. In Chapter 2, generative proba-
bilistic models and how they are used for unsupervised prediction are recapitulated.
Additionally, a graphical notation for specifying the assumptions that underlie a
generative model is introduced.

In the following three chapters, generative models for different problem domains
are devised, each exploiting the graph structure of the input data. Chapter 3 is
dedicated to localizing defective regions in source code by analyzing transitions in
the execution order of code lines. Chapter 4 aims to quantify influences of citations
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on a publication within the surrounding citation network. Chapter 5 describes how
to infer shared tastes of friends in online social networks. In all three chapters, the
devised model is evaluated in comparison to related work from the problem domain,
as well as related generative models from other domains. In the latter case, necessary
adaptations of the learning algorithms are elaborated. Chapter 6 concludes this
thesis with a discussion and outlook.



Chapter 2.

Foundations and Technical
Background

Machine learning is concerned with gaining insights about given data, which can
be formalized as a prediction task. Supervised machine learning operates on a
setting, where data and additional examples describing the target of interest is given.
In unsupervised machine learning, such examples are absent. Conceptually, the
examples are replaced by assumptions about how the given data is connected to
unknown data that encodes the target of interest.

In this chapter, we recapitulate foundations for probabilistic models with a focus
on generative models following Gelman et al. (2003) and Bishop (2007). Further,
the latent Dirichlet allocation model (Blei et al., 2003) which serves as a reference
model in the following chapters is detailed in Section 2.4.

2.1. Probability Calculus

Let X and Z be random variables with configurations ranging over domains x ∈ X
and z ∈ Z respectively. We discuss random variables without distinguishing between
real, discrete, or vector valued domains. We use the integral notation in the general
case, which is to be replaced by summation for discrete cases.

p(X,Z) is referred to as the joint distribution of both random variables.

7



8 CHAPTER 2. FOUNDATIONS AND TECHNICAL BACKGROUND

The marginal distribution p(X) of just one of the two random variables X can be
obtained from the joint distribution according to p(X) =

´
Z p(X,Z = z) dz. We

refer to this as marginalization or integration over random variable Z.

The conditional probability of X given Z is referred to by p(X|Z). This quantity
describes how the probability of configurations X = x changes if the configuration
of Z is known.

The product rule of probability states that p(X,Z) = p(X|Z) · p(Z) or equivalently
p(X,Z) = p(Z|X) · p(X).

The conditional probability p (Z|X) can be obtained from joint and marginal distri-
butions applying the product rule of probability as in Equation 2.1. Alternatively, it
can be obtained from marginal and inverted conditional probability p(X|Y ) according
to Bayes’ rule as in Equation 2.2.

p (Z|X) =
p (X,Z)
p (X)

(2.1)

=
p (X|Z) · p (Z)

p (X)
(2.2)

2.2. Generative Probabilistic Models

2.2.1. Probabilistic Models

Probabilistic graphical models cast observed and latent data as random variables X
and Z, and use probability calculus to express the connections that are assumed to
exist between them. These connections are referred to as model assumptions and
may involve, for instance, further latent random (nuisance) variables or parameters.
If the assumptions are correct, Bayesian inference can answer various questions about
the data.

The joint distribution is interpreted as a product of the likelihood p (X|Z) and
the prior p (Z). The likelihood quantifies how likely the observations X are, if the
configuration of the latent variables and the model assumptions are correct. The
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prior distribution quantifies beliefs about the right configurations of latent variables
before observing any training data.

In contrast, the marginal likelihood or evidence p (X) =
´
Z p (X,Z = z) dz refers to

the likelihood of the observations marginalizing over the configurations of all latent
states.

The foundation of Bayesian inference follows from Bayes’ rule (Equation 2.2) as

p (Z|X)︸ ︷︷ ︸
posterior

=

likelihood︷ ︸︸ ︷
p (X|Z) ·

prior︷ ︸︸ ︷
p (Z)

p (X)︸ ︷︷ ︸
evidence

.

The conditional distribution p (Z = z|X = x) is called the posterior distribution. It
quantifies the probability of configurations for the variable of interest Z, aggregating
the prior belief and observations into a distribution of hypotheses.

If a prediction about the true value of the estimand Z is requested, estimation
theory can be applied to the posterior distribution to obtain a point estimate. For

instance, the mode of the posterior
a
Z = arg maxz∈Z p (Z = z|X = x) gives rise

the maximum a posteriori (MAP) estimator. Alternatively, the expectation of the
posterior

∧
Z=
´
Z z · p (Z = z|X = x) dz yields the Bayes estimator of the variable of

interest Z.

The joint distribution of observations and latent variables is an immediate result
from the model assumptions that influence the choice of prior distributions as well
as the probabilistic connections between variables. These may be expressed with
different probabilistic concepts, such as conditional independence and parametric
standard probability distributions, as we detail in the following.

From the perspective of probability calculus and Bayesian inference, there is no need
to distinguish whether the variables of interest Z are distribution parameters, latent
random variables, or missing observations.

To keep notation brief, we only distinguish between random variable X and its
configuration x when necessary, otherwise denoting p (X = x) as p (X) .
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2.2.2. Joint Distribution and Factorization

Consider a joint distribution such as p(X,Z,R,Q) of observations X, latent variables
of interest Z and latent nuisance variables R and Q. The joint distribution is
represented by a multi-dimensional probability table—one dimension per variable
with one column per possible value—from which the probability for particular
configurations can be read off. For continuous variables, the table has infinite
dimensionality with infinitesimal columns.

Any joint distribution can be factorized applying the product rule of probability.
For instance, applying this rule three times yields p(X,Z,R,Q) = p(X|Z,R,Q) ·
p(R|Z,Q) · p(Z|Q) · p(Q). Such a factorization can be visualized using factor graphs.

A factor graph is an undirected bipartite graph with disjoint node sets referring to
variables and factors. Variable nodes are depicted by circles, factors by small filled
boxes. Each factor node denotes a factor in the joint distribution and thus represents
a probability distribution over the variable nodes it is connected to. An example is
given in Figure 2.1a.

2.2.3. Independence Assumptions and their Visualization

The factorized joint distribution can be simplified by assuming various kinds of
independence.

2.2.3.1. Conditional Independence

Considering an example factorization of the joint distribution p(X,Z,R,Q) =

p(X|Z,R,Q) · p(Z,R|Q) · p(Q) and further assuming conditional independence of
Z and R given Q yields by definition that p(Z,R|Q) = p(Z|Q) · p(R|Q). Further,
one might assume conditional independence of X and both {Q,R} given Z, yielding
p(X,Z,R,Q) = p(X|Z) · p(Z|Q) · p(R|Q) · p(Q).

A factor graph visualizes conditional independence by omitting links between the
factor and variables that do not participate in the factor. For example, conditional
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Q

Z R

X

Q

Z R

X

a) b)

Figure 2.1.: Factor graphs for visualizing factorizations of a joint distribution
p(X,Z,R,Q). a) General factorization, b) Factorization with condi-
tional independence assumptions.

Q

Z R

X

Q

Z R

X

a) b)

Figure 2.2.: Bayesian network visualization for factor graphs in Figure 2.1.

independence between X and {R,Q} given Z as well as Z and R given Q are
visualized in Figure 2.1b.

An alternative way to visualize conditional independence is by illustrating the
remaining conditioned-on relationships as done in Bayesian networks. As before,
each vertex represents a random variable. Every factor is denoted by a set of arcs,
from variables that are given to variables whose probability the factor determines.
Examples above are visualized as Bayesian networks in Figure 2.2.

Sets S and T of random variables are called d-separated by set W , if any undirected
path between a node in either set passes through a node in set W . If S and T are
d-separated by W in a Bayesian network, it follows that S and T are conditionally
independent given variables in W .
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Q

Z R

X

Q

Z R

X

a) b)

Figure 2.3.: Directed factor graph visualization for factor graphs in Figure 2.1.

Probabilistic models that can be represented in a Bayesian network without cycles
are called directed graphical models. For factors in directed graphical models, it
is crucial to distinguish between the conditioned (input) variables and the given
(output) variable.

A hybrid between factor graph and Bayesian network visualizations is the directed
factor graph notation (Dietz, 2010a), which explicitly distinguishes between input
and output variables, but is explicit on the assumed factorization. In directed
factor graphs, the factor is connected with a directed edge towards the output
variable In the following, further kinds of assumptions are discussed, which come
with visualizations that do not lend themselves to Bayesian networks.

The directed factor graph visualization for the example in Figure 2.1 is depicted in
Figure 2.3. Only the directed factor graph notation is used in the remainder of this
thesis.

2.2.3.2. Context-specific Independence

A weaker kind of conditional independence is context-specific independence (Boutilier
et al., 1996), which refers to variables being independent only for certain configura-
tions of the given variable. For instance, X and R may be independent conditioned
on Z, only if Z has a particular configuration z, i.e., p(X,R|Z = z) = p(X|Z =

z) · p(R|Z = z) which does not hold for other configurations p(X,R|Z 6= z). Such
assumptions are visually represented by gates (Minka and Winn, 2008) in factor
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Z

X R

Z = z Z 6= z

R Q Z

X

Q = 0 Q = 1

a) b)

Figure 2.4.: Representing context-specific independence by gates (dashed boxes) in
factor graphs.

graphs, cf. Figure 2.4a. The gate is depicted by a set of dashed boxes. Each box
represents a different case that depends on the configuration of the context variable
as denoted in the upper corner. Inside each box, according conditional indendence is
visualized as above. Variables and factors that are not affected are placed outside
the dashed box.

Context-specific independence further allows to specify that depending on the
context variable, subsets of variables are assumed to be conditionally independent.
For instance, if factor p(X|Z,R,Q) is assumed to only depend on R whenever Q = 0,
and only depend on Z if Q = 1, the according factor graph with gates is depicted in
Figure 2.4b.

2.2.3.3. Connection Templates

Due to independence assumptions, it may be that many variables are connected
to the same set of variables. For instance, if we assume conditional independence
between variables X1, X2, . . . Xn given θ, the joint factorizes according to

p(X1, X2, . . . Xn, θ) = p(X1|θ) · p(X2|θ) · . . . p(Xn|θ) · p(θ)

=
n∏
i=1

p(Xi|θ) · p(θ)

In factor graphs and Bayesian networks, such repetitions of connection templates are
represented by a solid box—a so-called plate (Bishop, 2007, p. 363)—that enclose
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θ

X

∀i = 1 . . . n

Figure 2.5.: Representing repetition of connection templates by plates (solid boxes)
in factor graphs.

the repeated variables and factors. Variables and factors that are not repeated are
placed outside the plate. An indicator for how often the template is repeated is
placed in the lower right corner of the plate, as depicted in Figure 2.5.

2.2.4. Distribution Assumptions

A different kind of model assumptions is to assume that a random variable is
distributed according to a particular standard probability distribution.

2.2.4.1. Probability Distributions Types

A probability distribution can be represented as a probability table, or as a probability
density function (pdf) that depends on parameters. Some literature distinguish
between a probability mass function and a probability density function for discrete
and and continuous cases. However, we follow Gelman et al. (2003) in referring to
both as probability density functions. Some functional forms have mathematical
properties, that lead to improved runtime performance when carrying out inference.

We refer to those as standard probability distributions. The probability density
function depends on parameters—often referred to by θ—and yield the probability
of a configuration of the output variable X.

For instance, if X is distributed according to a Bernoulli distribution with parameter
θ, p(X = 0|θ) = 1− θ and p(X = 1|θ) = θ (any other configuration has probability
zero). Such a distribution assumption is denoted by the sampling operator “∼”.
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For instance, X ∼ Bern(θ) means that we assume X to be drawn from a Bernoulli
distribution with parameter θ. If θ would be known and this assumption holds,
sampling values from the would generate data X. As usually only X is known,
application of Bayesian inference and estimation theory allows to estimate θ.

Sampling a variable X from a distribution parametrized by θ is a special case of a
conditioned-on relationship, where the relationship between X and θ is quantified by
the functional form of the pdf. The name of the standard probability distribution will
be omitted if obvious from the context, e.g., writing X ∼ θ instead of X ∼ Bern(θ).

A full overview of standard probability distributions used in this thesis, including
Bernoulli, multinomial, Dirichlet, and Beta distribution is given in Appendix A. As
literature reports on various possible parametrizations, semantics of parameters as
used in the following, including probability density functions and further properties
are detailed in Appendix A as well.

After resolving conditional independence or context-specific independence, it may be
that the remaining factor expresses the relationship between two variables according
to a standard probability distribution. In directed factor graph notation, this
is depicted by placing a label with the distribution name next to the filled box
representing the factor. Input to the pdf θ and the output X are distinguished in
the directed factor graph notation (Dietz, 2010a) by an arrow towards the output
variables.

2.2.4.2. Conjugate Priors

Using the mechanism of directed graphical models allows to introduce further
layers of latent nuisance variables and connections. For instance, θ ∼ Beta(α, β),
X1 ∼ Bern(θ), X2 ∼ Bern(θ), ... Xn ∼ Bern(θ). Following Subsection 2.2.1,
Beta(α, β) is called the prior distribution for θ, where Bern(θ) is the likelihood. In
this example, the joint distribution given the prior parameters α and β is given in

p(θ,X|α, β) =
n∏
i=1

p(Xi|θ) · p(θ|α, β)
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The standard probability distribution of the prior p(θ|α, β) is called conjugate to
the likelihood with distribution p(X|θ) if the posterior p(θ|α, β,X) is of the same
functional form as the prior distribution, but with modified parameters α′ and β′.
For instance, the beta distribution is a conjugate prior for the Bernoulli distribution;
the Dirichlet distribution is a conjugate prior for the multinomial distribution.

The conjugacy often goes along with analytic solutions for integrals over parameters.
For instance, if θ is a Bernoulli parameter with a Beta(α, β) prior, the integral
over θ has the solution given in Equation 2.3, using shorthands #1 for number of
observations Xi = 1 and #0 for number of observations Xi = 0.

ˆ 1

0

n∏
i=1

p(Xi|θ) · p(θ|α, β) dθ

=
Γ(#1 + #0 + 1)

Γ(#1 + 1)Γ(#0 + 1)
· Γ(α+ β)

Γ(α) · Γ(β)
· Γ(#1 + α) · Γ(#0 + β)

Γ(#1 + #0 + α+ β)
(2.3)

The posterior distribution θ is a Beta distribution with new parameters given in
Equation 2.4.

p(θ|Xi, α, β) = Beta(#1 + α, #0 + β) (2.4)

A derivation of the results in Equations 2.3 and 2.4 is presented in Appendix B.

Analogously, the Dirichlet distribution is a conjugate prior for the multinomial
distribution. If the only connections to θ are θ ∼ Dir(α), X1 ∼ Multi(θ), X2 ∼
Multi(θ), ... Xn ∼ Multi(θ), then θ can be integrated out according to Equation
2.5, making use of the multinomial coefficient. V is the range of the multinomial
distribution and #v = #{i : Xi = v} is the number of times, outcome v is observed.

ˆ n∏
i=1

p(Xi|θ)·p(θ|α) dθ =
(

n

#1,#2, . . . ,#V

)
·
Γ(
∑V

v=1 αv)∏V
v=1 Γ(αv)

·
∏V
v=1 Γ(#v + αv)

Γ(
∑V

v=1 #v +
∑V

v=1 αv)
(2.5)
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The posterior distribution of multinomial parameter θ is a reparametrized Dirichlet
distribution as given in

p(θ|α, β,Xi) = Dir({αv + #{i : Xi = v}}Vv=1) (2.6)

2.2.4.3. Exponential Family

According to Bishop (2007, p. 113), a distribution family p(X|θ) is said to belong to
the exponential family, if it can be rewritten as in Equation 2.7 in terms of a natural
parameter vector φ(θ), the sufficient statistics u(X), and functions h and g.

p(X|θ) = h(X) · g(φ(θ)) · exp(φ(θ)T · u(X)) (2.7)

The natural parameter φ(θ) is a transformed version of the distribution’s parameter θ
to which Appendix A refers to. The sufficient statistics u(X) refers to a summary of
the data that is sufficiently defines the distribution, i.e., moments. Natural parameter
φ(θ) and sufficient statistic u(X) have the same dimensionality. The function g

ensures that the distribution integrates to one.

A property of the exponential family is that the expectation of the natural statistics
E(u(X)) can be expressed in terms of the normalizing function g and the natural
parameter φ(θ) (Winn, 2004, Appendix A; Bishop, 2007, p. 116).

2.2.4.4. Hyperparameters and Hyperpriors

Using conjugate priors, distribution type assumptions can be hierarchically stacked
onto another, i.e., X ∼ Bern(θ), θ ∼ Beta(α, β) as depicted in Figure 2.6. This
raises the question on how to set prior parameters α and β.

Many standard distributions have a setting of prior parameters that yields a uniform
distribution, i.e., not favoring any valid outcome over another. For instance, Beta(1, 1)

is a uniform distribution. Uniform parameterizations of other standard probability
distributions are listed in Appendix A. Using uniform—also known as uninformative—
priors yield one way to deal with the problem. Note, that using uniform priors with
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θ

Bern

X

∀i = 1 . . . n

Beta

α β

Figure 2.6.: Beta-Bernoulli example with hyperparameters.

Bayes estimation adds robustness over maximum likelihood estimation that omits
any priors.

On the downside, uniform priors lead to slow convergence in many iterative infer-
encing techniques. Further, sometimes a standard distribution is used to exploit a
particular parameter dependent property, i.e., sparseness in a Dirichlet prior. One
may set the prior parameters to constant values according to an educated guess. In
this case, the prior parameter is called a hyperparameter.

A third alternative is to treat the prior parameters as latent variables, that follow
another distribution assumption. For example, a prior parameter α of a Beta
distribution may be given hyperprior α ∼ Gamma(s, r). After adding such a
hyperprior to the model, Bayesian inference can estimate the prior parameter α
along with other variables.

On the one hand, this introduces further hyperprior parameters, i.e., s and r, so one
is left with even more hyperparameters than before. On the other hand, vague priors,
that is priors that are close to uniform have a weak influence on the prediction result.

2.2.5. Generative Factorization

A joint distribution of an observed variable X and a latent variables of interest Z
can be factorized in two ways:
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p(X,Z) = p(Z|X) · p(X) (2.8)

= p(X|Z) · p(Z) (2.9)

If we are interested in learning how to predict output Z from input X, Equation
2.8 seems to be what we want, since p(X) is a normalization constant and may
be omitted. However, if no training data for Z is available—as is the case in
unsupervised learning,—Bayesian inference can not learn about this relationship.

The alternative in Equation 2.9 is referred to as the generative factorization. The
first term, p(X|Z) measures how likely a particular choice for Z gave rise to the
observations X = x. The second term, p(Z) refers to a prior belief on choices
for Z that are likely to give rise to any data one might experience (not only the
observations at hand).

Both factorizations can be combined when observed data is partitioned into X1, X2,
to condition Z on some observations X2 while generating X1 from Z. To yield a
partial generative factorization as in Equation 2.10. We distinguish variables on
which the variables of interest condition on—such as X2—by calling them constants.
One example of constants are hyperparameters. The term observed variable is
reserved to only refer to variables such as X1.

p(X1, X2, Z) ∝ p(X1|Z,X2) · p(Z|X2) (2.10)

In fact, many models in this thesis use this combined factorization. We still refer to
them as generative models.

2.2.6. Generative Models

Generative probabilistic models encode a set of assumptions on how observed data is
generated, which is called the generative process. The latent variables and parameters
in these assumptions explain the data by some underlying unobserved configuration.

A generative model is represented by a) sets of observed and latent variables; b) a
joint distribution over the variables that have a generative factorization; c) a set of
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model assumptions as independence and distribution assumptions that are consistent
with the factorization.

The model assumptions are specified in a generative process, from which the ob-
servations could be sampled. The process starts with a set of constant parameters
(e.g., X2 in Equation 2.10 or hyperparameters). In each step of the process, one
of the remaining latent or observed variables is drawn, conditioned on a subset of
constant and previously drawn variables. In cases where factors refer to standard
distributions, the drawn variable is distributed according to the probability density
function of the standard distribution, parameterizedby the subset of parent variables.
Latent variables on which no observed variable conditions on (neither directly nor
indirectly), do not effect estimates of other latent variables the model (cf. Koller
and Friedman, 2009, p. 71).

For models used in this thesis, the generative process is equivalently specified by the
textual description or the directed factor graph and determines the joint distribution
of all observed and latent variables, given the constants.

The process can be expressed using the following concepts:

• It contains iteration loops, which translate to plates in the factor graph notation
and are reflected by products in the joint distribution. Am example is given in
Figure 2.5.

• Context-specific independence (cf. Subsection 2.2.3.2) is represented by if/else
or case constructs based on configurations of context variables or simply by
using the context variable as a subscript. It is depicted by gates in the factor
graph visualization and reflected by sums in the joint distribution. An example
is visualized in Figure 2.4.

• Conditional independence (cf. Subsection 2.2.3.1) is implicitly indicated by
absence of connections.

• Further, distribution assumptions (cf. Subsection 2.2.4) about the conditioned-
on relationship between output variables and parameters are denoted by the
sampling operator “∼“ with the distribution type and parameters on its right
hand side and the output variable on the left hand side in the process. In
the visualization, e.g., Figure 2.6, this is depicted by a named factor that is
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linked to the parameter by undirected edges, and to the output variable by
a directed edge. The joint distribution will contain the according probability
density function with the input parameters as arguments.

In order to apply the model to observed data, it may be necessary to transform the
data into a different representation that maps to observed random variables.

2.3. Inference and Parameter Estimation

The generative model determines the joint distribution of all observed and latent
variables, given the constants. Starting from the joint distribution, Bayesian inference
answers different kinds of questions. Usually, there is one (or a few) variables of
interest of which one would like to know the most likely configuration—given
observations and given that the model assumptions hold.

In the following, we do not distinguish whether the variables of interest Z are
distribution parameters, other latent random variables, or missing observations.

For a joint distribution p(X,Z,Q|α) over observed variables X, latent variables of
interest Z, and further latent nuisance variables Q, conditioned on hyperparameters
α, the most likely configuration z of the random variables Z can be determined by
Bayesian inference.

The posterior probability of configuration p(Z = z|X, α) is given by Bayes rule, inte-
grating over all remaining latent variables Q as in Equation 2.11. The denominator—
also referred to as the evidence—does not depend on the configuration z that is asked
for. It can be formulated as an integration over all possible configurations Z = z′ as
in Equation 2.12, or as a normalization factor that ensures that the probability for
all configurations

´
p(Z = z|X, α) dz sums to one as in Equation 2.13.

p(Z = z|X, α) =
ˆ
p(X,Z = z,Q|α)

p(X,Q|α)
dQ (2.11)

=
ˆ

p(X,Z = z,Q|α)´
Z p(X,Z = z′,Q|α) dz′

dQ (2.12)

∝
ˆ
p(X,Z = z,Q|α) dQ (2.13)
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2.3.1. Closed-Form Estimation

Depending on the use of conjugate priors, the complexity of the joint distribution,
and the variables that are observed, parameters may be integrated out analytically.

Usually the parameters may be reinstantiated from the associated observations, as
in Equations 2.4 and 2.6. Point estimates based on the expectation or mode can be
obtained from the properties of the standard probability distribution (cf. Appendix
A).

2.3.2. Gibbs Sampling

In the general case, Bayesian inference would yield integrals in Equations 2.11 - 2.13
that are intractable. For such situations, approximate inference methods such as
Gibbs sampling or variational inference provide an approximate solution.

In many cases, the integrals are intractable because latent variables prohibit factor-
ization of the joint distribution. If configurations of some variables would be known,
the joint distribution would factorize and inference of the remaining variables would
be tractable. This is exploited in Gibbs sampling to yield an approximate solution.
The conditions for the joint distribution to factorize and the derivation of a Gibbs
sampler for an example model is given in Section 2.4.

2.3.2.1. MCMC and Gibbs Sampling

One choice for approximate inference are Markov chain Monte Carlo (MCMC)
methods which are further detailed by Gelman et al. (2003, pp. 285).

In Markov chain Monte Carlo, a subsequent set of samples θ are drawn from an
approximation of the posterior distribution, thereby subsequently improving the
approximation. Each sample θ(t) refers to one state t on the chain. Assuming the
Markov property to hold, the next sample θ(t+1) depends only on the current state
and is simulated from p(θ(t+1)|θ(t)). After simulation, the target distribution p(θ) is
approximated by averaging over a set of samples

{
θ(t)
}T
t=1

.
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Algorithm 2.1 Gibbs sampling algorithm.
1: Initialize z(0).
2: for all t ∈ {1, . . . , T} do
3: for all disjoint sets j do
4: Set Z¬j =

⋃
k<j{Zk = z

(t)
k } ∪

⋃
m>j{Zm = z

(t−1)
m }.

5: z
(t)
j,1, z

(t)
j,2, . . . ∼ p(Zj,1, Zj,2, . . . |Z¬j ,X = x, α)

In application to generative probabilistic models, a sample refers to a configuration
of all latent variables, letting the term variable include distribution parameters. A
Gibbs sampler is a special kind of MCMC sampler where a new sample for a subset
of variables Zj ⊆ Z is drawn conditioned on the current configuration of all other
variables. The conditional distribution from which Zj is sampled follows from the
joint distribution.

For the first iteration, all latent variables are initialized to Z = z(0) at random.
Then, for a number of iterations 1 ≤ t ≤ T , each set Zj is sampled. For all
variables Zj,i ∈ Zj configurations z

(t)
i are sampled simultaneously from the posterior

p(Zj,1, Zj,2 . . . |Z¬j ,X = x, α) conditioned on observations X = x, hyperparameters
α, and other variables Z¬j = Z\Zj in their current configuration, i.e., ∀k < j:
Zk = z

(t)
k and ∀m > j: Zm = z

(t−1)
m . This posterior of variables Zj is also referred

to as the full conditional distribution.

2.3.2.2. Convergence Diagnosis

It is assumed that the first few iterations are dominated by the initialization which
is called the burn-in period. A priori, it is not possible to say how many iterations
T are required until the samples yield a good approximation for the true posterior.
Gelman et al. (2003, pp. 296) suggest to diagnose for convergence while running
M parallel Markov chains and monitoring between- and within-chain variance for
scalar estimands f . For instance, a set of V estimands f (t,m)

v are monitored every
k’th iteration t and chain m, where k is called the sample lag. The within-chain
variance Wv and between-chain variance Bv are given in Equations 2.14 and 2.15,
where f̄ (.,m)

v averages over all monitored iterations in chain m and f̄ (.,.)
v averages
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over all monitored iterations and chains.

Wv =
1
M

1
T − 1

M∑
m=1

T∑
t=1

(
f (t,m)
v − f̄ (.,m)

v

)2
(2.14)

Bv =
T

M − 1

M∑
m=1

(
f̄ (.,m)
v − f̄ (.,.)

v

)2
(2.15)

The potential scale reduction factor R̂v =
√

n−1
n
Wv+ 1

n
Bv

Wv
is defined via the within-

chain and between-chain variance. R̂v approaches 1 from above and is used as a
stopping criterion if falling below a threshold.

2.3.2.3. Obtaining Estimates from Samples

Monte Carlo simulation tells us to average over the samples to obtain mean estimates.
Omitting t0 − 1 samples from the burn-in period, an estimate for variable Z is given
by E(Z) =

´ T
t0
z(t) dt.

However, depending on the model, averaging may cause issues. For instance, if the
marginal posterior is multi-modal, or if the model suffers from the non-identifiability
problem (cf. Subsection 2.4.4), averaging will give a worse estimate than choosing any
iteration t ∈ {t0, . . . , T}. This has to be considered when selecting scalar estimands
for convergence diagnosis.

2.3.2.4. Collapsed Gibbs Sampling

Convergence speed can be improved using a collapsed Gibbs sampler (Liu, 1994). A
collapsed Gibbs sampler is derived from the joint distribution, where some variables
are collapsed by integrated them out. The collapsed Gibbs sampler simulates only
the remaining non-collapsed variables.

This is only advisable if the integral over the collapsed variable has a closed form
solution, as the speed of the inference depends on the number of iterations as well
as time required to compute the full conditionals.
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Estimates of collapsed variables can often be reinstated after inference, as detailed
in Subsection 2.2.4.2.

2.3.3. Variational Message Passing Using Infer.NET

An approach for Bayesian inference algorithms are based on variational methods.
Infer.NET automatically derives Bayesian inference with variational message passing.

2.3.3.1. Variational Inference

Variational inference aims to approximate the posterior distribution p(Z|X) by a
restricted family of distributions q(Z|ξ), where ξ is a variational parameter (cf.
Bishop, 2007, pp. 461). When choosing q, one has to trade off between having
members in q that are close to p and having functions that are easy to optimize. The
log marginal log p(X) of the observations can be decomposed into the lower bound
L(q) and the slack termKL(q||p) expressed by the Kullback-Leibler divergence. Thus,
minimizing the slack term yields member q(.|ξ) of the family q that approximates p.

In probabilistic models, a popular choice is to assume that q(Z|ξ) factors into∏
qi(Zi|ξi), where each qi refers to a disjoint set of latent variables Zi ⊆ Z. The

variational parameter ξi is equivalent to the chosen free-form qi, so we drop it in the
following notation. It turns out that the optimal solution for one of those factors
q∗j (Zj) is given by Equation 2.16, where E¬j refers to to the expectation with respect
to the distributions qi over all other variables i 6= j, denoted by Z¬j = Z\Zj .

log q∗j (Zj) = E¬j(log p(X,Z)) + const. (2.16)

The right hand side of Equation 2.16 depends on solutions for qi. The procedure
requires to initialize all factors, and update subsequently. Note that q∗j (Zj) is a
distribution over possible configurations for Zj , not a point estimate.
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2.3.3.2. Variational Message Passing

All generative models factorize according to Equation 2.17.

p(X,Z) =
∏
i

p(Xi|parents of Xi) ·
∏
i

p(Zi|parents of Zi) (2.17)

In mean-field approaches, such as variational message passing (Winn et al., 2005), the
variational distribution is chosen to fully factorize, i.e., using singleton sets Zj = {Zj}.
Accordingly, q includes one factor for each latent variable Zi to yield q(Z) =

∏
i qi(Zi),

leaving out factors for observed variables X. Equation 2.18 follows according to Equa-
tion 2.16. Here, E¬j (log p(Zi|parents of Zi)) =

´
log p(Zi|parents of Zi)

∏
i 6=j qi dZi

is the expectation with respect to all other qi.

log q∗j (Zj) =
∑
i

E¬j (log p(Zi|parents of Zi)) + const. (2.18)

Evaluating the expectation in Equation 2.18 yields that the only terms that depend
on Zi are either the conditional p(Zi|parents of Zi) or conditionals that have Zi in
their parent set. The latter are the conditionals for children ch(Zi) of Zi as given by
the Bayesian network, which further depend on the co-parents of Zj .

log q∗j (Zj) = E¬j (log p(Zj |parents of Zj)) (2.19)

+
∑

Zk∈ch(Zi)

E¬j (log p(Zk|parents of Zk)) + const.

In variational message passing, each of the expectations in Equation 2.19 is regarded
as a message, which is sent from either the parents or the children of Zi to calculate
the update log q∗j (Zj).

When restricting the model to distributions in the exponential family with re-
spective conjugate priors, it follows that the posterior for Zj has the same pdf as
p(Zj |parents of Zj). Thus, only the natural parameter of the distribution changes (cf.
Subsection 2.2.4.3), not the functional form. Further, expectations of Zi under the
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distribution can be computed by the natural parameter alone (Winn, 2004, pp. 125).
Thus, the messages E¬j (log p(Zj |parents of Zj)) and variational distributions qi are
both summarized by natural parameters of the the exponential family representation
(cf. Subsection 2.2.4.3). In variational message passing, the natural parameter of the
standard distribution (according to which p(Zi|parents of Zi) is distributed) plays
the role of the variational parameter ξi for distribution qi.

A downside of this fully factorized approximation is that only marginal posteriors for
all individual variables such as p(Z1|X) and p(Z2|X) are obtained but not the full
posterior such as p(Z1, Z2|X). Nevertheless, it lends itself to parameter estimation,
when Z1 is a parameter of a distribution in a generative model.

Instead of representing the predictive distribution as a set of Gibbs samples, varia-
tional inference yields a full predictive distribution.

2.3.3.3. Infer.NET

The framework Infer.NET (Minka et al., 2009) relieves one from manually deriving
the update equations and implementing the message passing algorithm.

Infer.NET requires to express the generative process with classes provided by
the framework. For instance, ranges of multinomial distributions are encoded
in a range object, i.e., Range dieRange = new Range(6). Range objects are also
used for the range of plates, say nRange. Code inside a plate is encapsulated by
using (Variable.ForEach(nRange)). Each case of a gate is wrapped by the con-
struct using (Variable.If(ci[nRange])). Infer.NET provides implementations
of may standard probability distributions. For instance, a sequence of Bernoulli draws
Xi ∼ Multi(θ) are implemented by xi[nRange] = Variable.Bernoulli(theta).

Since Infer.NET runs on Microsoft’s .NET platform, any programming language
that compiles to .NET bytecode can be used to encode the generative process.
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Figure 2.7.: Latent Dirichlet allocation as directed factor graph.

2.4. Latent Dirichlet Allocation

2.4.1. Generative Model

Latent Dirichlet allocation (Blei et al., 2003)—abbreviated LDA—is a generative
model for summarizing a corpus of text documents by a few latent topics T , where
each topic t is described as a characteristic distribution over words φt. Historically,
it is an extension of probabilistic latent semantic analysis (Hofmann, 2001), making
use of a Dirichlet prior.

The latent Dirichlet allocation model makes the following assumption about how
topics arise:

Bag-of-words The order in which words occur in the document does not contribute
to finding good topics. Thus, each document d is represented as a bag (or
multi-set) of words xd = {xd,1, xd,2, . . . xd,nd} with words xd,i taken from a
vocabulary V.

Co-occurrence If two words v1, v2 ∈ V occur together in different documents, these
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words should belong to the same topic, i.e., both words shall have a high
probability under one of the topic-characteristic distributions φ.

Sparseness Each document is explained by only few topics.

These assumptions are encoded in the generative process in Algorithm 2.2 and
Figure 2.7. The multinomial parameter θd = p(T = t|d) is referred to as the topic
mixture of a document d. The sparseness assumption is encoded by choosing the
Dirichlet parameter αθ to be symmetric and below one. Each observed word Xd,i is
associated with a latent random variable Td,i indicating the topic. The topic indicator
is drawn from the topic mixture θd (cf. Algorithm 2.2, line 6). Given the topic
indicator Td,i = t, the observed word Xd,i is drawn from the topic’s characteristic
word distribution φt.

Algorithm 2.2 Generative process of latent Dirichlet allocation.
1: for all t ∈ T do
2: draw φt ∼ Dir(αφ)

3: for all d ∈ D do
4: draw θd ∼ Dir(αθ)
5: for all 1 ≤ i ≤ nd do
6: draw topics Td,i ∼ Multi(θd)
7: draw words Xd,i ∼ Multi(φTd,i)

The joint distribution is given according to Equation 2.20. For notational brevity we
do not distinguish between random variables and configurations and denote X = x

by X.

p(X,T, θ, φ|αθ, αφ,n)

=
∏
t∈T

p(φt|αφ)
∏
d∈D

p(θd|αθ) ∏
1≤i≤nd

(
p(Td,i|θd)p(Xd,i|φTd,i)

) (2.20)

The three products refer to lines 1, 3, and 5 in Algorithm 2.2.
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2.4.2. Gibbs Sampler for LDA

Steyvers and Griffiths (2005) derive a collapsed Gibbs sampler for the LDA model
by integrating the multinomial parameters out of the joint distribution in Equation
2.20.

If T is not integrated out, the multidimensional integrals over φ and θ factorize into
a product of integrations over single Dirichlet parameters as in Equation 2.21.

p(X,T|αθ, αφ,n)

=
ˆ ∏

t∈T
p(φt|αφ)

∏
d∈D

p(θd|αθ) ∏
1≤i≤nd

(
p(Td,i|θd) · p(Xd,i|φTd,i)

) dθdφ

=
∏
t∈T

ˆ ∏
∀d,i:Td,i=t

p(Xd,i|φt) · p(φt|αφ) dφt


·
∏
d∈D

ˆ ∏
1≤i≤nd

p(Td,i|θd) · p(θd|αθ) dθd

 (2.21)

For integrals in Equation 2.21 a closed-form solution is known as given in Equation 2.5
on page 16 and derived in Appendix B.

Full conditionals for random variables Ti follow according to p(Td,i = t|T¬(d,i), . . .)

which is obtained by applying the product rule in Equation 2.1 to the joint dis-
tribution. All factors besides the ones involving φt and θd cancel. Exploiting the
recurrence of the Gamma function Γ(x+ 1) = xΓ(x) yields the full conditional in
Equation 2.22.

Shorthand #X,T
¬(d,i)(v, t) = #{d′, i′|Td′,i′ = t,Xd′,i′ = v, d′ 6= d, i′ 6= i} refers to how

often the current configuration of any latent topic indicator is t when the associated
observation is v ∈ V, omitting variable Td,i; #T

¬(d,i)(t) refers to a marginalization of
#X,T (v′, t) for all v′ ∈ V . Analogously, #D,T

¬(d,i)(d, t) = #{i′|Td,i′ = t, i′ 6= i} refers to
how often a latent topic indicator of document d is set to t, omitting the current
token.



2.4. LATENT DIRICHLET ALLOCATION 31

td,i ∼ p(Td,i = t|T¬(d,i), Xd,i = v, d, ·) (2.22)

∝
#X,T
¬(d,i)(v, t) + αφ − 1

#T
¬(d,i)(t) + V αφ − 1

·
#D,T
¬(d,i)(d, t) + αθ − 1

nd + #T · αθ − 1

It follows, that a word v in a document d is likely to be associated with topic t if a)
the same word v in other documents was already associated with this topic and b)
the topic was associated with other words in this document d.

After the Gibbs sampler converged, posterior distributions for collapsed parameters
φ and θ are obtained from the counts of configurations for T using the results from
Equation 2.6.

p(θd|T, αθ) = Dir
({

#D,T (d, t) + αθ
}
t∈T

)
p(φt|T,X, αφ) = Dir

({
#X,T (v, t) + αφ

}
v∈V

)
If required, point estimates for parameters can be derived accordingly according to
Equations A.1 or A.2 on page 146.

2.4.3. Variational Message Passing for LDA

A variational message passing algorithm for the latent Dirichlet allocation model
is automatically derived and implemented when using Infer.NET. The code follows
immediately from the generative process in Algorithm 2.2.

2.4.4. Non-identifiability

The latent Dirichlet allocation model suffers from the non-identifiability problem,
also referred to as the label switching problem. All topics are explicitly labeled
by numbers, e.g., when the latent topic variable t equals label 3, the observation
is generated from the according φ3. However, the label itself does not bear any
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observable semantics and all permutation of labels—i.e., swapping t = 3 with t = 1

and swapping φ3 with φ1—yields the same likelihood under the model.

Thus, a consequence of the model—not the inference—is that the posterior has
multiple modes (one per permutation).

An ideal MCMC sampler would visit all modes equally often. Because of the
symmetry, treating samples for each variable Td,i independently and averaging over
them yields a bad estimate. Convergence monitoring would suffer from similar
problems. Thus, one has to resort to picking just one of the collected samples to
compute estimates.

Variational inference is known to underestimate the variance of the sample space (cf.
Bishop (2007, p.468)). Thus when using variational message passing, only one of
the modes is selected. However, message passing has to be initialized with non-null
messages.



Chapter 3.

Defect Localization in Program
Executions

3.1. Introduction and Problem Statement

In today’s software projects, two types of source code are developed: product and
test code. Both are managed in a code repository such as CVS that contains the
latest version of the source code as well as previous revisions. Product code, also
referred to as the program, contains all functionality and will be shipped to the
customer. The program and its subroutines are supposed to behave according to
a specification. The example program in Figure 3.1 (left), is supposed to always
return the value 10. It contains a defect in line number 20, which lets it return a
wrong value if the input variable equals five.

In addition to product code, developers write test code that consists of small
test programs, each testing a single procedure or module for compliance with the
specification. For instance, Figure 3.1 (right) shows three test cases, the second of
which reveals the defect. Development environments provide support for running
test cases automatically and would report failure of the second test case, as the
routine with parameter 5 outputs 100 instead of 10.

The failure of a test case confirms only the existence of a defect, not its location.
Thus, localizing the defective code regions is an open problem, we address in the
following. An overview of the following notation is given in Table 3.1.

33
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Defect location is not well-defined. For instance, the defect in the example can
be fixed by changing line 20 to return 10 or by removing the if statement in
line 19. In general, one possible way to fix the defect is taken from the CVS diff,
that is, a set of code positions D that were modified or deleted between two code
revisions. Although not-well defined, we use D as a ground truth for the set of
defective code positions. We assume that guiding the developer to any code position
that is contained in or near to any position in D would contribute towards fixing
the defect. In a realistic setting, D is only available for defects fixed in the past.

Definition 3.1 (Trace). When a program is executed, its trace through the source
code is recorded. An executed line of source code is identified by a code position
s ∈ S, which is a unique identifier of the line number. The sequence of code positions
forms the trace t of a test case execution. If a position s is executed in trace t,
we write s ∈ t. In the following, ∀s ∈ t denotes iteration over the sequence (with
repetitions) and ∀s ∈ S denotes iteration over the vocabulary (set) of code positions
that are executable.

The data that our model analyzes consists of a set T of passing test cases t. In
addition to the passing tests we are given a set F of few traces t̄ of failing test cases.

As code lines are added, deleted, or modified across revisions, the semantics of a code
position change—possibly even at positions that were not changed, such as when
inverting an if condition. Such modifications of code may impact the distribution
of execution patterns. Because of these issues, we focus on the problem of localizing
defects within a current code revision only.

Definition 3.2 (Revision). Each source code revision r has its own vocabulary of
code positions S. Executing test code for that revision yields sets of passing and
failing traces T and F over the code position vocabulary. No code lines are added or
deleted within one revision and thus, the semantics of a code position do not change.
Inspecting the code repository of the following revision yields a ground truth set of
defective code positions D ⊆ S.

Problem 3.3. Given are sets of passing T and failing traces F for a particular
revision of source code. For each failing test case t̄ ∈ F , the goal is to provide the



3.1. INTRODUCTION AND PROBLEM STATEMENT 35

Symbol Description

ti i’th code position of a trace.

t(m) Intra-procedural trace.

T Set of passing traces.

F Set of failing traces (usually of size 1).

t̄ Failing trace.

S, Sm Vocabulary of code positions in a trace or intra-procedural
trace.

D Set of defective code positions (determined by CVS diff).

Table 3.1.: Notation for defect localization problem.

developer with a ranking of code positions s ∈ t̄. The ranking is obtained by a score
function that quantifies the likelihood that the code position leads to the failure of
the test case.

As the code that causes the failure has to be contained in the executed code positions
s ∈ t̄, the other code positions s /∈ t̄ are not part of the ranking.

After each defect is localized, the code is typically revised and the semantics of
code positions change. Hence, in this setting, we cannot assume that any negative
training data—that is, previous failing test cases of the same code revision with
known defective positions—are available. For that reason, discriminative models do
not lend themselves to our task.

Instead of representing the results as a ranked list of positions, we envision a tight
integration in development environments. For instance, on failure of a test case, the
developer could navigate between predicted locations of the defect, starting with
top ranked positions.

Software developers solve problems by dividing them into sub-problems, where each
is implemented in one procedure. Following the divide and conquer strategy, the
procedure may either implement the full solution, or defer to other procedures that
solve a further sub-problem. Code lines within one procedure and within close
proximity are more likely to be semantically related than others. As the program
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10  /**  
11   * A procedure containing a defect.  
12   *  
13   * @param param an arbitrary parameter.  
14   * @return 10  
15   */  
16  public static int defect (int param) {  
17      int i = 0;  
18      while (i < 10) {  
19          if (param == 5) {  
20              return 100;  
21          }  
22          i++;  
23      }  
24      return i;  
25  }  
 

public static class TestDefect extends TestCase { 
    public void testParam1() {  
        assertEquals(10, defect(1));  
    }                                                 
 
    /** Failing test case. */  
    public void testParam5() {  
        assertEquals(10, defect(5));  
    }  
     
    public void testParam10() {  
        assertEquals(10, defect(10));  
    }  
}  
 

 
     
     
 

 

Figure 3.1.: Example with product code and line numbers (left) and test code (right).

counter will step through different hierarchies of the program, code positions of called
procedures will be inserted between code positions of the calling procedure. Thus,
code positions that are close in the source code, and thus semantically related, may
be very far apart in the trace. In order to resolve this issue, we study intra-procedural
sub-traces instead.

Definition 3.4 (Intra-procedural sub-trace). For procedure m and trace t, we refer
to the intra-procedural sub-trace t(m) as the subsequence of t that only contains
code positions of procedure m. The set of code positions located in procedure m are
denoted by Sm ⊆ S.

In the following, we usually refer to the intra-procedural sub-trace, using the terms
trace and intra-procedural sub-trace interchangeably. If obvious from the context,
we leave out the procedure indicator m and write s ∈ t instead of s ∈ t(m).

3.2. Related Work

3.2.1. Tarantula

Tarantula (Jones and Harrold, 2005) is the standard reference model for localizing
defects in execution traces. The authors’ original goal was to create an interface
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widget for visualizing test case results as bitmap images in which each pixel represents
a code position s. The color of the pixel is encoded in hue, saturation, and value and
indicates the code position’s role in the test cases. It turned out that the heuristic
for computing the hue value of the pixel is a good predictor for defectiveness (Jones
and Harrold, 2005).

Tarantula’s defectiveness score is computed based on the proportions of failing F
and passing traces T that execute the potentially defective position s̃ as in

scoreTarantula (s̃) =
#{t̄∈F |s̃∈t̄}

#{t̄∈F}
#{t̄∈F |s̃∈t̄}

#{t̄∈F} + #{t∈T |s̃∈t}
#{t∈T}

(3.1)

The notation #{t̄ ∈ F |s̃ ∈ t̄} refers to the number of failing traces that execute
the code position. In order to avoid confusion with conditioned signs, we denote
cardinality of set A by #A rather than |A|.

3.2.2. Holmes

Given a feature representation of each trace, Liblit et al. (2005) propose a statistical
approach that learns which features indicate defectiveness. Typical features represent
whether an if-branch is executed, or whether a function returns a non-zero value.
Each feature φi is linked to a set of code positions si,1, si,2 . . . si,ni , so if feature φi is
found to indicate defectiveness, this guides the developer to defective code positions.
Features can be observed with a particular value, or be not observed, i.e., φi = NA.

In contrast to our work, an application setting is considered, where software is
executed by end customers and crashes of the software results in an automatically
submitted failure report. This has two implications: First, an abundance of failing
traces would be available, all referring to the same revision. Second, only a random
subset of features will be recorded due to performance issues. Thus, the feature
representation of one trace has many missing values.

The method yields a score for each feature φi following the harmonic mean of measures
of sensitivity and specificity. Sensitivity of φi is measured by log #{t̄∈F |φi=1}

log #{t̄∈F} . It is
argued that p(failure|φi = 1)− p(failure|φi 6= NA) relates to specificity.
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This approach was continued in project Holmes (Chilimbi et al., 2009) to include
information about executed intra-procedural control flow paths. A feature φi,n is set
to 1 if fragment sisi+1 . . . si+n ∈ t was executed in the trace t. The feature is set to
0 if the first code position si was executed, but not followed by all of the subsequent
code positions si+1 . . . si+n. If si was not executed, or the instrumentation did not
record the feature, it is marked as NA.

The main assumption is that if feature φi,n is found to be indicative for defects,
the cause is located at code position si. Denoting the subsequent code positions by
f = si+1 . . . si+n, Holmes’ score for code position s is given in

scoreHolmes (s|f)

=
2

log #{t̄∈F}
log #{t̄∈F |sf∈t̄} +

(
#{t̄∈F |sf∈t̄}

#{t̄∈F |sf∈t̄}+#{t∈T |sf∈t} −
#{t∈T |s∈t}

#{t̄∈F |s∈t̄}+#{t∈T |s∈t}

)−1

As the authors suggest to output both s and f , it is not clear how various preceding
fragments are aggregated to one score for code position s.

This scoring procedure is not applicable to cases where the sequence of a feature is
only executed in one failing trace, as a division by zero occurs in the first term when
#{t̄ ∈ F |sf ∈ t̄} = 1. In the original work, Liblit et al. (2005) state: “It is possible
for this formula to be undefined (due to a division by 0), in which case we define the
Importance [score] to be 0”.

In our case study, typically one or two test cases fail, yielding a score of 0 for the
vast majority of code positions. This issue renders Holmes inapplicable to our case
study.

3.2.3. Delta LDA

Latent Dirichlet allocation (Blei et al., 2003), introduced in Section 2.4, identifies
clusters of words that co-occur across various documents. Such clusters are called
topics. Each observation X is associated with a topic T ∈ T . Each topic is
represented by its characteristic distribution φ over the vocabulary. By letting each
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trace represent a document and letting each code position represent a word, latent
Dirichlet allocation can be applied to execution traces, learning topics of co-occurring
code positions.

The modeling assumption of the Delta-LDA model (Andrzejewski et al., 2007) is
that all code positions executed by passing traces are correct, where failing traces
are made up of correct as well as defective code positions.

The approach involves a variant of latent Dirichlet allocation that distinguishes
normal usage topics from defective bug topics. All passing traces are modeled using
only usage topics, which are supposed to capture normal or correct behavior. In
contrast, failing traces are explained by both usage and bug topics. As a consequence,
bug topics contain patterns that are probably related to defective behavior.

This is implemented by tweaking the prior parameter αθ that is used to draw Dirichlet
distributed topic mixtures from. For passing traces, αθ is an asymmetric parameter
(cf. Section A.5) where all components referring to a bug topic are set to zero. For
failing traces, a symmetric αθ is used. In consequence, even if the failing traces differ
in only few code positions, those weak signals are captured in the bug topics.

After inference, the topic characteristic distributions φ = p(X = s|T = t) are
converted to p(T = t|X = s) via Bayes’ rule. Then code positions s̃ are ranked
according to the confidence given in Equation 3.2 of being rather about a bug topic
i than any other topic k.

scoreDelta-LDA (s̃|i) = p(T = i|X = s̃)−max
k 6=i

p(T = k|X = s̃) (3.2)

3.3. Related Generative Models from Other Domains

Several generative models that were originally designed for other domains lend
themselves to our task as well. In this section, we introduce various n-gram and
unigram models and detail our approach towards applying them towards defect
localization.
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3.3.1. Multinomial Models

3.3.1.1. Dirichlet-Multinomial Unigram Model

The multinomial model is popular in the text domain—e.g., McCallum and Nigam,
1998. It models bags of items, i.e., taking the number of occurrences of an item
into account, but ignoring any transition order between the items. The likelihood
of an item being in a bag is estimated proportional to a multinomial parameter φ
ranging over the item vocabulary S. This parameter φ is assumed to be drawn from
a Dirichlet distribution with parameter α.

The parameter φ can be estimated from training bags T . If one is only interested in
predicting the likelihood of an item s̃ in a new unseen bag t̄, φ can be integrated
out. Equation 3.3 gives the joint distribution of a set of bags T .

p(T |α) =
ˆ
p(φ|α) ·

∏
t∈T

∏
si∈t

p(si|φ) dφ (3.3)

It turns out, that the integral has an analytic solution, yielding a the probability
of observing code position s̃ in the new bag t̄ as in Equation 3.4. Shorthand
#{s̃ ∈ t, t ∈ T} refers to the term frequency s̃ across all bags; #S refers to the
vocabulary size.

p(s̃ ∈ t̄|T, α) ∝ #{s̃ ∈ t, t ∈ T}+ α∑
s∈S #{s ∈ t, t ∈ T}+ #S · α

(3.4)

Although Equation 3.4 refers to a probability (instead of a point estimator) the
same quantity resembles a mean point estimator for φs̃. Hyperparameter α is to be
determined.

3.3.1.2. Defect Localization with Dirichlet-Multinomial Unigram Model

Regarding each trace t as a bag of code positions s ranging over a vocabulary S, the
Dirichlet-Multinomial unigram model is applied towards defect localization.
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We model subtraces of different procedures explicitly in a hierarchical Dirichlet-
Multinomial unigram model. First, a procedure m is drawn from a multinomial
distribution with parameter γ ranging over all procedures M . Then a code position
s is drawn from the multinomial distribution with procedure-dependent parameter
φm that ranges over all code positions Sm in the procedure m.

Using shorthands #T
m =

∑
t∈T #{i|ti ∈ Sm}, denoting how often code positions in

procedure m are executed (summing over all traces t ∈ T in the training set), and
#T
m,s =

∑
t∈T #{i|t(m) = s} for the number of times code position s in procedure m

was executed across all traces T , Equation 3.5 refers to the joint distribution of a
set of traces T . αγ and αφ are hyperparameters. In Subsection 3.6.3, we introduce
an approach to learn them from other revisions.

p(T |αγ , αφ) =
ˆ
p(γ|αγ) (3.5)

·
∏
m∈M

p(φm|αφ)
∏
t∈T

∏
s∈t(m)

(p(m|γ) · p(s|φm))

 dφ dγ

p(s̃, m̃|T, αγ , αφ) ∝ #T
m̃ + αγ∑

m′∈M #T
m′ + αγ#M

·
#T
m̃,s̃ + αφ

#T
m̃ + αφ#Sm̃

(3.6)

Thus, the likelihood of an unseen code position s̃ in procedure m̃ is given by Equation
3.6, capturing the probability that the code position is non-defective. Consequently,
search for the code position in t̄ that lead to failure of the test case should proceed
in order of negative likelihood.

scoreMult (s̃|αγ , αφ) = 1− p(s̃, m̃|T, αγ , αφ) (3.7)

As indicated in the problem statement, code positions that are not executed in the
failing trace, i.e., s̃ /∈ t̄ are not part of the ranking and their score is undefined.

3.3.1.3. Dirichlet-Multinomial n-gram model

The n-gram model is a well-known extension of the Dirichlet-Multinomial unigram
model that models a sequence of items. In contrast to the unigram model, the order
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Symbol Description

#{s ∈ t, t ∈ T} Number of times, code position s is executed by passing
traces.

#Sm
Number of distinct code positions in procedure m that are
executable.

#M Number of distinct procedures that are executable.

αφ, αγ Parameter for the symmetric Dirichlet prior on φ and γ,
respectively.

#T
m Number of times a code position in procedure m is

executed by passing traces T .

#T
m,s Number of times code position s of procedure m is

executed by passing traces T .

#T
m,fs Number of times the concatenation of code positions in

f1f2 . . . fn−1s is subsequently executed by passing traces
T .

Table 3.2.: Notation for Dirichlet-Multinomial models.

of items within the sequence matters. The likelihood of an item is conditioned on a
fragment of the preceding n− 1 items in the sequence. Thus, for each combination
of preceding items s1s2 . . . sn−1, one multinomial distribution φs1s2...sn−1 is drawn
from a Dirichlet distribution with parameter α. The joint distribution for a set of
sequences T is given in

p(T |α) =
ˆ ∏

s1s2...sn−1∈(S)n−1

p(φs1s2...sn−1 |α)

·
∏
t∈T

∏
si∈t

p(si|φsi−n+1si−n+2...si−1) dφ

3.3.1.4. Defect Localization with Dirichlet-Multinomial n-gram Model

Representing each trace as a sequence of code positions, the Dirichlet-Multinomial
n-gram model can be applied to let the likelihood of a code position si depend on
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Figure 3.2.: Dirichlet-Multinomial n-gram model in directed factor graph notation.

the fragment fi = si−n+1si−n+2 . . . si−1 of preceding code positions.

Accordingly, the hierarchical process for defect localization with the Dirichlet-
Multinomial unigram model (Section 3.3.1.2) is modified in that the code position s
is rather drawn from the multinomial distribution φm,f conditioned on the preceding
fragment f . Multinomial parameters are assumed to be drawn from fixed symmetric
Dirichlet distributions with parameters αγ and αφ (cf. Section A.5). The genera-
tive process is depicted in Figure 3.2. The probability for unseen code positions s̃
following on fragment f̃ is given in Equation 3.8.

Shorthand #T
m denotes how often statements in procedure m are executed (summing

over all traces t ∈ T in the training set). Shorthand #T
m,fs =

∑
t∈T #{i|t(m)

i =

s, t
(m)
i−n+1 . . . t

(m)
i−1 = f} denotes the number times all code positions in fs are executed

subsequently in procedure m (according to intra-procedural subtraces t(m)). Analo-
gously, #T

m,f =
∑

t∈T #{i|t(m)
i−n+1 . . . t

(m)
i−1 = f} denotes how often all code positions

of f are executed subsequently.

p(s̃, m̃|f̃ , T, αγ , αφ) ∝ #T
m̃ + αγ∑

m′∈M #T
m′ + αγ#M

·
#T
m̃,f̃ s̃

+ αφ

#T
m̃,f̃

+ αφ#Sm̃
(3.8)

Analogously to the unigram model, code positions s̃ of the failing trace t̄ are
scored by the complement of the likelihood conditioned on the preceding n code
positions f̃ . As one code position may appear several times within trace t̄, say
s̃ = t̄g = t̄h, it is possible that the two preceding fragments f̃g = t̄g−n+1 . . . t̄g−1 and
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f̃h = t̄h−n+1 . . . t̄h−1 differ, leading to different likelihoods in Equation 3.8. As the
occurrence of a just one erroneous situation is sufficient for a test case to fail, the
code position s̃ is scored according the fragment that renders it least likely. This
yields scoring function Equation 3.9, where f̃ refers to this fragment and m̃ refers to
the procedure that contains s̃.

scoren-gram (s̃|αγ , αφ, n) = max
f̃1...f̃n−1 preceding s̃

(
1− p(s̃, m̃|f̃ , T, αγ , αφ)

)
(3.9)

Note, that this requires that n is fixed in advance. In Subsection 3.6.3 we introduce
an approach for scoring with n-gram models with varying n.

3.3.2. Bernoulli Models

3.3.2.1. Beta-Bernoulli Model

The Beta-Bernoulli model has also been studied in many domains (for studies in
the text domain see McCallum and Nigam, 1998). It models a set of items, thereby
abstracting from the transitions between as well as multiplicity of the items.

Each item s in a vocabulary S is associated with a Bernoulli parameter θs. The
Bernoulli parameter can be interpreted as a coin that models how likely s is to be
observed in a set. All coins θ are assumed to arise from a Beta prior with parameters
α and β. The joint distribution of training sets T is given in Equation 3.10, where
the random variable Bt,s is defined to be 1 if item s is contained in the set t, 0

otherwise.

p(T |α, β) =
ˆ ∏

s∈S

(
p(θs|α, β) ·

∏
t∈T

p(Bt,s|θs)

)
dθ (3.10)

p(s̃ ∈ t̄|T, α) ∝ #{t ∈ T |s̃ ∈ t}+ α

#T + α+ β
(3.11)

For predicting the probability of an item s̃ occurring in an unseen set t̄, i.e., Bt̄,s̃ = 1,
the integral in Equation 3.10 can be solved analytically. The probability is given in
Equation 3.11 where #{t ∈ T |s̃ ∈ t} refers to the number of sets t that contain the
code position.
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Symbol Meaning

#{t ∈ T |s ∈ t} Number of passing traces T that execute code position s.

#{t ∈ T |
fs ∈ t(m)}

Number of passing traces T that execute the concatenation of
code positions in f1f2 . . . fn−1s is subsequently in the
intra-procedural trace t(m) of the procedure m that contains s.

#{t ∈ T} Number of passing traces T .

α, β Parameters for the Beta prior.

Table 3.3.: Notation for Beta-Bernoulli models.

3.3.2.2. Defect Localization with Bernoulli Model for Code Positions

The Beta-Bernoulli model is ready to be applied for defect localization when trace
t is represented as a set of executed code positions {s ∈ S|s ∈ t}. Accordingly,
the random variable Bt,s is observed to be 1 if s is executed in trace t, otherwise
observed to be 0. This representation abstracts from multiplicity and order.

Following Equation 3.11 and scoring by the complement of the likelihood under the
model yields scoring function Equation 3.12.

scoreBern (s̃|α, β) = 1− #{t ∈ T |s̃ ∈ t}+ α

#{t ∈ T}+ α+ β
(3.12)

3.3.2.3. Defect Localization with Bernoulli Fragment Model

Alternatively, a trace can be represented as a set of fragments {f ∈ (S)n |∃m∃i :

t
(m)
i−n+1 . . . t

(m)
i = f}, where each fragment f is a combination of n code positions that

are consecutively executed in an intra-procedural trace. This way, transitions within
the trace are taken into account, yielding a naive extension of the Beta-Bernoulli
model towards n-gram features. We refer to this model as the Bernoulli fragment
model.

Given a fixed order n, the Bernoulli fragment model draws a coin θf for each possible
fragment f = s1s2 . . . sn over the alphabet Sm. For each execution t, the fragment
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Figure 3.3.: Bernoulli fragment model in directed factor graph notation.

set is generated by tossing all coins and including fragments f with coin outcome
Bt,f = 1 (cf. Figure 3.3). The probability of an unseen fragment f̃ ∈ t follows from
Equation 3.11.

Scoring code positions by the complement of their likelihood and aggregating various
preceding fragments for given n leads to Equation 3.13.

scoreFrag (s̃|α, β, n) = max
f̃ preceding s̃

(
1− #{t ∈ T |f̃ s̃ ∈ t(m)}+ α

#{t ∈ T}+ α+ β

)
(3.13)

The model deviates from reality in that it may generate a set of fragments that
are not aggregateable into one consistent sequence t of code positions. Thus, non-
zero probability mass is given to impossible events, which is a potential source
of inaccuracy. Further, it counts the same observed code position multiple times,
biasing the joint distribution.

3.4. New Model: Bernoulli Graph Model

It has been found that the Beta-Bernoulli model does not outperform the Dirichlet-
Multinomial model for the task of text classification (McCallum and Nigam, 1998).
In the text domain, multiplicity of words is a strong indicator for the topic of a
document. In execution graphs, multiplicity is due to loops in the source code. Code
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Figure 3.4.: Bernoulli graph model in directed factor graph notation.

within a loop may be executed a thousand times, but has the same probability of
being defective as code outside the loop, even if it is executed just once. Thus, the
underlying assumption of the Dirichlet-Multinomial model, namely that multiplicity
informs about the task, might not hold for defect localization. Therefore, we see
potential that abstracting from multiplicity is beneficial. This is the main difference
between the Beta-Bernoulli model for code positions and the Dirichlet-Multinomial
unigram model, as well as between their respective n-gram equivalents.

However, the Bernoulli fragment model is rather a model using n-gram features, but
not a proper n-gram model in that it involves double counting of code positions.
This section introduces the new Bernoulli graph model, which avoids double-counting
while not modeling the multiplicity caused by loops.

3.4.1. Approach

The Bernoulli graph model is a probabilistic model that generates program execution
graphs. In contrast to an execution trace, the graph is a representation of an
execution that abstracts from the number of iterations over code fragments.

Definition 3.5 (n-gram execution graph). The n-gram execution graph Gm,t =

(Vm,t, Em,t, Lm,t) of an intra-procedural execution trace t(m) connects vertices Vm,t by
directed edges Em,t ⊆ Vm,t×Vm,t. Labeling function Lm,t : Vm,t → S

(n−1)
m injectively

maps vertices to n− 1-grams of code positions, where Sm is the vocabulary of code
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Figure 3.5.: Expanding vertex “22 18” in the generation of a tri-gram execution graph
corresponding to the trace at the bottom. Graph before expansion is
drawn in black, new parts are drawn in solid red.

positions within procedure m.

A special case is the bigram execution graph, in which each vertex v represents
a code position Lm,t(v); each edge (u, v) indicates that code position Lm,t(v) has
been executed directly after code position Lm,t(u) at least once during the program
execution.

In general n-gram execution graphs, each vertex v represents a fragment Lm,t(v) =

s1 . . . sn−1 of consecutively executed statements. Vertices u and v can only be
connected by an edge if the fragments are overlapping in all but the first code
position of u and the last code position of v; that is, Lm,t(u) = s1 . . . sn−1 and
Lm,t(v) = s2 . . . sn. Such vertices u and v are connected by an edge if code positions
s1 . . . sn are executed consecutively at least once during the execution. For the
example program in Figure 3.1 the tri-gram execution graph is given by the solid
edges in Figure 3.5.
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3.4.2. Generative Process

We focus on one revision and one procedure m in the following. The Bernoulli
graph model will generate a set of graphs where all graphs share a vocabulary for
vertex labels (Sm)n−1. Dropping subscripts m and t, the model generates one graph
G = (V,E, L) per execution t that represents the intra-procedural subtrace t(m).
The model starts the graph generation with an initial vertex representing a fragment
of virtual code positions ε.

In each step, the process expands a vertex u labeled L(u) = s1 . . . sn−1 if is not yet
expanded; e.g., vertex “22 18” in Figure 3.5. Expansion proceeds by tossing a coin
with parameter ψs1...sn−1sn for each possible follow-up code position sn ∈ Sm. If
the coin toss outcome BG,u,sn = 1, an edge to vertex v labeled L(v) = s2 . . . sn is
introduced. If V does not yet include a vertex v with this labeling, it is added at

Algorithm 3.1 Generative process of the Bernoulli graph model.
1: for all procedures m do
2: for all s1...sn ∈ (Sm)n do
3: draw ψm,s1...sn ∼ Beta(αψ, βψ).
4: for all executions t do
5: create a new graph Gm,t.
6: add a vertex u labeled εε...ε.
7: initialize queue Q = {u}.
8: while queue Q is not empty do
9: dequeue u← Q, with L(u) = s1 . . . sn−1.

10: for all sn ∈ Sm do
11: let v be a vertex with L(v) = s2 . . . sn.
12: draw B ∼ Bern(ψm,s1...sn) for graph Gm,t, vertex u, and position sn.
13: if B = 1 then
14: if v /∈ Vm,t then
15: add v to Vm,t.
16: enqueue v → Q.
17: add arc (u, v) to Em,t.
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this point. Each vertex is expanded only once. The process terminates if no vertex
is left that has been introduced but not yet expanded. This is ensured by queue Q,
cf. Algorithm 3.1, lines 7, 8, 9, and 16.

Parameters ψs1...sn are governed by a Beta distribution with fixed hyperparameters
αψ and βψ. In the following, we focus on the generation of edges, as the existence
of an edge implies existence of both nodes with probability one. Figure 3.4 shows
a directed factor graph representation of the generative process and Algorithm 3.1
defines the generative process in detail.

As the introduction of transitions towards a new code position si is conditioned on
presence of a node with the preceding fragment si−n+1 . . . si−1 in the graph, the
Bernoulli graph model is a n-gram extension of the Beta-Bernoulli model for code
positions. Thus, it models the order between code positions, but ignores multiplicity
within the trace. In that respect it is like the Bernoulli fragment model. Unlike the
Bernoulli fragment model that exploits n-gram features, the Bernoulli graph model
is a true n-order Markovian model.

3.4.3. Predictive Distribution for Edges

Given a collection G of previously seen execution graphs for procedure m as training
data and a new execution G = (V,E, L), Bayesian inference determines the likeli-
hood p((u, v) ∈ E|V,G, αψ, βψ) of each of the edges (u, v), thus indicating unlikely
transitions in the new execution of procedure m represented by execution graph G.
Since we employ independent models for all procedures m, inference can be carried
out for each procedure separately. When vertices V are observed, coin parameters ψ
are d-separated (cf. Subsection 2.2.3.1) from each other as demonstrated in Figure
3.4. We yield independent Beta-Bernoulli models conditioned on the presence of
start vertices u.

Training the model with observed graphs G, the probability of observing an edge in
the new graph G can be derived in closed form (Equation 3.14). #Gu denotes the
number of training graphs that contain vertices with labels L(u). #G(u,v) denotes
the number of training graphs in G that contain an edge between vertices that have
labels L(u) and L(v). See Section 3.4.5 for a detailed derivation of Equation 3.14.
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Symbol Description

G, V , E Graphs, vertices, edges

L Vertex labels being n− 1 concatenated code positions.

G Set of observed graphs for a procedure m, where each graph
G ∈ G represents a passing trace t ∈ T with vertex labels
representing fragments of the intra-procedural trace t(m).

#Gu Number of graphs G that contain vertex u.

#G(u,v) Number of graphs G that contain an edge from vertex u to
vertex v.

#G(u,s) Number of graphs G that contain an edge from vertex u to
vertex v, where the label L(v) ends in s and overlaps with
L(u).

#{t ∈ T |
fs ∈ t(m)}

Number of passing traces T that execute the concatenation of
code positions in f1f2 . . . fn−1s is subsequently in the
intra-procedural trace t(m) of the procedure m that contains s.

αψ, βψ Parameters for the Beta prior on coins ψ.

Table 3.4.: Notation for Beta-Bernoulli models.

p((u, v) ∈ G|G, αψ, βψ) =
#G(u,v) + αψ

#Gu + αψ + βψ
(3.14)

Note that Equation 3.14 refers to a probability and not a point estimate of a
parameter. However, this quantity is also the mean point estimator ψ̂(u,v) of the
coin parameter that generates the edge (u, v).

By definition, an execution graph G for an execution contains a vertex if its label
is a substring of the execution’s trace t(m). Likewise, an edge is contained if an
aggregation of the vertex labels is a substring of t(m). It follows that the probability of
observing an edge can be reformulated as in Equation 3.15 to predict the probability
of seeing the code position s̃ = sn of procedure m after a fragment of preceding
statements f̃ = s1 . . . sn−1 using the intra-procedural trace representation of an
execution. Thus, prediction does not require to represent any passing or failing
execution graph explicitly.
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p(s̃|f̃ , T, αψ, βψ) =
#{t ∈ T |f̃ s̃ ∈ t(m)}+ αψ

#{t ∈ T |f̃ ∈ t(m)}+ αψ + βψ
(3.15)

3.4.4. Defect Localization with Bernoulli Graph Model

For given hyperparameters and fixed context length n, Equation 3.15 predicts the
likelihood for s̃i following a fragment f̃ = s̃i−n+1 . . . s̃i−1. The choice of n influences
the prediction performance, as choosing n too high yields to sparsity issues where if
n is too low will miss important context. To circumvent the issue, we interpolate
prediction results for various context length n up to N . The results are interpolated
according to a vector of mixing coefficients πn that sum to one.

p(s̃i|s̃i−N+1 . . . s̃i−1, T, αψ, βψ, π) =
N∑
n=1

p(n|π) · p(s̃i|s̃i−n+1 . . . s̃i−1, T, αψ,n, βψ,n)

Given settings for hyperparameters α̂ψ,1, . . . α̂ψ,N and β̂ψ,1, . . . β̂ψ,N and mixing
coefficients π̂1, . . . π̂N , code positions s̃ are scored by complement of its likelihood for
any preceding fragment f̃ . A method for estimating α, β, and π from other revisions
is introduced in Subsection 3.6.1.

scoreGraph

(
s̃|α̂ψ, β̂ψ, π̂

)
= max

f̃ preceding s̃

(
1− p̂(s̃|f̃ , T, α̂ψ, β̂ψ, π̂)

)
(3.16)

As discussed in Section 3.3.1.4, the maximum is justified because an erroneous code
line may show its defective behavior only in combination with some preceding code
fragments, and even a single erroneous combination is sufficient to lead to defective
behavior of the software.

3.4.5. Derivation of the Predictive Distribution

This subsection derives Equation 3.14 as as a predictive distribution for the Bernoulli
graph model. Note that Equation 3.14 can be implemented efficiently, even without
instantiating the graph.
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For a given graph G, the pattern of present and absent outgoing edges for node u is
represented by a configuration of a vector of Boolean random variables BG,u ranging
over all potential follow up code position s ∈ Sm. According to Algorithm 3.1 line
12, BG,u,s = 1 if and only if ∃(u, v) ∈ E and L(v) is a suffix of L(u)s. Following
the equivalence between (u, s) and (u, v), we introduce shorthand #G(u,s) = #{G ∈
G|BG,u,s = 1} = #G(u,v).

Theorem 3.6. The predictive likelihood of an unseen edge p((u, v) ∈ G|G, αψ, βψ) ∝
#G

(u,s)
+αψ

#Gu+αψ+βψ
, where #G(u,s) = #{G ∈ G|BG,u,s = 1} and #Gu = #{G ∈ G|u ∈ V,G =

(V,E,L)}.

The likelihood of the example graph in Figure 3.5 is given in Equation 3.17, where
the rows represent the nodes u as processed by the queue and potential follow up
code positions s ∈ Sm are represented by columns.

Sm = { 17, 18, 19, 20, 21, 22, 23, 24 }
p(G) = p( 1 0 0 0 0 0 0 0 |ε ε)

·p( 0 1 0 0 0 0 0 0 |ε 17)

·p( 0 0 1 0 0 0 0 0 |17 18)

·p( 0 0 0 0 0 1 0 0 |18 19)

·p( 0 1 0 0 0 0 0 0 |19 22)

·p( 0 0 1 0 0 0 0 1 |22 18)

·p( 0 0 0 0 0 0 0 0 |18 24)

(3.17)

The last line contains only zero entries, indicating that node “18 24” has no outgoing
edges, and will not add any vertices to the queue Q. Such cases will eventually
terminate the graph generation.

Proof. The likelihood of a new unseen graph G = (V,E, L) for procedure m given
coin parameters ψ is given in Equation 3.18, where the product over u ∈ Q is in their
order of being dequeued by Algorithm 3.1, line 9. In the case of observed graphs,
this yields Equation 3.19.
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p(G|ψ) =
∏
u∈Q

p(BG,u|u)

=
∏
u∈Q

∏
s∈Sm

p(BG,u,s|ψL(u)s) (3.18)

=
∏
u∈V

∏
s∈S

p((u, v) ∈ E|ψL(u)s) (3.19)

Nodes that are not reachable from the virtual node labeled “ε ε” generate an all
zero-pattern with probability one, as such nodes cannot be part of the graph, and
thus do not contribute to the likelihood function.

Incorporating the Beta-prior for coins ψ (cf. Algorithm 3.1, line 3) yields the joint
distribution of a set of graphs G for procedure m in Equation 3.20. Reordering the
factors, the integral can be solved analytically as in Equation 3.21. Γ refers to the
Gamma function and all combinations of code positions that do not occur in any
graph yield a multiplicative constant.

p(G|αψ, βψ)

=
ˆ
p(ψ|αψ, βψ)

∏
(V,E,L)∈G

∏
u∈V

∏
s∈Sm

p(BG,u,s|ψL(u)s) dψ (3.20)

∝
∏

s1...sn−1

∏
sn∈Sm

(ˆ
p(ψs1...sn |αψ, βψ)

∏
G∈G|u∈VG

L(u)=s1...sn−1

p(BG,u,sn |ψs1...sn) dψs1...sn

)

=
∏

s1...sn∈(Sm)n

Γ
(

#G(u,sn) + αψ

)
· Γ
(

#Gu −#G(u,sn) + βψ

)
· Γ (αψ + βψ)

Γ
(
#Gu + αψ + βψ

)
· Γ (αψ) · Γ (βψ)

(3.21)

The probability of observing an edge (u, v)—represented by BG,u,s = 1—in a new
execution graph G = (V,E, L), given a collection G of previously seen execution
graphs for procedure m, is determined in Equation 3.22. Using Equation 3.21,
all factors for s1 . . . sn that are not equal to L(u)s cancel, where the +1 in the
numerator of Equation 3.23 represents the edge (u, v). Exploiting that Γ(x+1)

Γ(x) = x

yields Equation 3.24.
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p((u, v) ∈ G|G, αψ, βψ) =
p(BG,u,s = 1,G|αψ, βψ)

p(G|αψ, βψ)
(3.22)

=

Γ
(

#G
(u,s)

+1+αψ

)
·Γ
(

#Gu−#G
(u,s)

+βψ

)
·Γ(αψ+βψ)

Γ(#Gu+1+αψ+βψ)·Γ(αψ)·Γ(βψ)
Γ
(

#G
(u,s)

+αψ

)
·Γ
(

#Gu−#G
(u,s)

+βψ

)
·Γ(αψ+βψ)

Γ(#Gu+αψ+βψ)·Γ(αψ)·Γ(βψ)

(3.23)

=
#G(u,s) + αψ

#Gu + αψ + βψ
(3.24)

3.5. Relation between Unigram Bernoulli Graph Model

and Tarantula

For the special case that only one test case fails (which is the case in most defects
of our real world data set), we can show that the unigram Bernoulli graph model,
Tarantula and the Bernoulli model for code positions yield the same ranking, i.e.,
any two code positions are in the same order under both models.

3.5.1. Unigram Bernoulli Graph Model

Lemma 3.7. The Bernoulli graph model for n = 1 and the Bernoulli model for code
positions yield the same ranking.

Proof. In the unigram case, the Bernoulli graph model ignores transitions between
code positions. The generated graph contains vertices labeled with single code lines
in S and the virtual node labeled ε. Edges connect the virtual node to all other
vertices, no other edges are contained in the graph. The likelihood of edges does not
depend on a preceding fragment.

The likelihood of a new code position s̃ under the model as given by Equation 3.15
on page 52 is simplified towards
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p(s̃|f̃ , T, αψ, βψ) = p(s̃|T, αψ, βψ) =
#{t ∈ T |s̃ ∈ t}+ αψ
#{t ∈ T}+ αψ + βψ

The scoring function (Equation 3.16 on page 52) has only one interpolated component
and boils down to

scoreGraph,1 (s̃) = 1− p(s̃|, T, α̂ψ, β̂ψ, π̂) = 1−
#{t ∈ T |s̃ ∈ t}+ αψ
#{t ∈ T}+ αψ + βψ

This is the scoring function for the Bernoulli model for code positions, cf. Equation
3.3.2.2, with α = αψ and β = βψ.

3.5.2. Bernoulli Model

Lemma 3.8. For the Bernoulli model for code positions, the hyperparameter settings
αθ, βθ do not influence the ranking, if the same setting is used for all elements.

Proof. Without loss of generality we assume that for two code positions s1, s2 ∈ t̄, s1

is ranked higher or equal than s2 by the Bernoulli model with fixed hyperparameters
αθ and βθ (Equation 3.25). Inserting shorthands n1 = #{t ∈ T |s1 ∈ t} and
n2 = #{t ∈ T |s2 ∈ t} into Equation 3.25 yields Equation 3.26. Subtracting 1,
multiplying with the denominator and subtracting αθ yields Equation 3.27.

scoreBern (s1|αθ, βθ) ≥ scoreBern (s2|αθ, βθ) (3.25)

1− n1 + αθ
#{t ∈ T}+ αθ + βθ

≥ 1− n2 + αθ
#{t ∈ T}+ αθ + βθ

(3.26)

n1 ≤ n2 (3.27)

Equation 3.27 demonstrates that the ranking order only depends on n1 and n2 and
is independent of choices of αθ and βθ
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3.5.3. Bernoulli - Tarantula Relation

Theorem 3.9. If #F = 1, then for any two code positions ∀s1, s2 ∈ t̄ it follows that
scoreBern (s1|αθ, βθ) ≥ scoreBern (s2|αθ, βθ)⇐⇒ scoreTarantula (s1) ≥ scoreTarantula (s2).

Proof. From Lemma 3.8 it follows that the hyperparameters of the Beta-Bernoulli
model do not affect the ranking among all code positions s ∈ t̄, so we can set αθ = 0

and βθ = 0 to yield Equation 3.28.

Subtracting 1 yields Inequality 3.29; adding 1 and taking the multiplicative inverse
yields Inquality 3.30.

scoreBern (s1|0, 0) ≥ scoreBern (s2|0, 0)

1− #{t ∈ T |s1 ∈ t}
#{t ∈ T}

≥ 1− #{t ∈ T |s2 ∈ t}
#{t ∈ T}

(3.28)

#{t ∈ T |s1 ∈ t}
#{t ∈ T}

≤ #{t ∈ T |s2 ∈ t}
#{t ∈ T}

(3.29)

1

1 + #{t∈T |s1∈t}
#{t∈T}

≥ 1

1 + #{t∈T |s2∈t}
#{t∈T}

(3.30)

If F contains only one element, Tarantula’s score (Equation 3.1) simplifies to

scoreTarantula (s̃) =
#{t̄∈F |s̃∈t̄}

#{t̄∈F}
#{t̄∈F |s̃∈t̄}

#{t̄∈F} + #{t∈T |s̃∈t}
#{t∈T}

=


1

1+
#{t∈T |s̃∈t}

#{t∈T}
if s̃ ∈ t̄ ∈ F

0 otherwise.

As only failing code positions are ranked, Inequality 3.30 resembles Tarantula’s score
for ranking code positions s1 higher than s2.

Corollary 3.10. For F = 1, the unigram version of the Bernoulli graph model,
Bernoulli model for code positions and Tarantula yield the same ranking of code
positions s̃ ∈ t̄ in a failing trace.
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Proof. The scoring function for the unigram Bernoulli graph model and the Bernoulli
model for code positions are identical (Lemma 3.7), and the settings of hyperpa-
rameters αψ, and βψ do not influence the ranking (Lemma 3.8). From Theorem 3.9
follows that the scoring function of those models and Tarantula is identical if the
number of failing traces per revision is 1.

For most revisions in our case study, exactly one traces fails so that the corollary
applies.

3.6. Learning Hyperparameters from Other Revisions

3.6.1. Hyperparameters for Bernoulli Graph Model

We can learn hyperparameters from different revisions by integrating the Bernoulli
graph model in a larger generative model with hyperpriors. This model explains
passing and failing traces with known defective code positions, learning from several
revisions at once.

As semantics of code positions change over revisions, traces in each revision are
explained by their own smoothed Bernoulli graph model. Across revisions, the
interpolation coefficients π and sets of hyperparameter (αψ,n, βψ,n) for each context
length n are shared and jointly estimated.

For all passing traces BG,u,s is observed, as it is assumed that they do not contain
defective code positions. For defective code positions s in failing traces, we must
not assume BG,u,s = 0 for all n and all preceding fragments f , as the defective code
position may only show its defective behavior in combination with only one fragment
(analogously to the maximum in Equation 3.9). Rather, defective code positions
are explained by at least one absent edge for one n and f . Analogously, valid code
positions are explained by at least one present edge for one n and f .

The generative process for failing traces is as follows. For each code position s, a
mixture indicator n is drawn from π. Taking f as the preceding fragment of length
n, the code position is marked as defective (Y = 0) if the corresponding random
variable B = 0; i.e., the graph for context length n does not contain an edge from a
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vertex labeled f to a vertex with a label ending with s. The directed factor graph of
the process is given in Figure 3.6.

During inference, the random variable for the defectiveness indicator Y is observed,
but for failing traces B is latent. Thus, information from s, f , and Y can propagate
to the hyperparameters αψ and βψ, which in turn influence π. Although parameters
ψ are not shared across procedures, context lengths, nor revisions, we can learn
common hyperparameters from known defect locations and failing traces in other
revisions.

Shared coefficients π are drawn from a dense symmetric Dirichlet prior π ∼
Dir(απ) where the Beta distribution parameters αψ,n ∼ Gamma(kα, θα) and βψ,n ∼
Gamma(kβ, θβ) are drawn from sparse Gamma priors. Hyperpriors are set to απ = 10,
kα = kβ = 0.1, and θα = θβ = 1.

Hyperparameters are estimated on intra-procedural traces for defective procedures.
Inference is carried out by a Gibbs sampling algorithm that is automatically derived
using the Hierarchical Bayes Compiler (Daumé III, 2007).

3.6.2. Hyperparameters for Bernoulli Fragment Model

The scoring function for the Bernoulli fragment model, Equation 3.13 on page 46,
depends on one fixed context length n. Analogously to the Bernoulli graph model,
models for various n can be smoothed by interpolation yielding a new scoring
Equation 3.31, which is a smoothed version of Equation 3.13.

scoreFrag

(
s̃|α̂, β̂, π̂

)
(3.31)

= max
f̃1...f̃N−1 preceding s̃

(
1−

N∑
n=1

π̂n ·
#{t ∈ T |f̃N−n . . . f̃N−1s̃ ∈ t}+ α̂n

#{t ∈ T}+ α̂n + β̂n

)

For the non-smoothed Bernoulli fragment model, Lemma 3.8 stated that settings of
hyperparameters αψ and βψ do not influence the ranking. However, this does not
apply to the interpolated prediction using Equation 3.31. Interpolation coefficients
π and sets of hyperparameter (αψ,n, βψ,n) for all 1 ≤ n ≤ N are learned from an
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Figure 3.6.: Extended generative model for learning hyperparameters for Bernoulli
graph model.

extended generative model analogously to the Bernoulli graph model in Section
3.6.1.

3.6.3. Hyperparameters for Dirichlet-Multinomial n-gram Model

For the Dirichlet-Multinomial n-gram model introduced in Section 3.3.1.2, smoothing
models for various n ∈ {1 . . . N} by interpolation yields the modified scoring function
given in Equation 3.32, which is a smoothed representation for Equation 3.9. This
scoring function depends on hyperparameter αγ that is shared by all procedures m,
and a set of {αφ,n}Nn=1 for drawing code positions s given procedure and preceding
fragment, one for each context length n.
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scoren-gram (s̃|αγ , αφ) = max
f̃1...f̃N−1 preceding s̃

(
1−

N∑
n=1

π̂n (3.32)

· #T
m̃ + αγ∑

m′∈M #T
m′ + αγ#M

·
#T
m̃,f̃N−n...f̃N−1s̃

+ αφ,n

#T
m̃,f̃N−n...f̃N−1

+ αφ,n#Sm̃

)

Hyperparameters αγ , αφ,1, . . . αφ,N are estimated from all other revisions by incor-
porating the Dirichlet-Multinomial n-gram model in an extended generative model.
As the Dirichlet-Multinomial n-gram model has no notion of defectiveness, we learn
hyperparameters from passing traces only. As both the procedures m and the code
position s are observed, αγ can be estimated independently from αφ,n.

3.7. Experimental Evaluation

In this section, we empirically study how accurately the Bernoulli graph model and
the reference models discussed in Sections 3.2 and 3.3 localize defects that occurred
in two large-scale development projects.

We find that data used for previous studies is not appropriate for our investigation.
The SIR repository (Do et al., 2005) provides traces of small programs into which
defects have been purposely injected. However, as pointed out by Briand (2007), there
is no strong argument as to why results obtained on specifically designed programs
with artificial defects should necessarily transfer to realistic software development
projects with actual defects. The Cooperative Bug Isolation project (Liblit et al.,
2004), on the other hand, collects execution data from real applications, but records
only a random sample of 1% of the executed code positions; complete execution
traces cannot be reconstructed. Therefore, we use the development history of two
large-scale open source development projects, AspectJ and Rhino, as gathered by
Dallmeier and Zimmermann (2007).
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3.7.1. Data Set

From Rhino’s and AspectJ’s bug data base, we select defects which are reproducible
by a test case and identify corresponding revisions in the source code repository. For
such revisions, the test code contains a test case that fails in one revision, but passes
in the following revision. We use the code positions that were modified between
the two revisions as ground truth for the defective code positions D. For AspectJ,
these are one or two lines of code; the Rhino project contains larger code changes.
For each such revision, traces T of passing test cases are recorded on a line number
basis. In the same manner, the failing trace t (in which the defective code is to be
identified) is recorded.

The AspectJ data set consists of 41 defective revisions and a total of 45 failing traces.
Each failing trace has a length of up to 2,000,000 executed statements covering
approx. 10,000 different code positions (of the 75,000 lines in the project), spread
across 300 to 600 files and 1,000 to 4,000 procedures. For each revision, we recorded
100 randomly selected passing test cases (drawn out of approx. 1000), yielding 45
experiments with 100 passing traces versus one failing trace.

Rhino consists of 15 defective revisions with one failing trace per bug entry. Failing
traces have an average length of 3,500,000 executed statements, covering approx.
2,000 of 38,000 code positions, spread across 70 files and 650 procedures. We
randomly selected 100 of the 1500 valid traces for each revision as training data.
Both data sets are available at http://www.mpi-inf.mpg.de/~dietz/debugging.html.

3.7.2. Evaluation Criterion

Following the evaluation of Jones and Harrold (2005), we evaluate how well the
models are able to guide the user into the vicinity of a defective code position. The
models return a ranked list of code positions. Envisioning that the developer can
navigate from the ranking into the source code to inspect a code line within its
context, we evaluate the rank k at which a code position occurs that lies within a
window of ±h lines of code of a defective line. For instance in the motivating example
in Figure 3.1, if code position 20 (return 100) would have been modified in the
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n-gram Bernoulli Graph: Beta-Bernoulli n-gram Model introduced in Section 3.4,
smoothed with N = 5 (cf. Equation 3.16 on page 52), hyperparameters
estimated according to Subsection 3.6.1.

n-gram Bernoulli Fragment: Beta-Bernoulli model with n-gram features intro-
duced in Subsection 3.3.2.3, smoothed with N = 5 (cf. Equation 3.31 on
page 59), hyperparameters estimated according to Subsection 3.6.2.

n-gram Multinomial: Dirichlet-Multinomial n-gram Model introduced in Subsec-
tion 3.3.1.4), smoothed with N = 5 (cf. Equation 3.32 on page 61), hyperpa-
rameters estimated according to Subsection 3.6.3.

Unigram Multinomial: Dirichlet-Multinomial unigram Model introduced in Sub-
section 3.3.1.2), no smoothing, scored according to Equation 3.7 on page 41,
hyperparameters estimated according to Subsection 3.6.3 with N = 1.

Tarantula: Reference method detailed in Subsection 3.2.1, scored according to
Equation 3.1 on page 37, no smoothing, no hyperparameters (cf. Theorem 3.9).
As shown in Section 3.5, Tarantula resembles unigram Bernoulli Fragment and
unigram Bernoulli Graph.

Delta LDA: Reference method detailed in Subsection 3.2.3, scored according to
Equation 3.2 on page 39, no smoothing, fixed hyperparameters (set according
to Andrzejewski et al., 2007): 9 usage topics and 1 bug topic, α = 0.5, β = 0.1,
50 sampling iterations.

Figure 3.7.: Compared models and reference methods.

repository, with h = 1 a rank that lists either code position 20, 19 (the if condition),
or 21—whichever comes first—would be reported as a successful prediction.

Figure 3.8 presents a plot over relative ranks; that is, absolute ranks divided by
the number of covered code lines, corresponding to the fraction of code that the
developer has to walk through in order to find the defect. We examine the recall@k%,
that is the fraction of successfully localized defects over the fraction of code the
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user has to inspect. We expect a typical developer to inspect the top 0.25% of the
ranking, corresponding to approximately 25 ranks for AspectJ.

Alternatively, Figure 3.9 presents the mean reciprocal rank. The reciprocal rank is
1
k , where k is the first absolute rank that lists a true defective code position (or code
position within distance of ±h lines of defective position). We did not use a cut-off
rank for mean reciprocal ranks.

We chose to study recall@k% and mean reciprocal rank as in our setting it is more
important to find the first defective code than an exhaustive listing of all defective
positions. As Normalized Discounted Cumulative Gain (NDCG) and ROC-AUC
measure (Area under the Receiver-Operator Curve) penalize all positive elements that
are not at the top of the ranking, they are not appropriate to judge the helpfulness
for a developer.

3.7.3. Reference Methods

In order to study the helpfulness of each generative model, we evaluate smoothed
models with maximum length N = 5 for each the Dirichlet-Multinomial, Bernoulli
fragment and Bernoulli graph model. We compare those to the Dirichlet-Multinomial
unigram model and Tarantula (which resembles a unigram Bernoulli graph model
according to Corollary 3.10). Tuning and prediction of reference methods follow in
accordance to Section 3.6. In addition, we compare to the latent variable model
Delta LDA with nine usage and one bug topics, requiring roughly one hour CPU
time per revision. A complete list of compared approaches is given in Figure 3.7.
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Figure 3.8.: Recall of defective code positions within the 1% highest scored statements
for AspectJ (left) and Rhino (right) data sets, for windows of h = 0,
h = 1, and h = 10 code lines.
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Figure 3.9.: Mean reciprocal rank of defective code positions for AspectJ (left) and
Rhino (right) data sets.

3.7.4. Results

The results are presented in Figures 3.8 and 3.9. We study significance of improve-
ments on relative ranks with paired-t-tests with level α = 5%. In terms of relative
ranks, the Bernoulli graph model is always ahead of the reference methods that have
a closed form solution in the top 0.25% and top 0.5% of the ranking. This improve-
ment is significant in comparison to Tarantula for h = 1 and h = 10. Bernoulli
graph is significantly better than the Dirichlet-Multinomial n-gram model for h = 1.
Although increasing h makes the prediction problem generally easier, only Bernoulli
graph and the Dirichlet-Multinomial n-gram model benefit. Evaluating absolute
ranks in terms of mean reciprocal rank demonstrates that Bernoulli graph model are
among the best two options for h > 0.

A comparison by Area under the Curve in top 0.25% and top 0.5% in Figure 3.8
indicates that the Bernoulli graph is more than twice as effective as Tarantula on the
data sets for h = 1 and h = 10. Using the Bernoulli graph model, a developer finds
nearly every second bug in the top 1% in both data sets, where ranking a failing
trace takes between 10 and 20 seconds.

Further, Bernoulli graph’s prediction performance is significantly better than Delta
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LDA for the Rhino data set. No significant difference is found for the AspectJ data
set on absolute ranks, but in terms of mean reciprocal ranks Delta LDA performs
much better. However, Delta LDA takes much longer to compute (approx. one hour
versus 20 seconds) since parameters cannot be obtained in closed-form but require
iterative sampling.

3.7.5. Discussion

Most revisions in our data sets had defects that were equally difficult to locate for
most of the models. From revisions where one model drastically outperformed the
others, we identified different categories of suspicious code areas. In some cases, the
defective procedures were executed in very few or no passing traces. We refer such
source code as being insufficiently covered.

One may object, that none of the methods finds defective if conditions as they are
always executed. Nevertheless, such defects will lead to a characteristic execution
pattern in the if branches. If defects in if and while statements are localized in
the branches, i.e., the code position following the branching condition, this will be
recognized by our window-based performance measure with h = 1. We refer to this
defect category as suspicious branch points.

The Bernoulli fragment model treats both kinds of suspicious code areas in a
similar way. They have a different effect on the predictive Beta-posteriors in the
Bernoulli graph model: insufficient coverage decreases the confidence; suspicious
branch points will decrease the mean. The Beta-priors αψ,n and βψ,n play a crucial
role in weighting these two types of potential bugs in the ranking and encode prior
beliefs on expecting one or the other. The hyperparameter estimation procedure
usually selects αψ,n = 1.25 and βψ,n = 1.03 for all context lengths n ∈ {1 . . . N},
indicating robust hyperparameters that are close to the uniform beta distribution.

Revisions in which Bernoulli fragment outperformed Bernoulli graph contained
defects in insufficiently covered areas. Presumably, Bernoulli graph identified many
suspicious branching points and assigned them a higher score. Revisions in which
Bernoulli graph outperformed Bernoulli fragment contained bugs at suspicious
branching points.
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h = 0 h = 1 h = 10

n-gram Bernoulli Graph 107 4 4

n-gram Bernoulli Fragment 70 70 28

n-gram Multinomial 4663 3933 3

Unigram Multinomial 76 76 55

Tarantula 66 66 28

Delta LDA 57 57 33

Table 3.5.: Ranks on which each model identifies one of the defective locations for
bug number 177314.

In contrast to the Bernoulli-style models, the Dirichlet-Multinomial models take the
number of occurrences of a code position within a trace into account. Presumably,
multiple occurrences of code lines within a trace do not indicate their defectiveness
nor correctness.

For instance, bug report number 177314 in the Rhino project refers to a problem
when parsing input files. The bug entry is titled “Rhino should allow ’\400’ to mean
’ 0” ’.1 The source code before and after the bug fix is presented in Figure 3.10. The
bug was only due to defective if conditions. The ranking of the Bernoulli graph
model lists a code position on rank four which is located immediately next to one of
the defective code lines. Thus, after inspecting only four ranks, a developer would
have been guided to the defect location. All other methods (cf. Table 3.5) need at
least 50 more ranks in this example. Only the Dirichlet-Multinomial n-gram model
lists on rank three the code line that reports the error message (line 1032) which is
within a window of h = 7 code positions. This is an example for Bernoulli graph’s
ability to identify suspicious branch points.

1Bug report and link to the repository is available at
https://bugzilla.mozilla.org/show_bug.cgi?id=177314
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View | Details | Raw Unified | Return to bug 177314
Collapse All | Expand All | Context: (Patch / File / )

(-) mozilla/js/rhino/src/org/mozilla/javascript/TokenStream.java (-8 / +5 lines)
 Lines 1016-1038   Link Here 
1016       } 1016       }

1017   } break; 1017   } break;

1018 1018
1019   default: if (isDigit(c) && c < '8') { 1019   default: if ('0' <= c && c < '8') {

1020       val = c - '0'; 1020       val = c - '0';

1021       c = in.read(); 1021       c = in.read();

1022       if (isDigit(c) && c < '8') { 1022       if ('0' <= c && c < '8') {

1023           val = 8 * val + c - '0'; 1023           val = 8 * val + c - '0';

1024           c = in.read(); 1024           c = in.read();

1025           if (isDigit(c) && c < '8') { 1025           if ('0' <= c && c < '8' && val <= 037) {

1026               // c is 3rd char of octal sequence only if

1027               // the resulting val <= 0377

1026               val = 8 * val + c - '0'; 1028               val = 8 * val + c - '0';

1027               c = in.read(); 1029               c = in.read();

1028           } 1030           }

1029       } 1031       }

1030       in.unread(); 1032       in.unread();

1031       if (val > 0377) {

1032           reportSyntaxError("msg.oct.esc.too.large",

1033                             null);

1034           return ERROR;

1035       }

1036       c = val; 1033      c = val;

1037   } 1034  }

1038 1035

Return to bug 177314

Attachment #104561 for bug #177314 file:///C:/Dietz/writing/__Diss-Diss/debug-img/bugreport177314.htm

1 von 1 08/11/2010 18:54

Figure 3.10.: Rhino source code before (left) and after (right) fixing bug number
177314. Blue lines refer to modifications; orange lines are removed.

3.8. Conclusions

We introduced the Bernoulli graph model, a generative model that implements a
distribution over program executions. The Bernoulli graph model generates n-gram
execution graphs. Compared to execution traces, execution graphs abstract from the
number of iterations that sequences of code positions have been executed for. The
model allows for Bayesian inference of the likelihood of transitional patterns in a
new trace, given execution traces of passing test cases. We evaluated the model and
several less complex reference methods with respect to their ability to localize defects
that occurred in the development history of AspectJ and Rhino. Our evaluation
does not rely on artificially injected defects.

We find that the Bernoulli graph model outperforms Delta LDA on Rhino and
performs as good as Delta LDA on the AspectJ project, but in substantially less
CPU time. Delta LDA is based on a Dirichlet-Multinomial unigram model, which
performs worst in our study. This gives rise to the conjecture that Delta LDA might
benefit from replacing the Dirichlet-Multinomial model with a Bernoulli graph model.
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Studying this conjecture poses new research opportunities.

The Bernoulli graph model outperforms the reference models that have a closed-form
solution by giving a high rank to code positions that lie in close vicinity of the
actual defect. In order to find every second defect in the release history of the Rhino
project, the Bernoulli graph model walks the developer through approximately 0.5%
of the code positions and 1% in the AspectJ project.



Chapter 4.

Quantifying the Influence of Citations

4.1. Introduction and Problem Statement

When reading on a new topic, researchers need to get a quick overview about a
research area. This can be provided by a meaningful visualization of the citation
network that spins around some given publications. For example, consider researchers
who read on a new topic with some references as starting points. The questions
occur which other papers describe key contributions, how the various contributions
relate to one another, and how the topic evolved over the past.

Clearly, Google Scholar, CiteSeer and other tools that allow navigating in the publi-
cation graph provide a great support and have made this task much easier. Inspired
by the work of Garfield (2004), we would like to create a bird’s-eye visualization of a
research area that complements in-depth navigation in the publication graph. But
because the publication graph is linked densely, even a radius of two citations from
a pivotal paper contains hundreds of publications.

When examining the citations in detail, one finds that not all cited work has
a significant impact on a citing publication. Papers can be cited as background
reading, for politeness, fear of receiving an adverse review from an aggrieved reviewer,
or as related work that was argued against. For a detailed list of motivations for
citing publications see Siddharthan and Teufel (2007); Trigg (1983); Sandor et al.
(2006). By contrast, a bird’s-eye visualization should show papers that significantly
impact one another (as is depicted in Figure 4.3). Independent from our work,
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Schäfer and Kasterka (2010) proposed to filter the citation graph to only contain
citations that agree, extend, or disagree. These classes are obtained by a text-based
classifier that is found to have an accuracy of 30%. Schäfer and Kasterka admit that
“citation categorization is a hard task.”

In the following we propose a different approach that quantifies strength of a citation’s
influence on the citing work without aiming to classify the sentiment. This is not to
be confused with the general popularity of a publication.

Problem 4.1. A universe of publications is given; publications consist of abstracts,
as well as the citation graph structure. In the citation graph, vertices are publications,
and a directed edge from node d to node c indicates that publication d cites publication
c. In the following, L(d) denotes the set of publications cited by d.

The goal is to find an edge-weight function γ measuring the strength of influence.
Weights γd(c) should correlate with the ground truth impact that c has had on d.
This ground truth is not observable, but for purposes of evaluation, we ask research
scientists to rate the influence on papers in their field.

4.2. Related Work

Many research problems involving networks with contents have been studied. Typical
goals have been to classify nodes (Agarwal et al., 2006; Angelova et al., 2009), predict
existence of links between nodes (Airoldi et al., 2008; Xu et al., 2008),classify citation
links Schäfer and Kasterka (2010); Siddharthan and Teufel (2007), and identify
authoritative nodes (Kleinberg, 1999; Haveliwala, 2003). The latter problem of
identifying authoritative nodes is concerned with selecting a subset of nodes that
have a high impact on all other nodes. In contrast, our problem statement demands
for a subset of nodes that have a high impact on one particular publication. It may
well be that cited publication is very authoritative in general, but has only a weak
impact on a particular citing publication.
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4.2.1. Bibliographic Measures

Scientometrics—that is the science of measuring science—uses citation analysis to
quantify research success. Bibliometric measures (Spiegel-Rösing, 1977) such as
bibliometric coupling and co-citation are used in many digital library projects as a
similarity measure for publications.

Definition 4.2 (Bibliographic coupling). The degree of bibliographic coupling
between two publications are the number of publications that both cite.

Definition 4.3 (Co-citation). The co-citation frequency of two publications are the
number of publications that sice both publications.

The results of a latent Dirichlet allocation have been exploited in Mann et al. (2006)
to extend bibliometric measures based on citation counts with topical information.
On the downside, this approach is only feasible for publications which are cited
reasonably often, which is not the case in specialized and evolving research fields.
To address this, we suggest to do a probabilistic analysis on a fine-grained level such
as words in the abstract.

4.2.2. Community Identification

Many methods, including the ones mentioned above, build up on the assumption
that the graph factors into communities of coherent semantics. Communities refer
to a grouping of nodes with more links within the group than between groups.

Definition 4.4 (Communities). For a given graph, communities are a division of
nodes into groups r that optimize the modularity criterion

∑
r er − a2

r , with er being
the number of edges between nodes within the group r; ar the number of edges
between nodes in group r and any other group.

Some approaches account for overlapping communities, where nodes have mixed
membership.

Approaches for community detection are either based on studying the graph structure
alone (Hofman and Wiggins, 2008; Flake et al., 2004; Airoldi et al., 2008) or further
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taking contents of nodes into account (Chang and Blei, 2010; Nallapati et al., 2008;
Cohn and Hofmann, 2000; Erosheva et al., 2004). In the latter case, contents are
summarized by latent factors similar to topics in latent Dirichlet allocation. All
approaches assume coherent relations between topics and communities.

An approach that builds on co-citation is to treat links as yet another kind of
vocabulary to assume that typical content words go together with typical outgoing
links (Erosheva et al., 2004; Cohn and Hofmann, 2000). They lend themselves to
identify communities, but they do not model the relationship between the citing and
the cited publication.

Alternative approaches build on the stochastic blockmodel introduced by Nowicki
and Snijders (2001). Extensions of blockmodels such as such as Pairwise Link-LDA
(Nallapati et al., 2008) or the relational topic model (Chang and Blei, 2010) account
for mixed-membership and incorporate content of nodes while assuming typical
interlinkage patterns between content-based topics. Such models can be tweaked to
find either coherent clusters of nodes with similar topics linking to each other or to
find typical producer and consumer topics, with nodes about one topic linking to
nodes of the other.

The blockmodel has no notion of edges with varying influence and thus does not lend
itself to our purpose. Furthermore, the underlying assumption of blockmodels is that
absence of edges indicates incompatibility of topics. This assumption is violated in
citation networks, where citations might be missing because an author did not know
of a relevant related work.

Although the models leverage content and network information, none of the models
lend itself to quantify the influence between two nodes relative to other sibling nodes.

4.2.3. Co-Author Networks

Identifying topics of authors given publications and the author-of relationship has
been evaluated by Rosen-Zvi et al. (2004), which also reveals the strength of influence
for each author in conjointly written publications. An extension, the author topic
recipient model (McCallum et al., 2007), factors in different roles that authors take
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on when writing to certain recipients. In both cases, the focus is on the identification
of topics for nodes, not to quantify their influence.

4.3. Related Generative Models from Other Domains

4.3.1. Latent Dirichlet Allocation

Latent Dirichlet allocation (LDA) as introduced in Section 2.4 is designed to identify
common topics in unstructured text corpora. LDA’s underlying assumption is that
co-occurrence of two words across different collections is a strong indicator that these
words belong together. Topics t ∈ T are formed by soft clusters of co-occurring
words. The membership of words in the topic is quantified by φt = p(W = v|t).
Topics are manifest across documents, each document d includes topics according to
its topic mixture θd = p(T = t|d).

The model has no notion of links between documents, and thus topics are learned on
the data set without considering the network structure. Accordingly, the strength of
influence is not quantified by one of the model parameters. However, under certain
assumptions, LDA allows for post-hoc inference of the strength of influence γd(c).
Different options are detailed in the following.

4.3.2. Influence Prediction with LDA and Jensen-Shannon Divergence

Once topic distributions θ are estimated using LDA, the strength of influence can
be determined. One option is to assume that the more similar topics of cited and
citing publication are, the stronger the influence. The Jensen-Shannon divergence
is a measure of dissimilarity between distributions and thus lends itself to indicate
similarity of topic distributions θ estimated by LDA. It is a symmetric measure
defined in terms of the Kullback-Leibler divergence DKL(p‖q) =

∑
i p(i) log p(i)

q(i) as
in

DJS(θd‖θc) =
1
2
DKL

(
θd

∥∥∥∥θd + θc

2

)
+

1
2
DKL

(
θc

∥∥∥∥θd + θc

2

)
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The underlying assumption in the following is that document similarity related to
strength of influence. Thus, the divergence between topic mixtures θd and θc for
each pair of cited and citing documents c and d, gives rise to a measure of influence.
Normalizing this measure for all cited documents c ∈ L(d) leads to a definition of
γd(c) that we refer to as “LDA-JS”:

γd(c) ∝ exp(−DJS(θd‖θc)) , c ∈ L(d)

As it is symmetric, it is better suited for visualizing important edges in a graph by
thickness than asymmetric measures such as Kullback-Leibler divergence.

4.3.3. Influence Prediction Integrating over LDA Topics

Alternatively, the strength of influence can be derived from an estimated LDA model
by integrating over topics. The strength of influence can be seen as the probability
that the cited document was generated by the citing document, i.e., γd(c) = p(c|d).
This notion has already been adopted in information retrieval where the document
is generated by the query (Spärck Jones et al., 2000).

The generation p(c|d) can be explained by an underlying hidden factor such as latent
topics inferred by LDA as in Equation 4.1. We refer to p(d|t) as p(c|t), if c is a cited
document. Applying Bayes’ rule and assuming a uniform prior p(c) the posterior of
a cited document given a topic can be written as p(c|t) ∝ p(t|c). This implies:

γd(c) =p(c|d)

=
∑
t

p(t, c|d)

=
∑
t

p(t|d) · p(c|t)

∝
∑
t

p(t|d) · p(t|c) (4.1)

We refer to the influence measure in Equation 4.1 as “LDA-post”.
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4.3.4. Influence Prediction with Word-wise Topics

A boundary case of LDA is where we have one topic per word in the vocabulary V

and the word distribution for a topic t = v is φt=v(w) ∝

1 if w = v

0 otherwise.

As φ is precomputed, the topic mixtures follow as a closed-form solution (i.e., without
necessity to run Gibbs sampling or Variational Message Passing). Topic mixtures
are given by θd = p(T = v|d) = #{i|wd,i=v}

#wd,·
, where #{i|wd,i = v} denotes how often

word v occurred in document d and #wd,· denotes the document length.

In order to study the improvement gained by learning a topic model at all, we
substitute for Equation 4.1 to yield a closed-form solution for an influence measure
as in Equation 4.2.

γd(c) ∝
∑
t

p(t|c)p(t|d)

=
∑
v

p(v|c)p(v|d)

∝ 1
#wc,· ·#wd,·

∑
v

#{i|wc,i = v} ·#{i|wd,i = v} (4.2)

We refer to this as the trivial model as this boils down to assuming that the more
words two publications have in common, the higher the influence.

4.4. New Model: Citation Influence Model

4.4.1. Plain Citation Influence Model

Our approach devises a probabilistic model that explains the generation of documents
d and its cited publications c. The intuition behind the model is that parts of the
content in a citing publication are dedicated to its citations. It is assumed that the
more text is associated with a citation, the more compatible the publications are
and thus, the stronger is the influence it has on the citing publication. The relative
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Figure 4.1.: Citation influence model in directed factor graph notation.

influence of citations c1, c2, ... on d is quantified by the multinomial parameter γd(c),
which is what the problem statement demands for.

Rather than copying text on a word basis, the model incorporates a nested generative
process, where words represent topics and cited publications are modeled by topic
mixtures just like in latent Dirichlet allocation. For citing publications, each word
is modeled by choosing one citation c according to the influence, then a topic t is
drawn from the topic mixture θc, the word is explained by the word distribution
φ. The full generative process is given in Figure 4.1 and Algorithm 4.1, with the
dedication process modeled in lines 12 - 14.
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Algorithm 4.1 Generative process of the plain citation influence model. For a
description of each variable see Table 4.1.
1: for all t ∈ T do
2: draw φt ∼ Dir(αφ)

3: for all c ∈ C as cited role do
4: draw θc ∼ Dir(αθ)
5: // Generate content w according to LDA:
6: for all words w′c,i ∈ c do
7: draw topic T ′c,i ∼ Multi(θc)
8: draw word W ′c,i ∼ Multi(φT ′c,i)
9: for all d ∈ D as citing role do

10: draw γd ∼ Dir(αγ)

11: for all words wd,i ∈ d do
12: draw citation Cd,i ∼ Multi(γd)
13: draw topic Td,i ∼ Multi(θCd,i)
14: draw word Wd,i ∼ Multi(φTd,i)

The joint distribution of the plain citation influence model is given by

p(W,W′,T,T ′,C|αφ, αθ, αγ , ·)

=
∏
t̃∈T

ˆ
∏
d∈D

∏
∀i

Td,i=t̃

p(Wd,i|φt̃)
∏
c∈C

∏
∀i

Tc,i
′=t̃

p(W ′c,i|φt̃)

 · p(φt̃|αφ) dφt̃

·
∏
d̃∈D

ˆ (∏
∀i
p(Cd̃,i|γd̃, L(d̃))

)
· p(γd̃|αγ , L(d̃)) dγd̃

·
∏
c̃∈C

ˆ
∏
∀i
p(T ′c̃,i|θc̃) ·

∏
d∈D

∏
∀i

Cd,i=c̃

p(Td,i|θc̃)

 · p(θc̃|αθ) · dθc̃
One advantage of defining the dedication via topics rather than words is the automatic
resolution of synonyms and grammatical inflections while considering polysems.
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Table 4.1.: Notation for the plain citation influence model. Variables in the cited
plate are denoted with prime.

Symbol Description

C, c cited publication

d citing publication

θ shared topic mixture associated with a cited publication

φ characteristic word distribution for each topic

γ distribution of citation influences

W ’, W words in cited, citing publications respectively

T ’, T topic assignments of tokens in cited, citing publications respectively

α Dirichlet / beta parameters of the multinomial / Bernoulli distributions

4.4.1.1. Bipartite Citation Graph

In general, publications in a citation network have both incoming and outgoing links,
i.e., appear both in a cited and citing role. In contrast, an assumption of the model
is that a publication is either cited or citing but not both. In order to apply the
model, nodes in the citation graph are duplicated to yield a bipartite graph that
consists of two disjoint node sets D and C.

Definition 4.5 (Bipartite citation graph). A given citation graph (N,E) is trans-
formed into a bipartite graph with node sets D ⊂ N and C ⊂ N, where D contains
only nodes with outgoing citation links (the citing publications) and C contains nodes
with incoming links (the cited publications). Publications in the original citation
graph with incoming and outgoing links are represented as two nodes d ∈ D and
c ∈ C in the bipartite citation graph so that D ∩ C = ∅.

This is motivated by the Markov assumption that only the cited publications influence
a citing publication, but not their ancestors.
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4.4.2. Mutual Influence of Parameters

The generative process of the citation influence model suggests that topic mixtures
θc are independent from contents of citing publications, and is neither influenced by
the citation mixture γd nor by ancestral publications.

In contrast, at inference time, these parameters and random variables T , T ′, and C
are latent and thus, all word and link observations have a (possibly weak) influence
on all parameters of the model.

4.4.2.1. Shared Topic Mixtures

Each word i in each citing publication d is associated with a belief Cd,i on which
cited publication c influenced the word. For example, let there be a cited publication
c which is cited by two publications d1 and d2. To be specific, the topic mixture θc
is not only about all words in the cited publication c but also about some words
in d1 and d2. Topic mixture θc is influenced by its own contents with probability
one, i.e., p(T ′c,i ∼ θc) = 1, and influenced by citing content with probability p(Td,i ∼
θc) = p(Cd,i = c) depending on the configuration of latent variables Cd,i. For that
reason, we call the θ a shared topic mixture.

We study the circumstances under which the model would infer a high influence
between two publications. For that we integrate over topics t and inspect the
distribution of variables Cd,i. This follows from the joint distribution as in Equation
4.3.

p(Cd,i = c|Wd,i = v, γ, φ, θ) ∝
p(c|γd)

(∑
t∈T p(t|θc) · p(v|φt)

)∑
c̃∈L(d)

(
p(c̃|γd)

∑
t̃∈T p(t̃|θc̃) · p(v|φt̃)

) (4.3)

Consequently, the configuration of the latent topic Td,i and citation indicators Cd,i
is likely to point to a cited document c if topic mixture θc has a high mass for topics
t, that in turn have high probability for the observed citing word token Wd,i = v.

During inference, the model identifies which words co-occur with edges towards a
cited publication, which is a modeling assumption motivating various models treating
links as vocabulary (Erosheva et al., 2004; Cohn and Hofmann, 2000).
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4.4.2.2. Influence of Bibliographic Coupling

Consider a partitioning W of observations Wd,i ∪W ′c,i =
⋃
c̃∈CWc̃ according to the

citation c they are associated with. Due to the sparse Dirichlet parameters αθ and
αφ, word distributions φ are favored that explain each set Wc using only few sparse
distributions φ. This in turn encourages partitions where the sets Wc contain many
re-occurring words.

Topic indicating random variables Td,i in citing documents are likely to be generated
from topic mixtures θc, if the word v = Wd,i is already contained in Wc. Because of
this, documents d1 and d2 which are bibliographically coupled via c can introduce
words into Wc that are not contained in the cited document itself.

For instance, the research paper “Latent Dirichlet Allocation” does not contain the
term “probabilistic topic model,” by which it is referred to in citing research papers.
If another document d3 that cites c as well, contains rather words that d1 and d2

contributed to Wc (say, “probabilistic topic model”) significant influence between
c and d3 will be detected during inference. Especially in presence of text artifacts
such as OCR errors, undetected ligature symbols, and truncation, such indirect
co-occurrence patterns have the potential of improving the prediction performance.

4.4.2.3. Influence via Duplicated Publications

A property of the LDA model is that whenever the same word v occurs with the
same context, both word observations are likely to be associated with the same topic.

Subsection 4.4.1.1 introduced the duplication of publications if they occur in both
the cited and citing role. One may object that this Markov assumption is blocking
the influence of observed ancestors on the inference process. This is not true, as
both duplicates contain exactly the same words and—as in LDA—such extreme
co-occurrence patterns will encourage that the same topics are assigned to both
duplicates. This way, the influence of an ancestral publication on the topics Td,i
of an intermediate publication d will be carried over to the cited duplicate c and
influence inference in descendant publications.
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Figure 4.2.: Citation influence model with own topics as directed factor graph.

This way, the citation influence model accounts for vocabulary that evolves over time.
Time information are not given explicitly, but are only based on a time-dependent
ordering as provided by DAG-structured citation graphs.

4.4.3. Variation: Citation Influence Model with Own Topics

Since the plain citation influence model enforces each word in a citing publication
to be associated with a cited publication, words in a citing publication that do not
fit well to word clusters Wc of cited publications, will be associated to one of the
citations randomly. As an implication, this introduces new words and associated
topics to the cluster Wc that should be rather considered as noise. Such noise
potentially lead to cascading effects and may impede prediction quality. In addition,



84 CHAPTER 4. QUANTIFYING THE INFLUENCE OF CITATIONS

Table 4.2.: Further notation used in the citation influence model with own topics.

Symbol Description

ψ innovation topic mixture of a citing publication

λ parameter of the coin flip, choosing to draw topics from θ or ψ

S indicates whether the topic of a citing publication is drawn from

inheritance or innovation

it is not possible to model innovation (i.e., emergence of new topics) in the plain
citation influence model.

The citation influence model with own topics is designed to overcome these limitations.
The generative process is given in Algorithm 4.2 and depicted in Figure 4.2. The
process provides the flexibility to explain the topic Td,i in a citing publication either
by inheritance from a citing publication θc (the shared topics, Algorithm 4.2 lines
17, 18) or from it’s own topic mixture ψd that models innovative aspects (lines 20,
21). The choice is modeled by a flip of an unfair coin Sd,i ∼ Bern(λ). The coin
parameter λ is learned along with other variables, and given an asymmetric beta
prior αλ = (αλθ , αλψ) which prefers inheritance.

Estimates of parameter γd yields a measure for the strength of influence of citations
c ∈ L(d) on the citing document d.
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Algorithm 4.2 Generative process of the citation influence model with own topics.
1: for all t ∈ T do
2: draw φt ∼ Dir(αφ) ranging over the vocabulary V.
3: for all cited c ∈ C do
4: draw topic mixture θc ∼ Dir(αθ) ranging over topics T .
5: // Generate content w according to LDA:
6: for all words wc,i ∈ c do
7: draw topic T ′c,i ∼ Multi(θc)
8: draw word W ′c,i ∼ Multi(φT ′c,i)
9: for all citing d ∈ D do

10: draw γd ∼ Dir(αγ) ranging over L(d).
11: draw λd ∼ Beta(αλθ , αλψ)

12: draw ψd ∼ Dir(αψ) ranging over topics T .
13: for all words wd,i ∈ d do
14: draw coin toss Sd,i ∼ Bern(λd)

15: if Sd,i = 0 then
16: // Generate token by inheritance:
17: draw a cited publication Cd,i ∼ Multi(γd).
18: draw topic Td,i ∼ Multi(θCd,i) from the cited document’s topic mixture.
19: else if Sd,i = 1 then
20: // Generate token by innovation:
21: draw topic Td,i ∼ Multi(ψd) from the own topic mixture.
22: draw word Wd,i ∼ Multi(φTd,i)
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Integrating out the multinomial and Bernoulli parameters, the generative process
yields the joint distribution in Equation 4.4, with all integrals having a closed form
solution.

p(W,W′,T,T ′,C,S|αφ, αθ, αγ , αλθ , αλψ , αψ, ·) (4.4)

=
∏
t̃∈T

ˆ
∏
d∈D

∏
∀i

Td,i=t̃

p(Wd,i|φt̃)
∏
c∈C

∏
∀i

Tc,i
′=t̃

p(W ′c,i|φt̃)

 · p(φt̃|αφ) dφt̃

·
∏
d̃∈D

ˆ (∏
i

p(Sd̃,i|λd̃)

)
· p(λd̃|αλθ , αλψ) dλd̃

·
∏
d̃∈D

ˆ
 ∏

∀i
Sd̃,i=1

p(Td̃,i|ψd̃)

 · p(ψd̃|αψ) dλd̃

·
∏
d̃∈D

ˆ
 ∏

∀i
Sd̃,i=0

p(Cd̃,i|γd̃, L(d̃))

 · p(γd̃|αγ , L(d̃)) dγd̃

·
∏
c̃∈C

ˆ

∏
∀i
p(T ′c̃,i|θc̃) ·

∏
d∈D

∏
∀i

Cd,i=c̃
Sd,i=0

p(Td,i|θc̃)

 · p(θc̃|αθ) · dθc̃

4.4.4. Gibbs Sampling Derivation

We can derive a collapsed Gibbs sampler for the citation influence model with own
topics from the joint distribution in Equation 4.4.

In the following, we exemplify the derivation of the update equation for Cd,j ; equations
for the other variables are derived analogously. The conditional of Cd,j is obtained
by dividing the joint distribution of all variables by the joint with all variables but
Cd,j (denoted by C¬(d,j)) in Equation 4.5 and canceling factors that do not depend
on Cd,j .
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p(Cd,j = c|C¬(d,j), Sd,j = 0, Td,j = t·)

=
p(W,W′,T,T ′,C,S|αφ, αθ, αγ , αλθ , αλψ , αψ, ·)

p(W,W′,T,T ′,C¬(d,j),S|αφ, αθ, αγ , αλθ , αλψ , αψ, ·)
(4.5)

=
∏
d̃∈D

´ (∏
∀i

Sd̃,i=0
p(Cd̃,i = c|γd̃, L(d̃))

)
· p(γd̃|αγ , L(d̃)) dγd̃

´ (∏
∀i 6=j
Sd̃,i=0

p(Cd̃,i = c|γd̃, L(d̃))

)
· p(γd̃|αγ , L(d̃)) dγd̃

(4.6)

·

´
∏∀i p(T ′c,i|θc) ·∏d∈D

∏
∀i

Cd,i=c
Sd,i=0

p(Td,i|θc)

 · p(θc|αθ) · dθc
´
∏∀i p(T ′c,i|θc) ·∏d∈D

∏
∀i 6=j
Cd,i=c
Sd,i=0

p(Td,i|θc)

 · p(θc|αθ) · dθc

We derive the second fraction of Equation 4.6 (the first fraction is derived analogously).
In Equation 4.7 we detail the derivation of the numerator using shorthand αθ,∑ =∑T

t̃=1 αθ,t̃; in Equation 4.8 the denominator.

ˆ

∏
∀i
p(T ′c,i|θc) ·

∏
d∈D

∏
∀i

Cd,i=c
Sd,i=0

p(Td,i|θc)

 · p(θc|αθ) · dθc (4.7)

∝
Γ(αθ,∑)∏T
t̃=1 Γ(αθ,t̃)

·
∏T
t̃=1 Γ(#C,T (c, t̃) + #C,T,S(c, t̃, 0) + αθ,t̃)

Γ(#C(c) + #C,S(c, 0) + αθ,
∑)
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ˆ

∏
∀i
p(T ′c,i|θc) ·

∏
d∈D

∏
∀i 6=j
Cd,i=c
Sd,i=0

p(Td,i|θc)

 · p(θc|αθ) · dθc (4.8)

∝
Γ(αθ,∑)∏T
t̃=1 Γ(αθ,t̃)

·
∏T
t̃=1 Γ(#C,T (c, t̃) + #C,T,S(c, t̃, 0) + αθ,t̃ − δ(t, t̃))

Γ(#C(c) + #C,S(c, 0) + αθ,
∑ − 1)

The omission of the j’th token in the denominator yields −1, which is expressed
using the Kronecker delta δ(x, y) which is 1 iff x = y, 0 otherwise.

For random variables V1, V2, ..., Vn, the notation #V1,V2,...,Vn(v1, v2, ..., vn) = #{∀i :

V1,i = v1 ∧V2,i = v2 ∧ ...∧Vn,i = vn} counts occurrences of a configuration v1, v2, ...,
vn. For example, #D,C,S(1, 2, 0) denotes the number of tokens in document 1 that
are assigned to citation 2, where the coin result s is 0.

Numerator and denominator cancel for all but the factor where t̃ = t in Equation
4.9.

∏T
t̃=1 Γ(#C,T (c, t̃) + #C,T,S(c, t̃, 0) + αθ,t̃)

Γ(#C(c) + #C,S(c, 0) + αθ,
∑)∏T

t̃=1 Γ(#C,T (c, t̃) + #C,T,S(c, t̃, 0) + αθ,t̃ − δ(t, t̃))
Γ(#C(c) + #C,S(c, 0) + αθ,

∑ − 1)

(4.9)

=

Γ(#C,T (c, t) + #C,T,S(c, t, 0) + αθ,t)
Γ(#C,T (c, t) + #C,T,S(c, t, 0) + αθ,t − 1)

Γ(#C(c) + #C,S(c, 0) + αθ,
∑)

Γ(#C(c) + #C,S(c, 0) + αθ,
∑ − 1)

=
#C,T (c, t) + #C,T,S(c, t, 0) + αθ,t − 1

#C(c) + #C,S(c, 0) + αθ,
∑ − 1

(4.10)

Further using the reurrence property of the Gamma function Γ(x+1)
Γ(x) = x, yields

Equation 4.10. The derivation of the first factor in Equation 4.6 follows analogously
to yield the final update
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Table 4.3.: Full conditional distributions used by the Gibbs sampler for the citation
influence model with own topics.

p(C = c|C¬(d,j), d, S = 0, T = t, . . .)

=
#D,C,S(d, c, 0) + αγ − 1
#D,S(d, 0) + L(d)αγ − 1

· #c,T ′(c, t) + #C,T,S(c, t, 0) + αθ − 1
#c(c) + #C,S(c, 0) + Tαθ − 1

p(S = 0|S¬(d,j), d, C = c, T = t, . . .)

=
#c,T ′(c, t) + #C,T,S(c, t, 0) + αθ − 1

#c(c) + #C,S(c, 0) + Tαθ − 1
· #D,S(d, 0) + αλθ − 1

#D(d) + αλθ + αλψ − 1

p(S = 1|S¬(d,j), d, T = t, . . .)

=
#D,T,S(d, t, 1) + αψ − 1
#D,S(d, 1) + Tαψ − 1

·
#D,S(d, 1) + αλψ − 1

#D(d) + αλθ + αλψ − 1

p(T = t|T¬(d,j),W = w, S = 0, C = c, . . .)

=
#W,T (w, t) + #W ′,T ′(w, t) + αφ − 1

#T (t) + #T ′(t) + V αφ − 1

·#
c,T ′(c, t) + #C,T,S(c, t, 0) + αθ − 1
#c(c) + #C,S(c, 0) + Tαθ − 1

p(T = t|T¬(d,j),W = w, d, S = 1, . . .)

=
#W,T (w, t) + #W ′,T ′(w, t) + αφ − 1

#T (t) + #T ′(t) + V αφ − 1
·

#D,T,S(d, t, 1) + αψ − 1
#D,S(d, 1) + Tαψ − 1

p(Cd,j = c|C¬(d,j), Sd,j = 0, Td,j = t, d·)

=
#D,C,S(d, c, 0) + αγ,c − 1

#D,S(d, 0) +
∑L(d)

c̃=1 αγ,c̃ − 1
· #c,T ′(c, t) + #C,T,S(c, t, 0) + αθ − 1

#c(c) + #C,S(c, 0) + αθ,
∑ − 1

Gibbs sampling, which was introduced in Subsection 2.3.2.1, allows to learn a model
by iteratively updating each latent variable given fixed configuration of remaining
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Figure 4.3.: The filtered citation graph contains only edges which represent a sig-
nificant influence (thickness). Common topics are represented by color.

variables. The full conditional distributions, that are necessary to implement the
citation influence model with own topics are listed in Table 4.3. Depending on the
variable that is to be resampled, they are inserted into the Gibbs sampling algorithm
in Algorithm 2.1 at line 5.

Evaluating one full conditional requires only constant time, if counts such as
#D,C,S(d, c, 0) are precomputed and efficiently updated.

After the sampling chain converges (i.e., after the burn-in phase), parameters that
have been integrated out can be inferred from the count caches by averaging over
the sampling chain after convergence. For example, γ is derived in Equation 4.11
with K denoting the length of the sampling chain (omitting burn-in samples).

γ̂d(c) =
1
K

K∑
k=1

#D,C,S(d, c, 0)(k) + αγ

#D,S(d, 0)(k) + |L(d)| · αγ
(4.11)

Convergence of the chain is diagnosed as detailed in Subsection 2.3.2.2. For the
citation influence model (both variants) we use the set of edge influences for scalar
estimands f (k,m)

d,c = γ̂
(k,m)
d (c) per iteration k and chain m.
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Table 4.4.: Words in the abstract of the research paper “Latent Dirichlet Alloca-
tion” are assigned to citations. The probabilities in parentheses indicate
p(w, c|d, ·).

Cited Title Associated Words γ̂

Probabilistic Latent
Semantic Indexing

text(0.04), latent(0.04), modeling(0.02),
model(0.02), indexing(0.01),
semantic(0.01), document(0.01),
collections(0.01)

0.49

modeling heterogeneity with
and without the Dirichlet
process

dirichlet(0.02), mixture(0.02),
allocation(0.01), context(0.01),
variable(0.0135), bayes(0.01),
continuous(0.01), improves(0.01),
model(0.01), proportions(0.01)

0.25

Introduction to Variational
Methods for Graphical
Methods

variational(0.01), inference(0.01),
algorithms(0.01), including(0.01),
each(0.01), we(0.01), via(0.01)

0.22

4.5. Experimental Evaluation

The experiments are conducted on a subset of the CiteSeer data set,1 using abstract,
title, and citation information. The subset contains the publication under study
with its cited and citing publications. In Section 4.5.1 the citational vicinity of one
research paper is exemplarily analyzed. In Section 4.5.2, the prediction performance
is evaluated on influence labels provided by domain experts.

4.5.1. Narrative Evaluation

In order to explore the behavior of the citation influence model with own topics, we
analyze the citational vicinity of the LDA paper (Blei et al., 2003) with the citation
influence model. The input document collection consists of the paper along with
two levels of citations in each direction. The model is trained with hyperparameters

1http://citeseer.ist.psu.edu/oai.html; subset available at http://www.mpi-inf.mpg.de/~dietz/citinf.html
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αφ = 0.01, αθ = αψ = 0.1, αλθ = 3.0, αλψ = 0.1, αγ = 1.0 and 30 topics. The
citation graph is filtered to only contain edges with an influence value γd(c) > 0.05.
Figure 4.3 shows an extract of a visualization created by the graphviz tool dot.2

In contrast to an unfiltered graph, the significantly influencing papers can be identified
at the first glance.

The model correctly identifies the influencing work on Dirichlet processes and
variational inference as well as the relatedness to pLSA, PCA, and variational
methods. It also infers possible application areas such as querying music and
taxonomy learning.

The topic proportions are included in the visualization via a topic spectrum bar.
Each of the 30 topics is represented by a unique color.

Table 4.4 lists the three most influential cited references and the words assigned to
them.

4.5.2. Prediction Performance

For an evaluation against ground truth data we asked authors to manually label the
strength of influence of papers they cited on the following Likert scale:

xx “This citation influenced the publication in a strong sense, such as an
approach that was built upon and refined.”

x “This citation influenced the publication, such as very strongly related
work.”

o “This citation did not have a strong impact on the publication, such as
references basic research, other remotely related approaches, or other
application domains.”

oo “This citation had no impact on the publication at all.”

? “I can not judge the influence.” or: “I have no opinion about this citation.”

2Available at http://www.graphviz.org
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Cit Inf Own: Citation influence model with own topics introduced in Subsection
4.4.3 with hyperparameters αφ = 0.01, αθ = αψ = 0.1, αλθ = 3.0, αλψ = 0.1,
αγ = 1.0.

Cit Inf: Plain citation influence model introduced in Subsection 4.4.1 with hyperpa-
rameters αφ = 0.01, αθ = 0.1, αγ = 1.0.

LDA-JS: Latent Dirichlet allocation with JS divergence introduced in Subsection
4.3.2 with hyperparameters αφ = 0.01, αθ = 0.1.

LDA-post: Latent Dirichlet allocation integrating over topics introduced in Subsec-
tion 4.3.3 with hyperparameters αφ = 0.01, αθ = 0.1.

Trivial: Latent Dirichlet allocation with word-wise topics introduced in Subsection
4.3.4.

Figure 4.4.: Compared models and reference methods.

Leaving out citations labeled with “?”, we evaluate all three decision boundaries “xx
Vs. x, o, oo,” “xx, x Vs. o, oo,” and “xx, x, o Vs. oo”.

The citation influence model and LDA heuristics are compared with a full list
given in Figure 4.4. Experiments are conducted for 10, 15, 30, and 50 topics with
hyperparameters tuned on a hold-out set.

The models are trained on a corpus consisting of the 22 labeled seed publications
along with citations (132 abstracts).

For each number of topics, we compare the models in terms of the ability to predict
the true influence strength of citations as indicated by the research experts on the
Likert scale. The prediction performance of the influence parameter γ is measured
by ROC-AUC (Area Under the Receiver-Operator Curve). The ROC-AUC values
for all three the decision boundaries are averaged to yield a quality measure for each
citing publication. Unlabeled citation links as well as those marked with “?” are
excluded from the evaluation.
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Figure 4.5.: Predictive performance of the models. The error bars indicate the stan-
dard error of the ROC-AUC values averaged over the citing publications.

The predictive performance of the models is analyzed by averaged ROC-AUC for
the test set of 22 manually labeled citing publications. The results are presented in
Figure 4.5. Error bars indicate the standard error. We perform paired-t-tests for
models trained with 15 topics with a significance level α = 5%. This reveals that
the citation influence model with own topics is always significantly better than the
LDA-post heuristic (even for 15 topics). In contrast to this, the own topics variant
is not necessarily significantly better than the plain citation influence model, which
in turn is not necessarily significantly better than the LDA-post heuristic. For 30
and 50 topics, where LDA starts to degenerate, the plain citation influence model
shows a significant improvement compared to the LDA-post heuristic. Furthermore,
the LDA-JS heuristic is always slightly below the LDA-post heuristic in predicting
citation influences.

The citation influence model with own topics achieves the same performance as
the trivial model, which does not require Gibbs sampling and thus computes much
faster. It is remarkable, that other models are outperformed by the trivial model by
a large margin. One possible explanation for the success of the trivial model is that
the terminology that indicates high influence is preserved in research abstracts and
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titles.

However, the trivial model does not provide a summarization of the topical influences
that would allow for visualizations as in Figure 4.3. Given the results of the study,
the citation influence model with own topics is the well suited for this task.

4.5.3. Topic Similarity in Duplicated Publications

The citation influence model treats the cited and the citing duplicate of the same
publication as independent of each other. The only coupling factor is the distribution
over topic specific words φ.

We want to know whether the model assigns similar topic mixtures to the duplicated
publications, despite their assumed conditional independence. For all duplicated
publications, we compare the topic mixtures of both versions via the Jensen-Shannon
Divergence. The average divergence between duplicated publications is 0.07, which
is very low compared to the average divergence between other topic mixtures which
is 0.69, demonstrating the conjecture elaborated in Subsection 4.4.2.3.

4.5.4. Runtime Performance and Convergence

In addition to the improved prediction performance, the Gibbs sampling inference
for the citation influence with own topics requires only 46 minutes and thus, is faster
than the plain variant which requires three hours for 30 topics. This is remarkable,
since the “own topics” variant includes additional random variables Sd,i and thus
requires more computation per iteration.

The speed-up is is due to improved convergence of the Gibbs sampler’s Markov chain.
For the experiment, five chains are run in parallel until all chains achieve a potential
scale reduction factor R̂ of 1.1 or less. The convergence over iterations is presented
in Figure 4.6, where the potential scale reduction factored is measured every 20
iterations.

For the citation influence model with own topics the stopping criterion is reached after
17000 iterations, for the plain variant after 55820 iterations, which is approximately
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Figure 4.6.: Gibbs sampling convergence of citation influence model with (blue) and
without (orange) own topics.

three times as many. Relaxing the convergence threshold to R̂ = 1.2 still yields
faster convergence for the “own topics” variant.

A possible explanation is that words in citing documents that do not fit well to
any of the word clusters Wc are randomly re-assigned to citations. Such random
assignments influence the variance among the scalar estimands f (k,m)

d,c = γ̂
(k,m)
d (c) as

well as the prediction performance.

4.6. Conclusion and Outlook

We developed the citation influence model which models the influence of citations in
a collection of publications. Despite the conditional independence assumptions of
the generative process, when reversing the model assumptions during inference, we
see that:

• Topic mixtures θ are shared by neighboring publications,

• Bibliographically coupled publications influence the word distributions φ to
reveal evolving terminology, and



4.7. IMPACT ON THE RESEARCH COMMUNITY 97

• Indirect influence between ancestral and descendant publications are leveraged
during inference.

The plain citation influence model is derived from two instances of LDA by adding
what we think is the minimum number of random variables necessary. The topic
mixture is shared between citing and cited papers, an influence parameter deter-
mines how the cited papers are blended into the citing document. The expected
configuration of influence parameter γ is computed averaging over Gibbs samples.
In the citation influence model with own topics, variables are added to accommodate
two alternative ways in which each word’s topic is generated. It is either inherited
as in the plain variant, or is one of the paper’s own innovative topics.

We compared the citation influence models and post-hoc heuristics on latent Dirichlet
allocation against manually annotated citations. Based on the averaged ROC-AUC
measure, we conclude that among the topic models, the citation influence model
with own topics provides the most accurate rankings. The number of co-occurring
words gives rise to a better predictor called the trivial model, but does not lend itself
to understanding the topics for which the citation was made.

We see potential, that the strength of influence improves accuracy in methods
originally working on unweighted graphs, such as identification of communities,
authorities and hubs, or learning of distance metrics.

4.7. Impact on the Research Community

Since the publication of the citation influence model in 2007, many researchers
elaborated on various ideas of the paper.

Some follow up work aims to circumvent the duplication of nodes in the graph.
Sun et al. (2008), He et al. (2009) and B’ıró et al. (2009) avoid the duplication
in allowing citing publications to only inherit from innovative topics of citations,
thereby neglecting indirect influences from ancestral publications which have a strong
impact on the inferred topic configurations as discussed in Subsection 4.4.2.3. The
modified model is then applied to web page classification with topic features (Sun et
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al., 2008), tracking the evolution of research topics (He et al., 2009), and web spam
detection (B’ıró et al., 2009).

In Chapter 5, we discuss an alternative approach that also circumvents the duplication
while keeping ancestral influences.

Guo et al. (2010) extend the citation influence model to allow for indirectly cited
publications in the citation mixture γ. Our original citation influence model uses a
fixed symmetric Dirichlet prior αγ with dimensionality L(d). The extensions factors
in indirect citations by letting αγ range over all publications in the corpus, where
the component for publication c in αγ is modeled by a random walk with a Bernoulli
decay on the citation graph starting with the citing document d.

Gruber et al. (2008) model links between hypertext documents, following up on the
idea of having a link-mixture that is balanced with non-shared (innovative) text
passages. Instead of inheriting the topic to generate the word, Gruber et al. propose
to draw two topics, one from the citing and one from the selected cited document.
A match in both topics explains the presence of the link, unmatching topics explain
absence of the link.

Nallapati et al. (2008) followed up on the idea of duplicating documents to yield
a bipartite graph to assume different generative sub-processes for cited and citing
publications.

Shaparenko and Joachims (2009) build on the idea that the copy process indicates
strong relationship. Their approach aims to find original contributions in an corpus
where references are not explicitly given.

Kataria et al. (2010) and Tang et al. (2009) each propose a model that further
distinguishes between text surrounding citations (to be explained by shared aspects)
and the remaining text, which is explained by plain latent Dirichlet allocation.

Shafiei (2009, Chapter 5) provides a qualitative study on the citation influence model
(called Latent-Link-Topic-Model-1) and the hyper text topic model (Gruber et al.,
2008) called Latent-Link-Topic-Model-2.

Mimno and McCallum (2008) propose a discriminative schema for metadata (e.g.,
authors or citations) based on Dirichlet-multinomial regression (DRM). The experi-
mental study compares the DRM to citation influence with own topics and LDA
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on papers related to conferences on artificial infelligence collected by Rexa. Both
approaches yield comparable results for citation recall task, and the citation influence
model yields better performance on empirical log likelihood for held-out data than
both DRM and LDA.
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Chapter 5.

Shared Tastes in Social Networks

5.1. Introduction and Problem Statement

Many online community platforms such as LibraryThing, Zune Social, last.fm, flickr,
and CiteULike store data about users, friend relationships between users, and items
users interact with. Depending on the usage scenario, items may be books, songs,
pictures, or scientific publications, respectively. It is widely assumed that people
tend to gather in groups of shared interests, where such interests drive friendships
and friendships drive interests.

Many platforms allow users to subscribe to items of their friends. This functionality
may be unsatisfactory if the friend has diverse interests (e.g., likes rock and jazz), of
which only some are shared with the subscribing user (who likes jazz and classical
music). Clearly, the common taste is jazz in the example. The user will be frustrated
if too many non-matching items such as, in this case, rock songs are suggested.
Re-weighting the friend’s item list to match the common taste will improve the user
experience. Unfortunately, the shared taste of a friendship is typically not known.

This work focuses on unsupervised inference of shared interests—tastes or topics—T
given a social network.

Definition 5.1 (Content-enriched social network). Let nodes n ∈ N in the social
network refer to users and let edges E refer to online friendships between users. In
addition, each node is associated with a set of items C(n) from a common item
vocabulary V, e.g., tags or songs.

101
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Problem 5.2. Given the content-enriched social network (N,E, C), the goal is to
learn shared topics T that follow human intuition. The topics are evaluated according
to their ability to predict held-out user interactions, such as membership in a user
group and users recommending items to their friends.

In some application areas, item groupings such as genres are available from a catalog.

Definition 5.3 (Item grouping). An item grouping refers to a binary relation
between the set of items V and a set of groups G. For each group g we denote items
in the group by x ∈ g where g ⊆ V

In many social applications item groupings are unavailable or expensive to acquire.
In this case the automatic identification of typically shared tastes is very helpful.
On data sets where item groupings are available, we study whether automatically
derived shared tastes provide an even better alternative. Furthermore, it is evaluated
whether available item groupings can be exploited to improve prediction results.

In the following, we discuss topic models that either learn individual or shared topic
mixtures.

Definition 5.4 (Individual topic mixture). Topic mixtures that describe contents
of a single node n ∈ Nare called individual topic mixtures and are denoted by θ.

Definition 5.5 (Shared topic mixture). Topic mixtures that describe contents of
several nodes N ⊆ N (at least partially) are called shared topic mixtures denoted by
λ.

5.2. Related Work

Recently, extensions for latent Dirichlet allocation (Blei et al., 2003) have been
applied to different kinds of data with underlying graph structure and studied in a
broad range of prediction problems. For instance, the author-topic model (Rosen-Zvi
et al., 2004) is designed for a setting where one item set is shared among several
nodes, which targets the opposite of our problem setting.
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Figure 5.1.: Stochastic blockmodel as directed factor graph.

Although originally developed to solve other problems, mixed-membership stochastic
blockmodels (Airoldi et al., 2008; Nallapati et al., 2008) and the citation influence
model (Chapter 4) incorporate notions of sharing in a topic model, as we detail in
the following.

5.2.1. Stochastic Blockmodels

Mixed-membership stochastic blockmodels (Airoldi et al., 2008) were originally
developed for the link prediction task. The model infers a set of latent groups from
presence and absence of edges. Pairwise Link-LDA (Nallapati et al., 2008) and the
relational topic model (Chang and Blei, 2010) combine the blockmodel approach for
the network with latent Dirichlet allocation for the content.

Blockmodel extensions, such as Pairwise Link-LDA, build on the assumption that
textual content of nodes and link structure between nodes are observed, in order
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to find topics that explain both the content and the link structure well. As a
consequence, such topics reflect the network structure and we evaluate whether they
match common interests.

In this work we study a blockmodel in spirit of Pairwise Link-LDA with correction
for rarity of interactions proposed by Airoldi et al. (2008). The generative process
assumes that some topics are more often observed with links than others, quantified
by the topic compatibility matrix η of Bernoulli parameters ηt1,t2 ∼ Beta(aη, bη).
Each node is associated with an individual topic mixture θn and contents are
explained according to latent Dirichlet allocation as depicted in the directed factor
graph Figure 5.1 on the left side. The right side depicts the generation of absent
or present edges: For each pair of nodes (n1, n2), topics Tn1 ∼ θn1 , Tn2 ∼ θn2 are
drawn from either topic mixture. The presence/absence of an edge is explained by
a coin trial [(n1, n2) ∈ E] ∼ Bern(ηTn1 ,Tn2

) that depends on the topic compatibility
matrix η.

Airoldi et al. point out that absence of edges may also be due to rarity of interactions.
This can be corrected by further including a coin trial Rn1,n2 ∼ Bern(ρ) per node-pair
with parameter ρ ∼ Beta(aρ, bρ). Depending on the outcome Rn1,n2 , the absence
of edge (n1, n2) is explained by topic incompatibility or a different, unobserved
sub-process.

Priors of the topic compatibility η can be configured to favor edges between the
nodes of the same topic by using a Beta prior with aη > bη for diagonal entries
ηt1=t2and aη < bη for off-diagonal entries ηt1 6=t2 . Such a setting will find communities
(cf. Definition 4.4) with the same topic.

5.2.1.1. Shared Taste Prediction with Blockmodels

As the blockmodel is designed for the link prediction task, the model has no notion
of topics that are shared by two linked nodes. After inference, the underlying shared
taste of a present edge e = {u, f} can be computed as in Equation 5.1, where
diagonal topic compatibility ηt,t indicates which topics are more likely to introduce
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Symbol Description

θ Individual topic mixture of a node.

T Topic for items or edge interactions.

φ Item distribution for each topic.

η
Array of Bernoulli parameters measuring the compatibility
between two topics.

ρ Bernoulli parameter for sparsity of interaction.

Rn1,n2 Boolean indicator, if 1, absence of the edge from n1 to n2

is explained by rarity of interactions.

Xn Observed item in contents C(n).

Table 5.1.: Notation for stochastic blockmodel.

an edge.

λ̂{u,f} = p(t = tu = tf |u, f, e)
∼∝ θ̂u(t) · η̂t,t · θ̂f (t) (5.1)

Blockmodels are designed to take the direction of an edge into account. As our prob-
lem setting is targeted towards symmetric networks, we further study a symmetric
variation of blockmodels by letting ηt1,t2 = ηt2,t1 .

5.2.2. Latent Dirichlet Allocation

Latent Dirichlet allocation (cf. Section 2.4) identifies common topics from item
collections, ignoring edges between nodes. The underlying assumption is that
repeated co-occurrence of items across different collections C(n1), C(n2), ...C(n|N|) is
a strong indicator for these items to be grouped in one topic. In the latent Dirichlet
allocation model, each node is associated with an individual topic mixture θn. Each
item X in a node’s content is explained by a topic T drawn from the node’s topic
mixture, with respect to the topic’s characteristic item distribution X ∼ φT .
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5.2.3. Shared Taste Prediction with LDA

The latent Dirichlet allocation model does not leverage edges. Nevertheless, it is
possible to obtain shared tastes after inference. In analogy to stochastic blockmodels
(Equation 5.1), shared tastes of the edge {u, f} are obtained as in Equation 5.2
assuming that each topic has the same tendency to introduce edges.

λ̂{u,f} = p(t = tu = tf |u, f)
∼∝ θ̂u(t) · θ̂f (t) (5.2)

5.2.4. LDA with Fixed φ Distribution

In some use cases, predefined item groupings such as genres are available (cf. Def-
inition 5.3). In order to judge how much estimated latent topics contribute to
the solution, we study simple heuristics to precompute φt(x). Within the LDA
framework, fixing the item distribution φ yields closed-form solution for estimating
the individual topic mixtures θ.

For an item grouping g ⊆ V we set φg to the Laplace smoothed empirical distribution
which is given in Equation 5.3, where #{x ∈ C(n)} refers to number of times item x

occurs in the contents of user n.

φg(x) ∝


∑

n∈N #{x ∈ C(n)}+ 1 x ∈ g

1 otherwise.
(5.3)

Following this pattern, we study the popularity model that has one grouping contain-
ing all items V, the trivial model that takes each item x ∈ V as its own grouping (in
analogy to Subsection 4.3.4), and the genre model for data sets where the application
provides item groupings, such as genres in Zune Social.

5.2.5. Citation Influence Model

The citation influence model (cf. Chapter 4) explains contents of nodes by re-using
topics of adjacent nodes, yielding topic mixtures that are shared by several nodes in
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Figure 5.2.: Citation influence model as directed factor graph.

a neighborhood.

Originally, it was designed for acyclic graph-structured data such as citation networks.
In order to obtain a generative process, nodes in the citation graph are duplicated to
yield a bipartite graph with a set of cited nodes C and citing nodes D so that edges
point from citing to cited nodes (cf. Subsection 4.4.1.1).

5.2.6. Shared Taste Prediction with Citation Influence Model

Due to the bipartite graph transformation, the model is readily applied to any graph
structure, even if it contains cycles. Regarding the undirected graph as a directed
graph with edges in both directions allows to apply the citation influence model to
data of undirected social networks.

Applying the citation influence model to the problem’s terminology yields an analogy
between citing publications D as users u and cited publications C and friends f .
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Symbol Description

λf Shared topic mixture associated with a friend f (cited
publication c), but shared by all users that are f ’s friend.

T , T ′ Topic for items.

φ Item distribution for each topic.

ψu
Distribution over friends of user u according to their
strength of influence on the user’s content.

F Friend associated with an observed item.

X, X ′ Observed item in contents of the user or friend,
respectively.

Table 5.2.: Notation for citation influence model for social networks.

Each cited / friend duplicate is associated with a topic mixture θf . The contents of
user u are explained by picking a friend f and using his topic mixture to generate
u’s contents. The directed factor graph is presented in Figure 5.2.

As a side result, the topical influence of the friend on u’s content x = C(u) can be
obtained according to Equation 5.4 from point estimates of the parameters. The
topical influence explains for which reason u wants to be friends with f and can be
interpreted as the shared taste of one direction of the friendship.

λ̂f→u = p(t|x, f)

∝
∏
i

p(xi|t) · p(t|f)

≈ φ̂t(x) · λ̂f (t) (5.4)

Besides the plain version (cf. Subsection 4.4.1), we study the citation influence model
with own topics (cf. Subsection 4.4.3), which allows the “user/citing” node to have an
additional individual topic background. Analogously, we study the analogous citation
influence model with own items which may explain some parts of the contents with
an own distribution over items.
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Symbol Description

λ{u,f} Shared topic mixture associated with the undirected edge
between users u and f .

T Topic for items.

φ Item distribution for each topic.

ψu
Distribution over friends of user u according to their
strength of influence on the user’s content.

F Friend associated with an observed item (if not explained
by “own topics”).

X Observed item in contents of the user.

Ωu Background topic mixture of the user (the own topics).
Alternatively a mixture over own items.

ε Coin parameter deciding on how much content of the user
is explained by the “own topics”

E Boolean indicator, if 1, the observed item is explained by
the “own topics” rather than the shared topics.

Table 5.3.: Notation for shared taste model with own topics.

5.3. New Model: Shared Taste Model

The main contribution of this chapter is the shared taste model (Dietz, 2009) which
associates each friendship with a shared topic mixture, from which both nodes’
contents are explained. It models the undirected graph without resorting to node
duplication as the citation influence model. In contrast to blockmodels, only present
edges are modeled, assuming probabilistic independence when edges are absent.

The shared taste model exploits the symmetric character of friendships by associating
each edge with a shared topic mixture λ. Each node is assigned a discrete distribution
over his friends ψu(f), quantifying the compatibility of the friends in terms of taste.
Each item x in a node’s content is explained by choosing one of the friends F ∼ ψu,
then a topic T ∼ λ{u,F}(t) from the common edge {u, f}. As in LDA, the item
X ∼ φT is generated from the topic’s item distribution. The full generative process
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Figure 5.3.: Shared taste model as directed factor graph.

is given in Algorithm 5.1 with a directed factor graph in Figure 5.3.

The contents of two friends u and f are explained by the shared topic mixture
λ{u,f}(t), which is given a sparse Dirichlet prior in Algorithm 5.1 line 4. During
inference, this encourages the model to use topics that fit parts of both users’ contents.
It is a priori unknown which parts of u’s and f ’s content are to be explained by the
shared topics. This introduces mutual dependency on estimation of shared topics λ
and the friend mixture ψ.

After inference, individual topic mixtures θ can be estimated as Equation 5.5 from
point estimates of the parameters by integrating over all friends.

θ̂u(t) ∝
∑
f

p(t|f) · p(f |u) ≈
∑
f

ψ̂u(f) · λ̂{u,f}(t) (5.5)
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Algorithm 5.1 Generative process of the shared taste model.
1: for all t ∈ T do
2: draw φt ∼ Dir(αφ)

3: for all {u, f} ∈ E do
4: draw shared topic mixture λ{f,u} = λ{u,f} ∼ Dir(αλ).
5: for all u ∈ N do
6: draw friend mixture ψu ∼ Dir(αψ) ranging over friends of u.
7: for all items xu,i ∈ C(u) do
8: draw friend Fu,i ∼ Multi(ψu)

9: draw topic Tu,i ∼ Multi(λ{u,Fu,i})
10: draw item Xu,i ∼ Multi(φTu,i)

5.3.1. Variations

We study the following variations on the shared taste model. First, a stronger
coupling is achieved by replacing the shared topic mixture λ{u,f} with a single shared
topic T{u,f}, which we refer to as the single shared taste model. The generative
process picks a friend F ∼ ψu and uses the shared topic T{u,F} to generate the item
X ∼ φT{u,F} .

Following up on the idea of Subsection 4.4.3, we vary both shared taste model
derivatives by allowing for own topics. The generative process of the shared taste
model with own topics further associates each node with a background coin εu ∼
Beta(aε, bε) and a background topic mixture Ωu(t). For each item, first the coin
is tossed E ∼ εu depending on the coin outcome, either a topic is drawn from the
background T ∼ Ωu to explain item X ∼ φT (E = 1) or X is explained from the
shared tastes (E = 0). For details see Algorithm 5.2 and directed factor graph in
Figure 5.4.

An alternative variation yields the shared taste model with own items in which the
background distribution Ωu(x) ranges over items V (instead of topics). Depending
on the coin trial E, the item is either drawn directly from the background X ∼ Ωu

or explained by the shared tastes.
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Algorithm 5.2 Generative process of the shared taste model with own topics.
1: for all t ∈ T do
2: draw φt ∼ Dir(αφ)

3: for all {u, f} ∈ E do
4: draw shared topic mixture λ{f,u} = λ{u,f} ∼ Dir(αλ).
5: for all u ∈ N do
6: draw friend mixture ψu ∼ Dir(αψ) ranging over friends of u.
7: draw background distribution Ωu ∼ Dir(αΩ)

8: draw background coin εu ∼ Beta(aε, bε)

9: for all item xu,i ∈ C(u) do
10: draw coin flip Eu,i ∼ Bern(εu)

11: if Eu,i = 0 then
12: // Generate from shared topic.
13: draw friend Fu,i ∼ Multi(ψu)

14: draw topic Tu,i ∼ Multi(λ{u,Fu,i}) from share topics
15: else if Eu,i = 1 then
16: // Generate from background.
17: draw topic Tu,i ∼ Multi(Ωu) from own topics
18: draw item Xu,i ∼ Multi(φTu,i)
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5.3.2. Structural Differences

All variations on stochastic blockmodel, citation influence model, and shared taste
model include notions of topic mixtures and compatibility between nodes. The main
difference lies in how topic and compatibility parameters are associated with nodes
and edges of the social network.

Consider the example social network in Figure 5.5a) with users A, B, C, and D. In
the shared taste model, edges are associated with shared topics λ, and each node u
is associated with a mixture over edges ψ. The higher the mixing weight of an edge
{u, f} in the mixture ψu the more compatible users u and f are in terms of taste.

In the citation influence model, each node is associated with a shared topic mixture
λ and a mixture of friends ψ. The higher the weight of a neighbor f in the u’s friend
mixture, the more compatible are u’s contents are with the topics of f .

The blockmodel associates nodes with individual topic mixtures θ and present edges
are explained by compatibility η of both users’ topics, where absent edges are
explained by incompatibility 1− η of topics. Thereby, absence of edges is explicitly
taken into account, penalizing association of compatible topics to unconnected nodes.

Although designed for a different purpose, the author-recipient-topic model (Mc-
Callum et al., 2007) is structurally related to the shared taste model, as both place
topic mixtures on edges. From a graph perspective, the difference is that the author
recipient model uses two topic mixtures per friendship (one per direction) where
the shared taste model uses one topic mixture for both directions. Further, the
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purpose of the author-recipient-topic model is to identify topics at a finer granularity
than authors (expecting to see different personas of a user for different recipients).
From the perspective of the author-recipient-topic model, it would not make sense to
study an “own topics” extension. The author-recipient-topic model does not model
sharing between users, and thus does not naturally give rise to a predictor on shared
interests.

5.3.3. Sparsity of Edges in Social Networks

A typical feature of social networks is that edges are sparse, i.e., the number of
present edges is small compared to the number of pairs of nodes. Further, edges may
be absent either because nodes are incompatible or because nodes did not know of
each other. The latter is called rarity of interactions (Airoldi et al., 2008) and the
parameter ρ corrects for this in Subsection 5.2.1.

In the shared taste model (and also in the citation influence), the compatibility
parameter is constrained to range over present edges only. The model assumptions
encode that absent edges give rise to probabilistic independent topics. Thus, a
configuration where two non-connected nodes have the same topic mixture would
not be penalized by the inference. In consequence, further correction for rarity of
interactions is not necessary.

5.4. Inference

Models are implemented using Infer.NET which automatically derives an inference
algorithm from a model specification as introduced in Subsection 2.3.3. Infer.NET
is configured to use Variational Message Passing (VMP) for inference.

In order to work around memory limitations in Infer.NET, we develop a chunked
VMP inference algorithm for all models under study.



116 CHAPTER 5. SHARED TASTES IN SOCIAL NETWORKS

5.4.1. Scalable Implementation

Infer.NET is quite efficient in memory and performance for flat models. For hi-
erarchical models, the memory requirements grow exponentially with the number
of levels in the hierarchy. A model with two levels z ∼ θ;x ∼ φz where z ranges
over #Z outcomes and x over #X requires memory in O(#Z ·#X · n), where n
refers to the number of observations. The models under study have up to four levels,
exceeding the 30 GB of RAM on our server. The hierarchy does not influence the
runtime performance, which, per iteration, is linear in the number of latent variables.

We design a variational message passing scheme that is scalable (memory-wise) to
reasonably sized data. Our approach is to chunk the data by users, and run some
message passing iterations on data of only one chunk at a time.

Some variables are connected to data of more than one user, e.g., share topic mixtures
λ or word distributions φ. Updates of those variables have to be synchronized
between the data chunks, mimicking the variational message passing algorithm. The
Algorithm 5.3 proceeds in multiple passes over the data chunks, using Infer.NET to
run a number of inner message passing iterations for each chunk.

The runtime performance of the chunked algorithm is still linear per iteration. A
potential side effent of the scalable implementation is a decelerated convergence.
This is because multiple passes are needed before observations in one chunk influence
parameters in a different chunk.

5.4.2. Chunked Shared Taste Model

The Infer.NET model specification for a chunked shared taste model is given in
Algorithm 5.4. It instantiates a template which is reused across user chunks, as
which is used in Algorithm 5.3.

First observations are loaded into variables, cf. Table 5.4. Then current estimates
of shared variables are synchronized, such as shared topic mixtures are loaded
into LambdaSync.FProbs[friend] and estimates for item distributions per topic
are loaded into the variable PhiSync. Hyperparameters are set as priors for the
respective variables.
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Algorithm 5.3 Meta learning algorithm using Infer.NET.

Instantiate data structures.

Build the model’s factor graph for a single node-plate.

Initialize messages.

for (numPasses in 0 ... maxPasses){

sweep = random permutation of nodes

for(node in sweep) {

Feed input messages from other node plates.

if(numPasses==0){

Initialize internal messages.

} else {

Initialize with marginal from last pass.

}

Infer marginal using Infer.NET with inner iterations.

Compute output messages towards other node plates.

}

}

The model is trained for a fixed number of inner iterations to infer marginal distribu-
tions. As the model converges, the number of inner iterations grow with the number
of passes.

While iterating within one chunk, the hyperparameter and messages from other
chunks stay constant. Before moving to the next chunk, the messages towards other
chunks are computed.

This scheme is repeated over all data chunks in several passes, as detailed in the
meta learning algorithm 5.3.
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Algorithm 5.4 Infer.NET code for chunked shared taste model.

EdgeRange = new Range(NumEdges);

ContentRange = new Range(ContentLength);

TopicRange = new Range(NumTopics);

ItemRange = new Range(VocabularySize);

// Variables to synchronize across chunks

PsiSync.InitRandomVariables(EdgeRange);

LambdaSync.InitRandomVariables(EdgeRange, TopicRange);

PhiSync.InitRandomVariables(TopicRange, ItemRange);

// Observed variables

Contents = Variable.Array<int>(ContentRange);

// Generative process for one chunk only

using (Variable.ForEach(ContentRange))

{

// Pick a friend

var friend = Variable.Discrete(PsiSync.Prob)

.Attrib(new ValueRange(EdgeRange));

using (Variable.Switch(friend))

{

// Pick a topic in common with the friend

var topic = Variable.Discrete(LambdaSync.FProbs[friend])

.Attrib(new ValueRange(TopicRange));

using (Variable.Switch(topic))

{

// Pick a item from the topic’s distribution

Contents[ContentRange] = Variable.Discrete(PhiSync.Probs[topic]);

}

}

}
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Variable Description

Contents Observed contents of the node.

ContentRange Length of contents for the node.

NumEdges Number of friends for the node.

LambdaSync

.FProbs[friend]

Current estimate of the topics shared with a friend of
the node.

PhiSync current estimate of item distributions per topic.

Table 5.4.: Notation for the chunked shared taste model.

5.4.3. Initializing Messages

The non-identifiability problem (cf. Subsection 2.4.4) applies to all models under
study.

The default settings of VMP is to initialize all messages with uniform distributions,
i.e., Dir(1, 1, 1, . . . , 1). However, as the modes are symmetrically centered, this would
initialize the optimization to a saddle point. To circumvent this issue, we initialize
with slightly perturbed messages i.e., Dir(1.03, 1.01, 1.0001, . . . , 1.05).

Despite variational message passing being a deterministic algorithm, this randomized
initialization may lead to different posterior estimates in different runs.

5.5. Experimental Evaluation

The models are evaluated on data from LibraryThing a platform for discussing books,
Zune social which is a platform to go with Microsoft’s portable music player Zune,
and citation data from CiteSeer. In each data set we learn tastes that are shared
among connected users or publications. These tastes are evaluated according to good
they inform about held out data about membership in groups, item recommendation
between users, or strength of influence of citations. Models are implemented using
Infer.NET as detailed in Section 5.4.

As in a real application hold out data for parameter tuning are typically not available,
models must not be overly sensitive to choices of hyperparameters. We did not tune
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Shared taste (ST): Plain shared taste model introduced in Section 5.3.

Shared taste own topics (STt): Shared taste model with own topics introduced in
Subsection 5.3.1.

Shared taste own items (STi): Shared taste model with own items introduced in
Subsection 5.3.1.

Single shared taste (SST): Plain shared taste model with only single topics per
edge introduced in Subsection 5.3.1.

Single shared taste own topics (SSTt): Shared taste model with own topics with
only single topics per edge as combination introduced in Subsection 5.3.1.

Single shared taste own items (SSTi): Shared taste model with own items with
only single topics per edge as combination introduced in Subsection 5.3.1.

Citation influence (CI): Plain citation influence model for social networks intro-
duced in Subsection 5.2.6.

Citation influence with own topics (CIt): Citation influence model with own top-
ics introduced in Subsection 5.2.6.

Citation influence with own items (CIi): Citation influence model with own items
introduced in Subsection 5.2.6.

For all models we set αψ = 1, αλ = 0.1, αφ = 0.01.
Own topics and own items variants have hyperparameters αΩ = 1, aε = 5.0 (back-
ground), bε = 45.0 (sharing).

Figure 5.6.: Compared models with shared topic mixtures.

hyperparameters explicitly, but hyperparameters are chosen from a range in which
all models were operating reasonably well to give every model a fair chance to yield
good performance. We use the same settings for all models and all data sets to
avoid that complicated models benefit from added degrees of freedom. For a list of
compared models and hyperparameters refer to Figures 5.6 and 5.7.
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Latent Dirichlet alloction (LDA): Latent Dirichlet allocation introduced in Sub-
section 5.2.3.

Asymmetric blockmodel (aB): Stochastic blockmodel introduced in Subsection
5.2.1.1 using additional hyperparameters for the interaction we use aη = 8,
bη = 2 on the diagonal and aη = 2, bη = 8 otherwise and for rarity of
interactions aρ = 3.25, bρ = 1.25.

Symmetric blockmodel (sB): Stochastic blockmodel with symmetric topic interac-
tions η introduced in Subsection 5.2.1 using additional hyperparameters for
the interaction we use aη = 8, bη = 2 on the diagonal and aη = 2, bη = 8

otherwise for rarity of interactions aρ = 3.25, bρ = 1.25.

Popularity (pBase): Reference method based on the popularity of items introduced
in Subsection 5.2.4.

Trivial (tBase): Reference method using item-wise topic mixtures introduced in
Subsection 5.2.4.

Genre (gBase): Reference method based on genre item groupings (only available
for Zune data) introduced in Subsection 5.2.4.

For all models we set αθ = 0.1, αφ = 0.01.

Figure 5.7.: Compared models with individual topic mixtures and reference methods.

Model evidence is monitored to detect convergence. Because perturbed initialization
affects estimation, inference is run three times with randomly perturbed initializations,
studying either averaged performance measures or evaluating the run with maximal
evidence.

5.5.1. LibraryThing

LibraryThing1 is a social networking platform centered around books. Users organize
their virtual library and wish lists using tags. The platform hosts user groups,

1http://www.librarything.com
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Figure 5.8.: Probability that a node in the LibraryThing data set is member of the
row group, given his membership in the column group. Black: high
probability; white: low probability.

providing a group-wise discussion forum and suggested reads centered around a
common subject.

We study whether the models identify the groups of a user in an unsupervised
manner, given his friend relationships and the tags he used for books in his library.
Thus, nodes N represent users, edges E represent online friendships and items V refer
to tags.

5.5.1.1. Data set

We select the ten user groups depicted in Figure 5.8. Of all the users participating
in at least one of these groups, we select a connected subgraph with 194 users and
a list of tags that were used by at least 10 different users in the subgraph. This
results in a tag vocabulary of size 748. The user groups are not part of the training
data—they only serve as a ground truth for evaluation.
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Legend

Purely Programming
Poetry Fool
Political Conservatives

Figure 5.9.: Selected user-friend graph and group membership of three groups in
LibraryThing data.

The friendship graph is given in Figure 5.9. Members of three smaller user groups
are highlighted, depicting that the data contains intra-group friendships. However,
the graph does not cluster into communities that correlate with group membership,
which is the basic assumption of many graph-based models, including stochastic
blockmodels. The groups “Crime, Thriller & Mystery” and “Science Fiction Fans”
are very popular groups in which half of the nodes participate.

Figure 5.8 visualizes p(n ∈ grow|n ∈ gcolumn) for users n ∈ N, indicating auto-
correlation among user groups. For instance, nearly all members of the “Purely
Programming” group are also in the group “Science Fiction Fans”.

As we are interested in finding the original ten user groups, we set the number of
different topics |T | to 10.
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5.5.1.2. Evaluation methods

The models predict topics p(t|n) ≈ θ̂n(t) of a user n, where the notion of a topic
induces group membership in an unsupervised manner. We evaluate by the correlation
between the predicted topics and the true held out user groups, assuming that each
user n has a uniform multinomial distribution over user groups Unif(n ∈ g) he
is a member of. The correlation between each topic t ∈ T and each group g is
measured by the Pearson correlation coefficient ρt,g over the paired observations

{θ̂n(t),Unif(n∈g)}n∈N across all users. The correlation matrix ρ of all topics versus all
groups are given in Figure 5.10a) for the shared taste model with own topics and in
Figure 5.10c) for the asymmetric blockmodel and in Figure 5.11a) for the citation
influence model with own topics.

As the correlation matrices are hard to compare quantatively, we summarize each
by one scalar number that expresses the consistency of topic-group correlation ρ
across all users. For each user n, we predict his group membership by vector-matrix
multiplication θ̂ Tn · ρ and evaluate this prediction by ROC-AUC versus the ground
truth membership. Results are given as averaged ROC-AUC values with standard
error bars in Figure 5.12 (top) and paired t-tests in Figure 5.12 (bottom).

Further, items with a high probability mass in a topic are visualized as tags clouds
in Figures 5.10b), 5.10e), and 5.11b) to qualitatively study the inferred topics.

5.5.1.3. Results

Figure 5.12 shows that variations of the shared taste model and citation influence
model perform best, the only exception being the single taste variations. Paired
t-tests with confidence level α = 5% indicate that with few exceptions both models
outperform latent Dirichlet allocation in all variations, while being not significantly
different among each other (cf. Figure 5.12 bottom, cases with significant improve-
ment are indicated in black).

For some users the groups are easier to predict than for others, which is reflected in
the averaged ROC-AUC scores being below 0.75 and the inter-quartile ranges being
rather broad, despite successful paired-t-tests. The smallest inter-quartile range
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Shared taste model with own topics
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MultiTasteIndividualTopicModel 10 tastes (run 1)

t6: Computer & Scifi t4: History & Politics

t7: Scifi & Theory t1: Fantasy & Scifi

a) Group-topic correlation b) Tag clouds according to φt

Asymmetric stochastic blockmodel
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AsymmetricStochasticBlockModel 10 tastes (run 1)
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t4

t10

t6

t9

t7

t3

Asymmetric Blockmodel: Topic Interactions

c) Topic-group correlation d) Topic compatibility η

t2: ? t8: Philosophy & Lifestyle t9: Mystery & History

e) Tag clouds according to φt

Figure 5.10.: Results of shared taste model with own topics (a,b) and asymmetric
blockmodel (c,d,e) on LibraryThing. a) and c) group-topic correlations,
b) and e) tag clouds according to φt(x), and d) topic compatibility
matrix. (Black/+: positive correlation; blue: negative correlation;
white: uncorrelated.)
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Citation influence model with own topics

t8 t6 t2 t4 t1 t7 t1
0 t9 t3 t5

Cookbookers

Crime, Thriller & Mystery

Children's Literature

Tea!

Philosophy and Theory

Political Conservatives

Purely Programmers

Science Fiction Fans

Poetry Fool

Ancient History

+ +
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+ + + + +
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CitationInfluenceTopicModel 10 tastes (run 3)

t3: computer & sci-fi 1 t10: computer & sci-fi 2

t4: Female’s readings 1 t6: Female’s readings 2

a) Group-topic correlation b) Tag clouds according to φt

Figure 5.11.: Results of citation influence model with own topics on LibraryThing.
a) group-topic correlations, b) tag clouds according to φt(x). (Black/+:
positive correlation; blue: negative correlation; white: uncorrelated.)

(IRQ) is achieved by the plain citation influence model with IRQ = [0.6,0.9], that is,
the middle half of data points still covers 30% of the possible AUC-ROC scores.

Both the citation influence model with and without own topics obtain similar
performance when evaluating on runs with maximal evidence. However, the averaged
performance indicates that the “own topics” variation improves robustness against
misleading initializations.

With single taste extension being an exception, all variations on the shared taste
model perform equally well in all cases.

For the shared taste model with own topics, the correlation between groups and
topics yields strong pro- and anti-correlation patterns (Figure 5.10a). The model
re-discoveres the fact that members of the “Purely Programming” group are also
members of “Science Fiction Fans” (cf. Figure 5.8) both correlating with topics t6
and t7. Nevertheless, the tag clouds in Figure 5.10b) indicate a clear separation into
science fiction (t7) and computer science (t6). The same holds for groups “Ancient
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history” (related to t4) and “Science Fiction Fans” (t7).

The citation influence model with own topics performs slightly better than the shared
taste model in Figure 5.12, although not sigificant. Topic t10 and t3 of the citation
influence model both correlate with “Purely Programming” and “Science Fiction
Fans”. Inspecting the tag clouds does not yield a clear separation as with the shared
taste model. Further, the citation influence model identifies a broad range of female
interests with different focus in topics t6, t4, and t2. It seems yield topics with a
tendency towards blockwise correlation patterns.

The stochastic blockmodel performs as well as latent Dirichlet allocation, but not as
good as shared taste and citation influence models. A possible explanation is that
blockmodels would benefit from graphs that cluster into communities of user groups,
which is not the case in this data set (cf. Figure 5.9). As asymmetric and symmetric
blockmodels perform similar with respect to group-topic correlation, we detail only
the asymmetric variant. Comparing group-topic correlation (Figure 5.10c) with the
posterior of the topic compatibility η (Figure 5.10d) indicates that high off-diagonal
compatibility ηt1,t2 occurs when the topics correlate with one common group, but
have disagreeing positive/negative correlation in some cases. For instance, η indicates
a strong positive interaction between topic 2 and 8, where topic 2 correlates with
“Philosophy and History” but not with “Purely Programming” and topic 8 that is
about philosophy and programming but not history. The tag clouds in Figure 5.10e)
mix various aspects together while the most dominant topic t2 does not follow human
intuition. The model has the option of explaining friendships across topics, and thus
is less encouraged to identify shared tastes. This possibly explains the moderate
performance and weaker topic-group correlation patterns.

In the study, the single shared taste model performs worst, with the topic and item
background variants yielding improved performance over the plain variant; the latter
being comparable to latent Dirichlet allocation. Inspecting which tags discriminate
between the estimated φ distributions, we found that the plain single taste model
yields only one discriminating item per topic (based on a threshold of φt(x)∑

φ(x) > 0.75).
This is not the case for other shared taste variants. Restriction to only one topic per
friendship presumably promotes artifacts in the item distributions φ.

The reference methods based on popular items and individual items yield ROC-AUC



128 CHAPTER 5. SHARED TASTES IN SOCIAL NETWORKS
Legend

●

●

●

●

●

●

●

●

●

Shared taste (ST)
Shared taste own topics (STt)
Shared taste own items (STi)
Latent Dirichlet allocation (LDA)
Popularity (pBase)

Citation influence (CI)
Citation influence own topics (CIt)
Citation influence own items (CIi)
Trivial (tBase)
Genre (gBase)

Single shared taste (SST)
Single shared taste own topics (SSTt)
Single shared taste own items (SSTi)
Symmetric blockmodel (sB)
Asymmetric blockmodel (aB)

●

●

●

●

●

●

●

Base ST SST CI B

0.
5

0.
6

0.
7

R
O

C
−

A
U

C

max evidence

a) LibraryThing

model derivatives (topics = 10)

●

●

●

●

●

●

●

Base ST SST CI B

averaged

●

●

● ●

●
●

●

●

●

●

●

●
●

● ● ●
● ●

●

●

4 6 8 10 12 14 16 30 40 50

0.
45

0.
55

0.
65

0.
75

b) Citation Influence

topics

●

● ●

●

●

● ● ● ● ●

●

●

●

●

●

●

●
●

●

●

● ● ● ● ●

●
●

●
●

●

5 10 15 20 25

0.
66

0.
68

0.
70

0.
72

0.
74

d) Zune Listening

topics

R
O

C
−

A
U

C

●

●

●

●

●

● ● ● ● ●

●

●

● ●

●

● ●

●

●

●

● ● ● ● ●

●

●

●

●

●

● ● ● ● ●

5 10 15 20 25

0.
35

0.
40

0.
45

0.
50

0.
55

0.
60

e) Zune Recommendation

topics
LDA ST STt STi CI CIt CIi LDA ST STt STi CI CIt CIi

CIi

CIt

CI

STi

STt

ST

LDA

max evidence                       averaged

c) LibraryThing paired t−tests

be
tte

r 
m

od
el

Legend

●

●

●

●

●

●

●

●

●

Shared taste (ST)
Shared taste own topics (STt)
Shared taste own items (STi)
Latent Dirichlet allocation (LDA)
Popularity (pBase)

Citation influence (CI)
Citation influence own topics (CIt)
Citation influence own items (CIi)
Trivial (tBase)
Genre (gBase)

Single shared taste (SST)
Single shared taste own topics (SSTt)
Single shared taste own items (SSTi)
Symmetric blockmodel (sB)
Asymmetric blockmodel (aB)

●

●

●

●

●

●

●

Base ST SST CI B

0.
5

0.
6

0.
7

R
O

C
−

A
U

C

max evidence

a) LibraryThing

model derivatives (topics = 10)

●

●

●

●

●

●

●

Base ST SST CI B

averaged

●

●

● ●

●
●

●

●

●

●

●

●
●

● ● ●
● ●

●

●

4 6 8 10 12 14 16 30 40 50

0.
45

0.
55

0.
65

0.
75

b) Citation Influence

topics

●

● ●

●

●

● ● ● ● ●

●

●

●

●

●

●

●
●

●

●

● ● ● ● ●

●
●

●
●

●

5 10 15 20 25

0.
66

0.
68

0.
70

0.
72

0.
74

d) Zune Listening

topics

R
O

C
−

A
U

C

●

●

●

●

●

● ● ● ● ●

●

●

● ●

●

● ●

●

●

●

● ● ● ● ●

●

●

●

●

●

● ● ● ● ●

5 10 15 20 25

0.
35

0.
40

0.
45

0.
50

0.
55

0.
60

e) Zune Recommendation

topics
LDA ST STt STi CI CIt CIi LDA ST STt STi CI CIt CIi

CIi

CIt

CI

STi

STt

ST

LDA

max evidence                       averaged   

          paired t−tests

be
tte

r 
m

od
el

Figure 5.12.: Group-topic correlations on LibraryThing in ROC-AUC (higher is
better) and results of paired-t-tests (Black: significant improvement
with α = 5%).
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scores of 0.5 or less on this data set.

5.5.2. Zune Social

Microsoft’s portable music player Zune comes with access to the platform Zune Social.
The platform allows users to interact with other users, for instance by recommending
songs to friends, and to synchronize the player for offline use.

5.5.2.1. Data Set

We selected a connected subgraph of Zune’s friendship graph containing 100 connected
users N and limiting the item vocabulary V to 1000 randomly chosen artists. User’s
playlists of one month are used as contents.

The sub-sample is selected by a Metropolis-Hastings sampler of Gjoka et al. (2011)
that conserves properties of scale-free networks.

5.5.2.2. Evaluation Methods

First, we evaluate which models capture the individual taste of a user best in
comparison to held out playlists of the following month as test data. The individual
taste of a user u is used to predict a ranking of future items using the scoring function
in Equation 5.6 with θ̂ being the individual topic mixture as obtained by Equation
5.5.

scoreListen (x|u) ∝
∑
t

θ̂u(t) · φ̂t(x) (5.6)

The ranking is evaluated by ROC-AUC on items that are not already contained in
the node’s training contents. We make this restriction to test the model’s ability to
generalize rather than to overfit.

To evaluate how well the model identifies the common topic of a friendship {u, f}, the
items that node u actually recommended to f using the Zune software are extracted
from the two-month snapshot. A ranking of items x user u might have recommended
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Figure 5.13.: Prediction performance on artists listened to in future (left) and artist
recommended between users (right) on Zune in ROC-AUC (higher is
better).

to his friend f is predicted according to the scoring function in Equation 5.7. Only
items x which are contained in u’s contents but are new to f are reflected in the
evaluation to test generalization ability.

scoreRecomm (x|u→ f) =
∑
t

λ̂{u,f}(t) · φ̂t(x) (5.7)

Here λ refers to the shared topic mixture, which is possibly derived post-hoc as in
Equation 5.1 on page 105 and Equation 5.4 on page 108. The predicted ranking is
compared to the ground truth by ROC-AUC.

Correlation of topics with genres g ∈ G is measured by Pearson correlation coefficient
ρT,G over the paired observations {φ̂t(x),Unif(x∈g)}x∈V across the item vocabulary V .
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5.5.2.3. Results

According to the results none of the models is able to reliably outperform the
baselines. Results of a representative set of models are presented in Figure 5.13.
For predicting future items, genres yield a reliable predictor. Runner-up are latent
Dirichlet allocation, the plain shared taste model and the shared taste model with
own topics. All models fail to predict recommendations between users (ROC-AUC
< 0.6), where exploiting the genre information yields even worse performance.

One speculative explanation for the results is that most Zune users do not socially
interact with regards to items, as the main motivation to use a portable music player
is to listen to music—alone. If this is the case, edges do not provide information
that can be leveraged.

Nevertheless, we verify that both latent Dirichlet allocation and the shared taste
model with own topics identify topics that correlate well with genres. For a shared
taste model with own topics with 5 tastes, both distinguish rock music from hiphop,
soul, and contemporary R&B and identify a further cluster on electronic music as
demonstrated in Figure 5.16 top. For larger number of topics (e.g., 30 topic in
Figure 5.16 bottom), correlation tightens according to genres. While most genres
are uncorrelated, rock and hip hop genres are negatively correlated, which follows
our intuintion of fan communities.

5.5.3. CiteSeer

In a citation network, linked publications are assumed to share common research
topics. However, some publications have more in common than others. Assuming
that a publication dedicates parts of its contents to each citation led to the citation
influence model as studied in Chapter 4. As the inference of shared topics and
influence strengths depend on each other, evaluating the influence strengths implicitly
evaluates the quality of topics as well.

The shared taste model builds on quite similar assumptions, estimating influence
strengths ψ̂u = p(f |u) together with shared tastes. In this experiment we repeat the
experiment from Subsection 4.5.2, by training both models on data from CiteSeer.
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Figure 5.14.: Performance of predicted citation influences on CiteSeer data set in
ROC-AUC (higher is better).

The inferred influence strengths are evaluated versus a hold out set of manually
labeled influences.

5.5.3.1. Results

The results are presented in Figure 5.14. Although comparable to the citation
influence topic model for |T | > 16, the shared tasted model with own topics gives
improved performance on low topic dimensions. However, the plain variant of the
shared taste model performs significantly worse, demonstrating the benefits of the
“own topics” variation in this problem domain.

5.5.4. Runtime Performance and Convergence

All models are implemented using Infer.NET (Minka et al., 2009) using user-wise
chunking as detailed in Section 5.4. The algorithm performs multiple passes over
the data, processing each chunk with a number of inner message passing iterations.
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For each pass we compute the marginal training log likelihood to detect convergence.
The scheme is stopped if improvement of training log likelihood is less than 1.0.

We discuss the runtime behavior for the experiments on the LibraryThing data set
which involve 194 users (cf. Subsection 5.5.1.1). Figure 5.15 presents the CPU times
per pass and number of passes averaged over the three runs conducted for each
model. Latent Dirichlet allocation computes much faster than any other model. This
is due to several reasons, we discuss in the following.

Firstly, latent Dirichlet allocation has the fewest dependencies across chunks (that
is, only coupling via φ), where citation influence model and shared taste model have
to further synchronize the influence on the shared topic mixtures. This is reflected
in the number passes necessary to achieve convergence (10 for LDA, 20 for shared
taste and citation influence model).

Secondly, the latent Dirichlet allocation model uses fewer parameters, thus, fewer
marginals are to be estimated per iteration. And further, an issue with Infer.NET
source code generator yielded degraded performance for nested models. Both issues
are reflected in long CPU times per pass. Many performance issues will be resolved
in the next Infer.NET release, which will be reflected in the CPU time per pass.

Variations accounting for own items are generally faster than plain models and
variants with own topics. Single shared taste models often did not converge at all
and thus, were aborted after 20 passes. Ranking models according to the number
of passes, the shared taste model with own items is second after latent Dirichlet
allocation, but yields much better prediction performance.

Experiments were run a Dual-Core AMD Opteron with 2.61 GHz and 32 GB of RAM
using operating system Microsoft Windows Server 2003. The resulting inference
algorithm’s memory consumption scales to reasonably sized graphs of several hundred
nodes, even for the deeply nested models under study. A custom implementation
could scale much bigger, however the focus of this work is to compare prediction
performance rather than a real world implementation.
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Figure 5.15.: Average number of passes until convergence (top) and average CPU
time per pass (bottom) required on LibraryThing data set.
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5.6. Discussion and Outlook

This chapter introduces the shared taste model, a new generative model for inferring
shared tastes in social networks with contents. We demonstrate how the citation
influence model can be applied to the inference of shared tastes in social networks.
Different variations of both models are studied in relation to a topic model based on
the stochastic mixed-membership blockmodel, which is quite similar to the Pairwise
Link-PLSA model (Nallapati et al., 2008). All models incorporate notions of topic
mixtures and compatibility between nodes. The difference lies in how these are linked
to nodes and edges in the graph. The shared taste model is better in identifying
the common taste of one friendship in isolation, where the citation influence model
learns topics shared by a neighborhood.

The experimental study includes data sets from LibraryThing, Zune, and CiteSeer.
Prediction results on LibraryThing, a social network for discussing books, yield
interesting patterns that demonstrate the usefulness of tastes identified by the shared
taste model and background variants. None of the models was able to identify shared
tastes in the Zune data set, however, topics matched genres for the shared taste
models and latent Dirichlet allocation likewise. One possible explanation is that
most friendships are not due to a common topic, and thus the modeling assumptions
of the shared taste model do not apply. For the unsupervised prediction of citation
influences, the shared taste model with own topics needs fewer number of tastes to
perform as good as the citation influence model with own topics.

In all three experiments, the shared taste model with own topics and the citation
influence model with own topics were among the best model variants. In most cases,
the prediction performance improves when giving the model the flexibility to explain
some items by own topics or own items. Otherwise, the extra freedom does not lead
to degraded performance.

With the widespread use of Web 2.0, the Internet is becoming one large social
network where ties such as friendships, one-way subscriptions, and web-page visits
are formed according to common interests. With the increased use, an abundance
of content will be generated every day, and thus information overload will be a
major issue in our society. Inference of shared tastes, measuring the interestingness
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for a user—and respective filtering of subscriptions—will help the user to focus on
information he is ultimately interested in.
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Chapter 6.

Conclusion and Outlook

The overall goal of this thesis is to study how graph structure in a data set can be
effectively exploited in generative models. Three problem settings are considered
that all take input data with an underlying graph structure. We study various
modeling assumptions on how the input data, its underlying graph structure, and the
quantity of interest interact using the generative probabilistic modeling paradigm.
This results in three new generative models that are compared across various data
sets.

The goal of the first use case is to predict which lines of source code are defective,
given observed execution traces from passing and failing test cases. As data sets
from recorded traces are typically very large, e.g., 120 GB in the AspectJ project,
having models with fast inference algorithms is crucial. Consequently, our research
focuses on generative models that yield a closed-form predictor that does not require
iterative algorithms.

This use case yields two main observations: Firstly, the multinomial assumption,
which accounts for the number of multiple occurrences of the same code position
within an execution trace, yields worse prediction performance than a Bernoulli
assumption that only considers whether the code position was executed but not how
often. Secondly, n-gram models, i.e., models that take the preceding context of an
executed code position into account, yield better performance than unigram models.
These two insights led to a new generative model called the Bernoulli graph model,
which is a proper n-gram model with a Bernoulli assumption.
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The Bernoulli graph model significantly outperformed a Bernoulli model with n-gram
features. Further, it performs at least as well as Delta-LDA (Andrzejewski et al.,
2007), a latent variable method based on latent Dirichlet allocation, which does
not have a closed-form solution and thus is computationally much more demanding.
However, Delta-LDA is based on the multinomial assumption, so an open research
question is whether the Bernoulli graph model and Delta-LDA can be combined to
yield even better predictions.

The input data for the second use case is a citation graph with textual side information.
Strengths of citation influences are to be predicted in an unsupervised manner.
Inferred influence strengths are envisioned as a filtering criterion in citation graphs
to yield a concise visualization of the research field.

The main underlying model assumption is that authors dedicate parts of their
publications to each citation, while the more content they dedicate the higher the
influence of that citation. Modeling this dedication process via reuse of latent topic
mixtures leads to a new extension to latent Dirichlet allocation called the citation
influence model.

The experimental study verifies that topics estimated by the citation influence model
yield better predictors of the true influence strength than topics estimated by the
original latent Dirichlet allocation. The reason is that incorporating the graph
structure into the topic model yields a different optimization criterion for clustering
words into topics. It encourages topics that fit the contents of a neighborhood of
publications, accounting for terms that evolve over time. Moreover, if the number of
topics is chosen to be very high, it prevents the topics from drifting apart, where
topics inferred by latent Dirichlet allocation degenerate.

An open research question is how to exploit the inferred influence strength in
concise visualizations of a research community. This might lead to new graph layout
algorithms and new interactive user interfaces to be studied with humans in the
loop.

The focus of the third use case is studying different modeling paradigms that
incorporate the graph structure into a topic model and how this affects the inferred
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topics. In particular, the goal is to infer interests that people share with their friends,
given observations of user-item interactions and a friendship network.

As in the citation use case, the underlying assumption is that contents of users are
explained by reusing topic mixtures and assuming that friends have varying degrees
of influence on each other. However, in contrast to citation graphs which are of
directed acyclic structure, here the focus is on social networks with a symmetric
graph structure. A generalization of the citation influence model for symmetric
graphs led to the new shared taste model. The main difference between those models
lies in the subset of nodes that share a topic mixture. In the citation influence
model, the topic mixture is shared by a neighborhood. In the shared taste model,
the topic mixture is shared by two friends. The shared taste model does not require
a bipartite input graph, which was perceived as a slight weakness of the citation
influence model (Sun et al., 2008; He et al., 2009; B’ıró et al., 2009).

The experimental study demonstrated that this modification does not lead to quan-
titatively measureable differences in the results. However, generative models that
incorporate the network structure in a different way, such as Pairwise Link-LDA
(Nallapati et al., 2008), lead to significantly worse results. One possible explanation
is that Pairwise Link-LDA builds on the assumption that absent edges indicate
dissimilar topic mixtures. This assumption is usually violated in social networks. In
contrast to Pairwise Link-LDA, the shared taste and citation influence model are
agnostic towards absent edges, rendering them appropriate for social networks.

A next step in this line of research is to study how inferred shared tastes give
rise to new features of social networking platforms. For instance, inferred shared
tastes enable visualization of social groups and new arrangements of the contact list.
Further, the user interface should adapt when the user switches to another persona,
i.e., whether he is at work or enjoying his spare time.

Another research question is whether current recommender systems can be improved
by incorporating the modeling assumptions of the shared taste model.

In order to quickly get one’s bearings in a new research community, visualizing either
the citation graphs or the social network of researchers gives only a limited picture.
Rather, publications should be seen as documentation of research cooperations
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among researchers, labs, and institutes on one hand, where the citation network
reflects the evolution of research over time. Aligning an evolving social network with
the citation network in one probabilistic model and still yielding tractable inference
algorithms is a challenge in the future.

All three use cases open up research opportunities in the field of Human Computer
Interaction. In all three use cases latent knowledge is inferred that was unavailable
until recently. Thus thorough studies, best practices, and experience on how to
present this knowledge to satisfy the user’s information needs best are still missing.
We hope that the field of Human Computer Interaction conducts research on how to
best exploit the inference results in the near future.

One of the key motivations of this thesis is to extend the cookbook of modeling
paradigms by evaluating different assumptions, how they can be implemented in
the generative framework, and what side effects they have on the inference result.
Many more problems with underlying graph structure exist, such as traffic prediction,
function prediction in metabolic networks, or identification of emergent research
communities. In the future, such use cases have to be examined in detail to ultimately
judge our new modeling paradigms.

The famous quote of Box and Draper (1987, p. 74): “Remember that all models are
wrong; the practical question is how wrong do they have to be to not be useful,” is
often used as an excuse for building on modeling assumptions that are violated in the
problem domain. In all three use cases, care was taken to study which assumptions
hold in the problem domain, i.e., Bernoulli assumption for defect localization, reuse
of topics along citation links, being agnostic towards absent edges in social networks.
Exploiting such insights paid off in quantitatively measurable improvement.

By contrast, models that do not yield reliable inference algorithms are not useful.
All proposed models yield tractable inference algorithms, in some cases no extra
CPU time is required. Hopefully, probabilistic modeling research stresses a slightly
different goal in the future: Despite all models being “wrong,” how “right” can they
be to still be useful?



Appendix A.

Standard Probability Distributions

The following standard probability distributions are used throughout the thesis.
As different books propose slightly different parametrization and terminology, we
recapitulate Gelman et al. (2003, p. 576) here for reference.

A.1. Bernoulli

Notation: X ∼ Bern(θ)

Input: real valued parameter θ ∈ [0, 1].

Output: boolean X ∈ {0, 1}.

Pdf: p(X|θ)


θ X = 1

1− θ X = 0

0 otherwise.

Uniform parametrization: θ = 0.5.

Simulates a coin flip. The parameter θ = 0.5 yields a fair coin, where both outcomes
are equally likely. This is also referred to the uniform Bernoulli distribution.

A.2. Binomial

Notation: X1, X2, . . . Xn ∼ Bino(θ)
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Input: real valued parameter θ ∈ [0, 1].

Output: a sequence of booleans Xi ∈ {0, 1}.

Pdf: p(X1, X2, . . . Xn|θ) =


(
n

#1

)
θ#1(1− θ)#0 Xi ∈ {0, 1}

0 otherwise,

Uniform parametrization: θ = 0.5.

Shorthand #1 = #{i : Xi = 1} refers to the number of true observations, #0 = #{i :

Xi = 0} = n−#1 to the number of false observations.
(
n

#1

)
refers to the binomial

coefficient and can be also expressed as
(

#1+#0

#1

)
= (#1+#0)!

#1!#0! = Γ(#1+#0+1)
Γ(#1+1)Γ(#0+1) .

Generalizes the Bernoulli distribution to a set of n independent coin tosses with
#1 ones and #0 zeros. As before, θ = 0.5 yields a fair coin, also referred to as the
uniform binomial distribution.

A.3. Beta

Notation: θ ∼ Beta(α, β)

Input: positive parameters α, β > 0.

Output: real θ ∈ [0, 1].

Pdf: p(θ|α, β) =


Γ(α+β)

Γ(α)·Γ(β)θ
α−1(1− θ)β−1 θ ∈ [0, 1]

0 otherwise.

Uniform parametrization: α = 1, β = 1.

Γ refers to the gamma function, which is defined as Γ(x) =
´∞

0 tx−1e−t dt for x > 0.
A useful property is that Γ(x+1) = xΓ(x) which yields Γ(x) = (x−1)! in the special
case of natural x ∈ N.

The expectation of the parameter is given by E(θ) = α
α+β , the mode of the distribution

by arg maxθ p(θ|α) = α−1
α+β−2 .

Simulates bending of a coin, with α = β > 1 yielding most probably a fair coin.
Where α = β = 1 yields the uniform distribution under which all choices for θ are
equally likely.
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A.4. Multinomial

Notation: X1, X2, . . . Xn ∼ Multi(θ) ranging over V possible outcomes.

Input: vector θ of length V with entries 0 ≤ θv ≤ 1 that sums to one, i.e.,∑V
v=1 θv = 1.

Output: sequence of discrete Xi ∈ {1, .., V }.

Pdf: p(X1, . . . Xn|θ) =


(

n
#1,#2,...,#V

)∏V
v=1 θ

#v
v Xi ∈ {1, . . . , V }

0 otherwise,

where #v = #{i : Xi = v} and
(

n
#1,#2,...,#V

)
= n!∏V

v=1 #v !
refers to the multinomial

coefficient.

Uniform parametrization: θv = 1
V , ∀v ∈ {1, . . . , V }.

A special case is the draw of only one variable X ∼ Multi(θ) with the following pdf.

Pdf: p(X|θ) =

θX X ∈ {1, . . . , V }

0 otherwise.

Some literature refers to this as a draw from a discrete distribution in analogy to the
Bernoulli distribution being a single draw from a binomial distribution. However,
we refer to both cases as multinomial.

The multinomial distribution simulates n independent die rolls, each with V possible
outcomes, where 1..V is called the range. If only few components are large, and
most are close to zero, the distribution is called sparse.

If all θv = 1
V the pdf represents a fair die, i.e., the discrete uniform distribution,

where all outcomes are equally likely. This is also denoted as X ∼ Unif(V), where
V = {1, . . . , V } denotes the set of possible outcomes.

A.5. Dirichlet

Notation: θ ∼ Dir(α) with dimensionality V .

Input: vector of positive reals αv with length V .
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Output: vector of non-negative entries θv which sum to one.

Pdf: p(θ|α) =


Γ(
∑V
v=1 αv)∏V

v=1 Γ(αv)

∏V
v=1 θ

αv−1
v ∀v : θv ∈ [0, 1],

∑V
v=1 θv = 1

0 otherwise.

Uniform parametrization: αv = 1 ∀v ∈ {1, . . . , V }.

The expectation of the parameter is given in Equation A.1, the mode of the distribu-
tion by Equation A.2.

E(θ) =

{
αv∑V

v′=1 αv′

}V
v=1

(A.1)

arg max
θ
p(θ|α) = #

{
αv − 1∑V

v′=1 αv′ − V

}V
v=1

(A.2)

Simulates the skewing of a die with V possible outcomes.

If all αv are the same, the distribution is called a symmetric. If all αv < 1 the
distribution is called sparse, i.e., favoring outcomes θ with few large and many small
components. If all αv > 1 the distribution is called dense, i.e., favoring outcomes θ
following the expected value E(θ) given above (i.e., normalizing α), where the larger
αv are, the less the variance. In the symmetric and dense case, favored outcomes
are uniform multinomial distributions, i.e., where all components are the same. If
all αv = 1, the Dirichlet distribution is uniform, i.e., not favoring any θ over others.

If not all αv are the same, the distribution is asymmetric, favoring θ that are skewed
towards v with larger αv.

A.6. Gamma

Notation: α ∼ Gamma(r, c)

Input: real valued r > 0 shape and c > 0 scale parameter.

Output: non-negative real valued α ≥ 0.
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Pdf: p(α|r, c) =

αr−1 e−
α
c

cr Γ(r) for α ≥ 0 and r, c > 0

0 otherwise.

No uniform parametrization.

In this thesis, it is used as a prior for components of the beta and Dirichlet parameters.
For shape parameters c = 1 the distribution favors outcomes close to zero.
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Appendix B.

Conjugate Priors

Using the mechanism of directed graphical models allows to introduce further
layers of latent nuisance variables and connections. For instance, θ ∼ Beta(α, β),
X1 ∼ Bern(θ), X2 ∼ Bern(θ), ... Xn ∼ Bern(θ). In this case, Beta(α, β) is called
the prior distribution for θ, where Bern(θ) is the likelihood function. In this example,
the joint distribution given the prior parameters α and β is given in Equation B.1.

p(θ,X|α, β) =
n∏
i=1

p(Xi|θ) · p(θ|α, β) (B.1)

The standard probability distribution of the prior p(θ|α, β) is called conjugate to
the likelihood with distribution p(X|θ) if the posterior p(θ|α, β,X) is of the same
functional form as the prior distribution, but with modified parameters α′ and β′.
For instance, the beta distribution is a conjugate prior for the Bernoulli and binomial
distribution, as we detail in the following. Furthermore, the Dirichlet distribution is
a conjugate prior for the multinomial distribution.

The conjugacy often goes along with possibility to integrate nuisance parameters
out analytically.

For instance, if we have no knowledge about parameter θ, our interest in variable Xi

is quantified by the marginal distribution, that integrates over all θ, as in Equation
B.2.

p(X|α, β) =
ˆ n∏

i=1

p(Xi|θ) · p(θ|α, β) dθ (B.2)
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Although this integral is intractable in general, the prior-likelihood combinations Beta-
Bernoulli and Dirichlet-Multinomial allows for the integral to be solved analytically.

Inserting the beta and Bernoulli pdf into Equation B.2 yields Equation B.3. This
is reordered in Equation B.4. The integral is an Eulerian integral of the first kind,
which has a closed form solution

´ 1
0 u

α−1(1−u)β−1du = Γ(α)Γ(β)
Γ(α+β) to obtain Equation

B.5. The binomial coefficient
(

#1+#0

#1

)
can be written in terms of Gamma functions

or considered as a nomalizing constant as in Equation B.6.

ˆ 1

0

n∏
i=1

p(Xi|θ) · p(θ|α, β) dθ

=
ˆ 1

0

(
#1 + #0

#1

)
θ#1(1− θ)#0

Γ(α+ β)
Γ(α) · Γ(β)

θα−1(1− θ)β−1 dθ (B.3)

=
(

#1 + #0

#1

)
Γ(α+ β)

Γ(α) · Γ(β)

ˆ 1

0
θ#1+α−1(1− θ)#0+β−1 dθ (B.4)

=
Γ(#1 + #0 + 1)

Γ(#1 + 1)Γ(#0 + 1)
· Γ(α+ β)

Γ(α) · Γ(β)
· Γ(#1 + α) · Γ(#0 + β)

Γ(#1 + #0 + α+ β)
(B.5)

∝ Γ(α+ β)
Γ(α) · Γ(β)

· Γ(#1 + α) · Γ(#0 + β)
Γ(#1 + #0 + α+ β)

(B.6)

The posterior distribution of a Bernoulli parameter θ with prior Beta(α, β) and
observations Xi is a Beta distribution with new parameters given in Equation B.9.
This follows from inserting Equation B.1 in the numerator and the result of Equation
B.5 in the denominator as in Equation B.7; after cancellation the right hand side of
Equation B.8 is the pdf of Beta distribution with new parameters α′ = #1 + α and
β′ = #0 + β.

p(θ|Xi, α, β) =
p(θ,X|α, β)´
p(θ,X|α, β)dθ

=

(
#1+#0

#1

)
θ#1(1− θ)#0 Γ(α+β)

Γ(α)·Γ(β)θ
α−1(1− θ)β−1(

#1+#0

#1

)
· Γ(α+β)

Γ(α)·Γ(β) ·
Γ(#1+α)·Γ(#0+β)
Γ(#1+#0+α+β)

(B.7)

=
Γ(#1 + #0 + α+ β)

Γ(#1 + α) · Γ(#0 + β)
θ#1+α−1(1− θ)#0+β−1 (B.8)

= Beta(#1 + α, #0 + β) (B.9)
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Analogously, the Dirichlet distribution is a conjugate prior for the multinomial
distribution. As the Dirichlet-Multinomial is a generalization of Beta-Bernoulli from
two to V dimensions, the derivation follows analogously. If the only connections
to θ are θ ∼ Dir(α), X1 ∼ Multi(θ), X2 ∼ Multi(θ), ... Xn ∼ Multi(θ), then θ can
be integrated out according to Equation B.10. V is the range of the multinomial
distribution and #v = #{i : Xi = v} is the number of times, outcome v is observed.

ˆ n∏
i=1

p(Xi|θ)·p(θ|α) dθ =
(

n

#1,#2, . . . ,#V

)
·
Γ(
∑V

v=1 αv)∏V
v=1 Γ(αv)

·
∏V
v=1 Γ(#v + αv)

Γ(
∑V

v=1 #v +
∑V

v=1 αv)
(B.10)

The posterior distribution of multinomial parameter θ is a reparametrized Dirichlet
distribution as given in Equation B.11.

p(θ|α, β,Xi) = Dir({αv + #{i : Xi = v}}Vv=1) (B.11)
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