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Abstract

This paperpresents quick single-steerformancésoundingtechniquefor parallelcomputerand storagesys-
tems.The computatiorof theseboundss sosimplethatit canevenbe performedby hand. The boundingtechnique
developsbalancedob boundsandasymptotidbounddor parallelsystemsTheseboundsaretheparallelsystencoun-
terpartsto previously developedboundsfor serial product-formsystems.The contritution of this paperis shawing
how thesesimplebounddor serialnetworkscanbeappliedto parallelnetworks. Theperformanceechniqués poten-
tially usefulin the earlyphase®f designprojectsor capacityplanningstudiesvhenseveral candidatecon gurations
have to be evaluatedquickly.

Index Terms: performancevaluation parallelcomputerandstoragesystemsfork-join networks,queueingystems,
performanceéounds.

1 Intr oduction

The performanceof computingand storagesystemscan be improved by parallelism. In computingsystems the
executiontime of a programcan be improved by splitting the programinto sub-programsvhich then executein
parallelon differentprocessorsln storagesystemstheservicetime of anl/O requestanbeimprovedby dividing the
requesinto sub-requesta/hich thenexecutein parallelon multiple disks. Froma performanceanalysisperspectie,
suchparallelresourcesare modeledby fork-join queuessincea job forksinto its varioussub-tasksandthenjoins
(exits) after all thesesub-taskscompleteservice. For easeof exposition, we will henceforthusethe term parallel
networksto referto systemswith parallelcomputingor parallelstorageresources.

This paperpresentsa simple, yet powerful techniquefor computingthe meanperformanceboundsof parallel
networkswith batchandterminalworkloads(seeFigurel). Thetechniqueexploits resultson balancegob boundsfor
product-form serialnetworksin [34]. Theprinciplethattheperformancef aproduct-formnetwork is boundedy the
performancef suitablybalancedetworksalsoappliesto parallelnetworks. In [34], simpleexpressiongor computing
the performancef balancedroduct-formnetworksareprovided, but unfortunatelytheseresultsdo not carry overto
parallelnetworks. In this paper however, we derive simpleexpressiongor computingthe approximateperformance
measuresf balancedparallel networks by usinganapproximataesponseaime resultin [32] andTheoremé4.1 that
is provenin this paper (Comparisorof theseapproximationsagainstsimulationsresultin an averageerror of 3%
for balancedarallelnetworks with multiprogrammindevelsrangingfrom 1 to 50 anddegreeof parallelismranging
from 1 to 50.) This expressioris thenusedto computeapproximateptimisticandpessimistidooundgor ary parallel
network. Sincetheresultsin [32] areprovenonly for exponentialservicetime distributions,the balancedob bounds
arevalid only for exponentialservicetime distributions. In addition,we derive asymptoticperformanceboundsfor
parallel networks using the ideain [24] that the performanceof a serial network is boundedaborve and below by
the performancef the network underlight andheary workloads,andtheseboundswhich areeasilycomputedare
independenbf the servicetime distribution of the seners. Thus, performanceengineersancomputeboth typesof
boundgbalancedindasymptoticlandchoosehetighterof thesewo bounds.Thevalueof theseperformancdounds
is that the approximateperformanceboundsof parallel networks can be derived using a single-stepcomputation,
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Figurel: Examplesf parallelnetworks

regardlessof the degreeof parallelism,the load on the system,and the numberof modeledresources.Thus, this
boundingtechniquéds simpleandef cient, with theaddedadvantageof requiringa single-stepio calculatgasopposed
to theiterative calculationgequiredby alternatve approaches).

Our techniquecan be usedin the early stagesof a designor capacityplanningprojectwhenthe inputsare not
completelyknown and/orwhenalargenumberof candidateeon gurationsmustbeevaluated asin automatedtorage
managemergystemssuchasMinerva [2] that mustevaluatethousand®f candidatestoragecon gurationsquickly.
Subsequentb the eliminationof non-suitablecon gurations,it is recommendethat performanceanalystsusemore
precise but computationallydif cult bounds/approximation®.g., detailedsimulations).

Theremainderof this paperis organizedasfollows. Section2 summarizeselatedwork on performanceanalysis
of fork-join systems.Section3 presentsa prior resulton parallelnetworks from [32] thatis usedhereto derive the
quick bounds.Sections4 and5 developthe balancedob boundsandthe asymptoticboundsrespectiely. Section6
illustratesthe applicationof the boundsto disk arrays.Finally, conclusionsarepresentednh Section?.

2 RelatedWork

Severalpapersstudyparallel(fork-join) queuesandproposeoolsfor analyzingtheir performanceExactperformance
measuresiave beenderived only for fork-join queueswith two seners- [3] and[11] derive exactsteadystatedistri-
bution for two sener fork-join queuesn opennetworkswhile [32] derivesexactmeanperformanceneasuresf two
sener fork-join queuedn closednetworks. Resultsin [3] assumegeneralservicetime distribution, while thosein
[11] and[32] assumexponentialservicetime distributions. Due to the dif culty of analyzingfork-join queuesx-
actly, all studiesonfork-join queueswith threeor moresenersconcentrat®n approximatioror boundingtechniques.
HeidelbegerandTrivedi[12] consideraclosedqueuingnetwork in which jobsdivideinto two or moreasynchronous
tasks. The join pointis not modeled. The servicecentersare of a type describedn the BCMP theorem[9]. They
developaniterative methodfor solvinga sequencef product-formmodels.In [13], themodelis expandedo include
ajoin node.NelsonandTantawi [25] considera scalingapproximatiortechniqueto analyzethe meanresponsdime
of an openhomogeneoufork-join queuewith exponentialservicetime distributions. They assumehat the mean
responseime increasest the samerateasthe numberof sibling tasks. Closed-formapproximationexpressiongor
the meanresponsdime aredeveloped.An extensionof this approximatiorto heavy trafc, relying onalight trafc



interpolationtechniqueijs developedby Makowski andVarma[23]. Kim andAgrawala[15] analyzewaiting timesfor

two sener open,homogeneoufork-join systemsawith exponentialand 2-stageErlangservicetime distributions. In

[21, 22], Lui, Muntz, andTowsley presenta boundingtechniquefor anopen,homogeneoufrk-join network with a
k-stageErlangdistribution. Liu andPerroq19, 20] proposeanapproximatiomproceduréasedn decompositiorand
aggreyationfor analyzinga closedqueuingsystemwith K-sibling fork-join queues.Their methodprovidesan upper
boundfor meanresponséime. Responséime boundsareobtainedor agyclic fork-join queuingnetworksby Baccelli

et. al. [4] usingstochastiorderingprinciplesandassociatiorof randomvariables BaccelliandLiu [5] proposeanen

classof queuingmodelsfor evaluatingthe performancef parallelsystems.Usingthe conceptof associatedandom
variables KumarandShore [16] obtainresponsdime boundsfor anopenfork-join modelin which ajob forks into

a randomnumberof tasks. Servicetimesare dravn from a generaldistribution. Almeida andDowdy [1] propose
aniterative techniquefor obtaininglower performancéoundsof closedfork-join networkswith exponentialservice
times. No proofsfor the techniqueare presented.Varki and Dowdy [30] prove that the proportionof the number
of jobsin the differentsubsystemsf a closed,exponential balancedork-join network remainconstanirrespectve

of the multiprogramminglevel. This propertyof balancedork-join networksis usedto boundthe performanceof

fork-join networks. The proofis limited to 2-sener exponentiafork-join systemsin [31], Varki developsanapprox-
imatemean-alueanalysigechniquéor fork-join parallelnetworks. BalsamoDonatiello,andVanDijk [8] proposea

matrix-geometri@lgorithmicapproactfor computingperformancéoundsof openheterogeneou®rk-join systems.
Thefork-join structures studiedwith relationto parallelstoragesystemgRAID) in [18, 26, 27, 28§].

All theabove performanceechniquegrow in compleity asthedegreeof parallelismincreasesi.e.,asthenumber
of senersin thefork-join queueincreasesandasthe numberof jobsaccessinghefork-join queueincreasesMost of
thesetechniquesio notaddresshetightnessof their generatedbounds/approximation3.he contribution of this work
is the computationabpeedandthe simplicity of the boundingtechniquepresented Regardlesof the compleity of
theparallelnetwork or theload on the network, theboundscanbe computedoy simplenon-iteratve formulae.These
boundsaccuratelyquantify the effects of bottleneckdevices,a critical factorin capacityplanningstudies.So,these
boundsarepotentiallyusefulin the early phase®f adesignor capacityplanningproject.

3 Prior Resulton Parallel Networks

We presenta resulton meanresponsdime of parallelfork-join queuedrom [32] thatis usedhereto develop quick
performancédounds Beforepresentingheresult,we presenthemodelandnotation.Consideparallelnetworkswith
batchor terminalworkloadsasshovnin Figurel. Let  representhenumberof queuingresourceshothparalleland
non-paralleljn anetwork. It is assumedhatall servicecentersof a parallelresourcereidenticalandthatall jobsin
thenetworksareidentical(i.e., theworkloadis single-class)Jobsin the network will acces®achof the resources
with someprobability For eachresource , representshe probability that a job will visit (accessyesource
duringeachcycleand representthe probabilitythata sub-taslof ajob visits aservicecenterof theresourcealuring
eachcycle. For non-parallelresources, , andfor parallelresources, where . If isthe
meanservicetime atresource , theservicedemandatresource , , equals . Similarly, theservicedemand,

, ata servicecenterwithin a parallelresourcds givenby , where is the meanservicetime atthe center
Performanceechniquedypically computethe meanperformanceneasuregthroughputresponséime, queudength)
of eachresourcd , , ) andoftheoverallnetwork( , , ). Let representhe numberof jobscycling
throughthe network. To referto a performancearameteat a speci ¢ multiprogrammingevel , thesymbol
is attachedo the parameter

First, considerfork-join queueswith  servicecenterswhereevery arriving job forks into exactly  sub-tasks.

Thus,whena job “visits” the fork-join queue,a sub-taskof the job will “visit” eachservicecenterof this fork-join



queus(i.e., , ). In addition,assumeahatthe servicetimesatthe servicecentersof thefork-join queue
areexponentiallydistributed. Then,theresponsdime, , of thefork-join queues boundedby

Here, is themeanservicedemandatthefork-join queue.Themeanservicetime  of afork-join queue
with exponentialservicetimesis givenby

where is the harmonicnumber(i.e., )and is the meanservicetime at a centerwithin
thefork-join queue.The parameter is the probabilitythata job in the network visits resource duringeachcycle,
while istheprobabilitythatasub-taskof ajob visits adevice of resource . Theparameter represents
the meanservicedemandat a centerwithin the fork-join queue.Finally, is the meannumberof jobs seenat the
fork-join queuewhena new job arrivesat the queue. The relationshipis a strict equality only in the caseof closed
fork-join networks with a single resource hamely a fork-join queuewith two servicecenters. In othercasesthe
computedesponsd¢imesaregreatethantheactualresponsé¢imes. Simulationresultsshav thatthe computedvalues
arecloseto the simulatedactualvalueswith theaverageerrorbeing3%for valuesof and rangingfrom 1 to 50.

Next considerfork-join queuesnvherejobs cansplit into ary numberof sub-taskgi.e., jobs arenot restrictedto
forking into exactly  sub-tasksthe numberof sub-taskcanbeeitherj or= or¢ ). So, ,theprobability
thata job visits a fork-join queuejs notnecessarilyequalto , the probabilitythata sub-taskof a job visits a center
within thefork-join queue.Furthermorethereis no restrictionon the servicetime distribution. In [32], anargument
is presenteghawving that

(1)

Equationl approximatesheresponséime ataresourceo thesumof theservicetime( ) andthewaittime ( )
attheresourceNotethatfor non-parallefesources, andtheabove equatiorreducego

4 BalancedJob Boundsfor Parallel Networks

Equationl is usedhereto computesingle-stepapproximateperformancemeasure®f balancedparallel networks.
A balancedbarallelnetwork is onewherethe demands, , atall the servicecentersin the network areequal(i.e.,
). Thekey ideaunderlyingthe balancedob boundingtechniques thatthe performancef
ary given parallelnetwork is boundeddy the performancef two balancecparallelnetworks: (1) pessimistidounds
areobtainedwhenthe demandst all servicecentersareraisedto the maximumdemandat ary servicecenterin the
network, and(2) optimisticboundsareobtainedwvhenthe demandst all servicecentersaarereducedo the minimum
demandat ary servicecenterin the network. We shav herethatthe approximatemeanperformancemeasure®sf a
balancedhetwork canbe computedn a single stepregardlessof the numberof resourcesandjobsin the network.
Thus,single-ste@pproximateperformancdoundsof parallelnetworks canbe generatedjuickly andtrivially.
Thebalancedob boundingtechniquedevelopedhereis theparallelnetwork counterparof thebalancedgob bound-
ing techniquefor product-formnetworks[34]. In [34], the balancedob boundingtechniquds derived by usingthe
well known factthatthe meanqueuelengthsat all the resource®f a balancedproduct-formnetwork areequalat all
multiprogrammingdevels. Thus,the meanthroughputandresponsegimesof balancedroduct-formnetworks canbe



computedrivially usingLittle's Law. For balancedarallelnetworks, this propertyof equalityof meanqueudengths
doesnot hold sincethe meanqueuelengthat resource is dependenhot only on the servicedemand atthere-
sourcebut alsoon the degreeof parallelismat theresourceln the next section,we shav how the meanperformance
measuresf balancedarallelnetworks containingboth parallelandnon-paralleresourceganbe computedquickly.
Thework hereis anextensionof [30] wherethe boundingtechniqgueandanalysisarelimited to parallelnetworkswith
fork-join queuesontainingonly two exponentialservicecenters.In this work, the balancedob boundsarederived
for parallelnetworksmodelingparallelresourcesvith deviceswherearriving jobscandivide into any number
of sub-tasks.

4.1 BalancedJob Boundsfor Batch Workloads

We rst explain how Equationl is usedto derive quick single-stepapproximateperformancemeasuresf balanced
parallel networks underbatchworkloads. For balancedhetworks, . Let

representheservicedemandat aservicecenterin abalancegarallelnetwork. ThenusingEquationl, the
approximateespons¢ime, , of abalancedarallelnetwork is givenby:

where . Thevaluesof (thesumof servicedemandsteachresourcepnd (theservice
demandat a servicecenter)canbe derivedif the servicetime distribution andthe con guration of the network are
known. Theissuenow is to computea valuefor in asinglestep.Here, representthemean
numberof jobsatresource seerby ajob justpriorto arrival atresource . In thebestcasescenarioajob arriving at
resource seedo jobsaheadofit. In theworstcasescenarioajob arriving atresource seen jobsahead
of it. Thus, is alooseboundthatis intuitive andsimpleto derie. In

thefollowing theoremwe show througha non-trivial proof thatthe upperboundcanbe loweredfrom

to andthe lower boundcanbeincreasedrom to maximum . Theline of reasoningn the
proof presentedelow is similar to that usedby Burke [10] in proving the equality of arrival and departureinstant
probabilites.

Theorem4.1 For all closedqueuingnetworkgnotjustparallel queuingnetworksywith  resoucesand circulat-
ing jobs,

maximum
where  isthemeannumberofjobsat resouce thatis seenbyajob justprior to arrival atresouce .

Proof: Without lossof generality assumehat sothatjobs cycle throughthe network moving
from resourcel to resourceK.

Let representhe meanarrival instantqueuelengthof the network. Thatis, is the sumof the meannumberof
jobsatthe resourceseenby a job just prior to its arrival at the network (i.e., arrival at resourcel). For closed
networkswith  circulatingjobs, , Sincea job sees jobsin the network just prior to arrival
(i.e. excludingitself). In particularlet  representhe meanarrival instantqueudengthof the network just prior to
the  cyclethroughthenetwork; thatis, if onecountsthe numberof arrivalsataresource, representshequeue
lengthof thenetwork just priortothe  arrival atresourcel. Now,



Let representhenumberof jobsatresource ataparticularinstant. Assumethatjustpriortothe  arrival atthe
network (i.e., arrival atresourcel), the stateof the network is givenby

where . At thisinstantjustpriortothe  arrival atresourcel, therehave been:

arrivalsatresourcel,

arrivalsatresource?,
arrivalsatresources,
arrivalsatresource .

We rst shaw that by looking atthe arrival stateat eachof theresources
justprior to the next arrival of ajob attheresource.
Justpriortothe  arrival atresourcel, the numberof jobsatresourcel will beequalto  (i.e,, ).
Justprior to the arrival at resource2, the numberof jobs at resource2 will belessthanor equalto
(i.e., ), sincesomeof the  jobs may have completedserviceanddepartedesource? by thetime thatthe

job arrivesatresource?.
Similarly, for eachresource , justprior to the arrival atresource ,
Thus,

In thesteadystate,as approache nity

Now,

Thus,

Usingasimilar approachye now provethat by looking atthearrival
stateat eachof theresourcegust prior to thelast arrival of ajob attheresource

Justpriortothe  arrival atresourcel, the numberof jobsatresourcel is equalto  (i.e,, ).



Justprior to the arrival at resource2, the numberof jobs at resource2 wasgreaterthanor equalto

(i.e., ), sincesomeof thejobsat resourc& may have completedserviceanddepartedesource?
by thetimethat job arrivesatthenetwork (i.e., arrivesatresourcel).
Similarly, for eachresource , justprior to the arrival atresource ,

Thus,

In thesteadystate,as approache nity

Thus,

Theoremd.1 stateghatthe sumof arrival instantqueuelengthsat all resource®f a closednetwork with  resources
and circulatingjobs is at mostequalto and at leastequalto . (In particular for productform
networks, .) Thetheoremmakesno assumptionsegardingthe servicetime distributions
andthetheoremholdsfor all networks, not just balancecparallelnetworks.

Using Theoremd.1,the Equation canbewrittenas

| @)

In the caseof balancedbarallelexponentialnetworks, the responsdime is given by since
Equationl is aninequality (SeeSection3). We testthe tightnessof Equation2 via simulation. Figure2 shons three
graphsthatplot the responsdime of balancedarallelnetworks containingtwo resourcespneparallelandthe other
non-parallel. The rst graphrelatesto exponentialseners,the secondgraphrelatesto Erlangsenerswith coefcient
of variation(CV) ! = 0.5, andthe third graphrelatesto hyperexponentialsenerswith coefcient of variation= 1.5.
Comparisorof theresponsdime approximationsgainsisimulationsshav anaverageerrorof 3% at 95%con dence
level for exponential Erlang,andhyperexponentialdistributionswith multiprogrammindevelsrangingfrom 1 to 50
anddegreeof parallelismrangingfrom 1 to 50.

The meanapproximatethroughput, , of a closedbalancedoarallelnetwork is derived from the responsdime
equationusingLittle's Law.

(3)

1V = standardieviation/mean
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Figure2: Responséime of balancedarallelnetworks

The approximateperformancemeasure®f balancedparallelnetworks canbe computedn a single stepusing Equa-
tions2 and3. Sincetheseequationsarederivedfrom Equationl, they arevalid if the assumptiongor the validity of
Equationl hold, namely thatall fork-join queuesn the parallelnetwork have exponentialservicetimes.

Theperformanceneasuresf ary parallelnetwork areboundedy theperformancef two relatedbalancegarallel
networks, onein which the demandsat all servicecentersareraisedto , the maximumdemandat ary service
centerof the parallelnetwork, andanotherin which the demandsat all the servicecentersarereducecdto , the
minimumdemandht ary servicecenterof thenetwork. Thus,

where is computedby settingthe servicedemandat all servicecenterso and
is computedy settingthe servicedemandat all servicecentergso
Tighter optimistic boundscanbe obtainedfor networks underheavy load asexplainedhere. At high multipro-
gramminglevels,the rst resourceo saturatas theresourcecontainingthe bottleneckcenterwith demand . The
utilization, , of this centerapproacheshe maximumlimit of 1. Using the Utilization Law ( ), an
optimisticthroughputoundfor the paralleInetwork underheavy loadis givenby

At lower multiprogramminglevels, the optimistic balancedoound computedusing is tighter The optimistic
balancedboundintersectshe heary load boundas the multiprogramminglevel increasego somepoint, say
After this point,theheary load boundis tighter. This gives

minimum

Theresponse¢ime boundsarecomputedrom thethroughputoundsby usingLittle's Law.

maximum




4.2 BalancedJob Boundsfor Terminal Workloads

For terminalworkloads,a job in the network spendgime  at a terminal(modeledby a delay sener) during each
cycle. Thecycle time of the balancedhetwork is givenby

Theissuenow is to computean approximatevaluefor in asinglestep.For batchworkloads,
thenumberof waiting jobs ( ) is approximatelyequalto sincejobsspendall theirtime at
queuingresourceskor terminalworkloads the numberof waiting jobsatthe queuingresource$ )
would be lessthan sincesomejobs may be at the terminals. In orderto generateguick bounds,a tighter
bound/approximatiofor is required.Theapproactpresentediereis similarto theapproactused
to computeanapproximatesalueof for product-formnetworksunderterminalworkloads[17].
Thedegreeby which variesfrom depend®ntherelativetimethateachjob spends

atthe queuingresourcessopposedo thetime it spendsattheterminalsener. This gives:

Boundsfor arecomputedasfollows:
In the worst-casescenariogacharriving job hasto wait behind jobsateachof thequeueingesources
beforereceving service.Let . Thejob spends time unitswaiting for

service, timeunitsreceving serviceand time unitsthinking. Thereforetherelative time spentby ajob in
thequeueingesourcess givenby and

In the best-casecenariogacharriving job recevesserviceimmediately(i.e., thereare no waiting jobs). The
job spends timeunitsin serviceand time unitsthinking. Therefore therelative time spentby a job atthe
queuingresources$s givenby —— and _

Thethroughpubf aparallelnetwork underaterminalworkloadis givenby . Thebalanced
job boundsfor a parallelnetwork undera terminalworkloadarethencomputedas:

minimum

Theapproximataesponsgime boundsarecomputedrom thethroughputoundsby usingLittle's Law.

maximum

4.3 Validation

Figure 3 plotsthe balancedob boundsfor networks with exponentialseners. The performanceneasuresf parallel
networks are generatedvia simulation. The simulatednetwork for batchworkloadshas4 resources resourcel is
non-parallelwith meanservicetime of 1 time unit, resource? is a parallelqueuewith 2 servicecentersand mean
servicetime of 2 time units,resource is a parallelqueuewith 3 servicecenteraandmeanservicetime of 3 time units,
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andresourcet is a parallelqueuewith 10 servicecentersandmeanservicetime of 2 time units. In additionto the
above resourcesthe simulatednetwork for terminalworkloadshasa delay sener with meanthink time of 10 time
units. The multiprogrammingevels of the networksarevariedfrom 1 to 50. All simulatedvaluesareaccuratewithin
0.5time unitsat 90%con dencelevel.
EventhoughEquations2 and3 areonly provenfor networkswith exponentialparallelqueuessimulationresults
indicatethat theseequationshold for networks with Erlangand hyperexponentialdistributions. Figure 4 plotsthe
balancedob boundsfor networkswith all Erlangsenersandfor networkswith all hyperexponentialseners(which
have the propertyof the coefcient of variationbeinglower andgreaterthanone,respectrely). The simulatednet-
works contain3 resourceseach- resourcel is non-parallelwith meanservicetime of 1 time unit, resource? is a
parallelqueuewith 2 servicecentersandmeanservicetime of 2 time units,andresources is a parallelqueuewith 10
servicecentersaandmeanservicetime of 3 time units. Thesimulationresultsshowv thatthe boundswork well for such

distributionswithin therangeof CV's simulated(0.5and1.5).



5 Asymptotic Boundsfor Parallel Networks

The asymptoticboundingtechniquefor parallel networks is a simple extensionof the correspondingechniquefor
non-parallelnetworks [24, 6]. The techniqueis basedon the fact that performanceboundsfor any network canbe
easilycomputedunderthe extremeconditionsof very light or very heary loads.We rst considetboundsfor terminal
workloadswith  circulatingjobs. Boundsfor batchworkloadsare derived by settingthe think time, , to zero.
Underheavy load, thethroughpuif the systemapproaches , thedemandat the bottleneckcenter Underlight
load,the boundsarecomputedasfollows:

In the worst-casescenariogacharriving job hasto wait behind jobs at eachof the resourcedefore
receving service.Thejob spends time unitsthinking, time unitswaiting for serviceand time
unitsreceving service.( .) Thenetwork'sthroughputhenequals

In the best-casacenariogacharriving job recevesserviceimmediately(i.e., thereareno waiting jobs). The
jobspends timeunitsthinkingand timeunitsin service.Thenetwork'sthroughputhenequals——.

Theasymptotidboundsonthroughputarethengivenby:

minimum — ——

Theboundsonresponséime arederivedfrom thethroughputoundsby usingLittle’s law:

‘ maximum

The optimistic light load boundintersectshe heary load boundasthe multiprogramminglevel increaseso some
point, say ( . After this point, the heary load boundis tighter.

Thegraphsn Figure5 plot theasymptotidoounddor aterminalandbatchworkload. Thesimulatedchetworkshave
the samecon guration asthe networksusedin Figure3. All theboundsarestraightlines (exceptfor the pessimistic
throughput/respongane boundgor terminalworkloads)andcanbecalculatednanually They canbeusedto quickly
get a rough understandingf any system. Asymptotic boundsare usefulin analyzingthe effects of primary and
secondanbottleneckdevices[6, 7]. Several casestudiesshowning the applicationsof asymptoticboundsfor non-
parallelnetworksaregivenin [17]. Theseapplicationsalsoapplyto asymptotidboundsfor parallelnetworks.

6 lllustrati ve Example

We illustrate the applicationof the boundsby generatingone-stegerformanceboundsof a disk array undera syn-
chronoud/O workload. Figure 6 shows a representationf the Hewlett-PackardSureStoreE disk array FC-60[14]
thatis usedto validatethe bounds. The FC-60has2 array controllersthat areboth connectedo a singlebackplane
bus. Eachcontrollerhas256 MB of batterybacled cachememory The backplanebus has6 ultra-wide SCSlbuses
eachconnectedo a SCSlcontroller EachSCSlIcontrolleris connectedo atray. Therecanbeupto 6 trayson the
FC-60. Eachtray has2 SCSlcontrollersandup to 10 disks. Thus,the FC-60holdsup to 60 disks- at 73 GB per
disk drive, the total raw capacityis about4.3 terabytes.Table 1 presentghe array parametersf signi canceto the
model. All our experimentsarerun on oneFC-60Logical Unit (LU) containing6 disks. The LU is con gured using
RAID 1/0with astripeunit sizeof 16 KB.

Table2 presentghe workload parametersf signi cance. Thel/O workloadis generatedy a x ednumber
of similar interactie jobs that eachspendgime at its terminalbeforeissuinga requestof size - to the
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[ Parameter | Description | Value/Units]|
- sizeof the cacheat eachcontroller 256 MB
- _ meancachetransferrate 86 MB/sec
- - meannumberof additionalbytesreadfrom disk bytes
LU_disks numberof disksin alogical unit 6 disks
- - sizeof a stripeunit 16 KB
_ numberof bytesin a stripe(logical row) 48KB
- type of disksin the FC-60disk array Cheetah73
- total formattedcapacityof adisk 73.4GB
- - - meandisk readpositioningtime 9.72ms
- _ _ meandisk write positioningtime 10.2ms
- - meandisk transferrate 33 MB/sec

Tablel: Disk arrayparameters

disk array A job is blocked while its 1/0 requestis being serviced. Upon completionof its I/O requestthe job
unblocksandspendsometime, |, atits terminalbeforesubmittinganothemreador write 1/0 request.The fraction
of readandwrite requestss given by - and - ( _ ). Theworkload
containsa numberof consecutie requestdor sequentiabytes(a run) followedby intervals of randomrequestsThis
spatiallocality of workloadsis capturecby theattribute  _ , themeannumberof sequentiatequestsn arun,
and - , the meannumberof randomrequestdbetweentwo runs. The temporallocality of workloadsis
capturedby the attribute  _ - , the numberof bytesaccessedhetweentwo accesseto the same
block.

Figure7 shows the queueingmodelof a disk arrayundersynchronous/O workloads[33]. The CPU processing
time is not explicitly modeled but is includedin theterminalthink time. Thedisk arrayis modeledby threecompo-
nentsthecachethecontroller andthedisks.Eventhoughthearraycacheis partof thearraycontroller it is modeled
asaseparateomponensincel/O requestshatcanbeservicedby thecacheneednot be submittedo thedisks. Com-
ponentdik e the (SCSI)disk controllersandthe interconnect@renot modeledexplicitly sincetheir servicetimesare
muchsmallerthanthe disk servicetimesanddo not have a signi cant impacton the disk-arrayperformanceA job,
oncompletingits terminalthink time, submitsarequesto thearraycache If therequestanbeservicedby thecache,
thenthe cachesignalsservicecompletionwithout forwardingthe requesto the controller If the requestcannotbe

14



| Parameter

Description

| Value/Units

multiprogrammindevel (i.e., numberof jobsissuingl/O requests)

meantime spentby ajob atits terminal

msec

meanrequestize

4 KB to 256KB

numberof requestsnadeto contiguousaddresses

1-64requests

_ numberof randomrequestbetweereachrun requests
_ fractionof readrequestsn theworkload 0-1
- amountof dataaccessebtietweerconsecutie accesset thesameblock | bytes

Table2: Workloadparameters
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Figure7: SystemModel Undera Synchronou/O Workload
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| BoundParameters Description | Units/Value

, meancacheservicetime perrequest msec

, probabilitythata requesis submittedto the cache 1
meancontrollerservicetime perrequest msec
probabilitythata requesis submittedto the controller - - -
meandisk servicetime persub-request msec
probabilitythata sub-requess submittedto a disk 0-1

Table3: Inputsto boundingtechnique

Request Size = 32K

Terminal Think Time = Oms Terminal Think Time = 10ms

30 35 T 1 T T T T
E 250 .
3
S 200 1
Q. .
< d _
S 150 N Do+ d * (m-1) ]
c
F 100 /- .

50 1 1 L L ! | | | | |
1 2 4 6 8 10 12 1 2 4 6 8 10 12
Multiprogramming Level (m) Multiprogramming Level (m)

Figure8: Randonreadworkload

servicedby thecachethenthecachdorwardstherequesto thecontroller Thecontrollerdividestherequestnto sub-
requestandsubmitthesesub-requestt the disks. Onceall the sub-requestsompleteservice the controllersignals
servicecompletion.Thus,thedisk arrayis modeledby two resources resourcel is the cachewhichis modeledby a
singlequeuingsenerandresource? is thecontrollerwhichis modeledby a fork-join queue Eachdiskis modeledby
aqueuingsener of thefork-join queue.Table3 presentsheinput parameterso the boundingtechnique.

The boundingtechniques validatedby comparingthroughputboundsagainstmeasuredhroughputvaluesfrom
the FC-60 array for syntheticread-onlyworkloadswith requestsizesrangingfrom 4 KB to 256 KB and varying
degreesof sequentiality Thenumberof jobsgeneratingequestsangefrom 1 to 12 andtheterminalthink time ranges
from 0 msto 300 ms. For this syntheticworkload, we computevaluesfor the input parameterspeci edin Table3
usingthemodelpresentedn [33]. (Thedetailsof this disk arraymodelarebeyondthe scopeof this paper) Figures3
and9, respectiely, presenthethroughpubalancedob boundgor two typesof randomreadworkloadsandtwo types

of sequentiateadworkloads.For randomreadworkloads, - - - . For sequentiatead
workloads, _ _ _ varieswith the multiprogrammindevel. At multiprogrammingdevel 1,
the workloadis highly sequentiabnd the cachehit rateis high. At multiprogramminglevel , thereare

sequentiabtreamssothe cachehit ratedecreaseddence theheary loadbound is notastraightline

sincethevisit probabilityto a disk varieswith the multiprogrammindevel.

7 Conclusions

This paperpresentsa single-steboundingtechniquefor parallelnetworks thatis basedon the ideathatthe perfor
manceof ary parallelnetwork is boundedabore andbelaw by the performancef relatedbalancedparallelnetworks
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Figure9: Sequentiateadworkload

(balancedob bounds)and by the performanceof the network underextremeworkloads(asymptoticbounds). The
ideabehindbalancedoundsandasymptotidooundswas rst presentedor product-formnetworks. The contribution
of this paperis shaving how this single-steoundingtechniquecanbe appliedto parallelnetworks.

Theboundingtechniqueas derivedfor single-classvorkloads.Theasymptotiddoundsdonotdependntheservice
time distributions of the modeledresources.The balancedob boundsare proven for networks wherethe parallel
resourcesiave servicetimesthat aredravn from an exponentialdistribution. Simulationresultsand measurements
from a disk-array however, provide limited evidencethatthe balancedob boundsarevalid for networks with other
servicetime distributions;moreresearchs neededo fully investigatethis proposition.

In AppendixA, we show thatthe proportionof the meanqueuelengthsat the variousresource®of a balanced
parallelnetwork is invariantof the multiprogrammindevel. This resultis not usedin the derivation of the bounding
techniqueandwe presentit to illustratethis interestingpropertyof balancedoarallelnetworks. As future work, we
planto extendthe boundshereto parallelnetworksundermultiple classworkloads.Anotherissuewe planto address
is generatingighteroptimisticbalancedob boundsusingthe averagedemandf aresourcen the network insteadof
theminimumdemand.

A Appendix

Here,we presenta propertyof balancedarallelnetworks, namely , for all resources in the
network. This propertyof balancedarallelnetworksis derivedfrom thefollowing conjecturepresentedn [32]:

Conjecture A.1 Themeanarrival instantqueuelength, , ataresouce in a parallel networkis approximately

equalto themeanqueudength, , attheresoucewhenthereis onelessjob in the network.

Usingthis conjectureandEquationl, theresponseime of resourcesn closedparallelnetworkscanbe written as
4)

17



In [31] and[32], Equation4 is validatedagainstsimulationresultsfor exponential,Erlang, and hyperexponential

distributions.Equation4 (derivedfrom ConjectureA.1) is usedto prove ResultA.1.
ResultA.1 For closedbalancedparallel networks,

resouces

Proof: Withoutlossof generality assumehatthe balancechetwork is constructedsuchthat
(i.e., theresourcesn the network arevisited with equalprobability).

At multiprogrammindevel 1, for all resources.

By construction, atall multiprogrammingdevels. Now,
, Where .

FromLittle's Law, . It followsthat,

— for all resources

We now shaw thatfor any givenmultiprogrammindevel —
Theresultis provedby inductionon the multiprogrammindevel.

Inductionbasis: Theresultis trivially true at multiprogrammindevel 1.
InductionhypothesisAssumethattheresultis true at multiprogrammingdevel , thatis,
It remaingto shaw that

For any resource in thenetwork,

from Equation4

®)

for all resources.

sincethe network is balanced

by inductionhypothesis

from Little's Law

Thus,

Now,

18



— where

from Equation5

Hence, for all resources in abalancedgarallelnetwork.

Note that ResultA.1 just illustratesan interestingproperty of balancedparallel networks. The resultitself is not
relevant to the derivation of the balancedob bounds. This resultimplies that the meanqueuelength (and hence,
the meanresponsédime) at eachresourceof a balancedparallelnetwork canbe computedquickly regardlessof the
multiprogrammindevel.
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